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ABSTRACT
Statistical information about the flow sizes in the traffic
passing through a network link helps a network operator to
characterize network resource usage, infer traffic demands,
detect traffic anomalies, and improve network performance
through traffic engineering. Previous work on estimating the
flow size distribution for the complete population of flows has
produced techniques that either make inferences from sam-
pled network traffic, or use data streaming approaches. In
this work, we identify and solve a more challenging prob-
lem of estimating the size distribution and other statistical
information about arbitrary subpopulations of flows. Infer-
ring subpopulation flow statistics is more challenging than
the complete population counterpart, since subpopulations
of interest are often specified a posteriori (i.e., after the data
collection is done), making it impossible for the data collec-
tion module to “plan in advance”.

Our solution consists of a novel mechanism that combines
data streaming with traditional packet sampling to provide
highly accurate estimates of subpopulation flow statistics.
The algorithm employs two data collection modules oper-
ating in parallel — a NetFlow-like packet sampler and a
streaming data structure made up of an array of counters.
Combining the data collected by these two modules, our es-
timation algorithm uses a statistical estimation procedure
that correlates and decodes the outputs (observations) from
both data collection modules to obtain flow statistics for any
arbitrary subpopulation. Evaluations of this algorithm on
real-world Internet traffic traces demonstrate its high mea-
surement accuracy.

Categories and Subject Descriptors
C.2.3 [Computer Systems Organization]: Computer-
Communication Networks: Network Operations—Network
Monitoring ; E.1 [Data]: Data Structures—Arrays
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1. INTRODUCTION
Monitoring the aggregate IP traffic passing through a high-

speed link is a complicated task. Flows provide a convenient
abstraction, allowing aggregation of the packet-level infor-
mation into coarser-granularity flow-level information. Flow
statistics, such as the total number of flows and the distri-
bution of flow sizes, capture significant properties of the un-
derlying network traffic, and are of interest to both service
providers and client network operators.

The Flow Size Distribution (FSD) is by far the most fun-
damental statistic since its accurate estimation can enable
the inference of many other statistics such as the total num-
ber of flows and the average flow size. However, there are
a number of applications where it would be useful to mea-
sure the flow size distribution of a particular subpopulation,
i.e., a subset of the complete flow population. Such sub-
populations may be defined by a traffic subtype (e.g., web
or peer-to-peer traffic), by a source or destination IP ad-
dress/prefix, by protocol (e.g., TCP or UDP), or some com-
bination thereof. For example, to investigate a sudden slow-
down in DNS lookups, a network operator may specify all
flows with source or destination port 53 as the subpopula-
tion of interest and query the data collected in the preceding
hour.

It would be straightforward to estimate such distributions
if per-flow state were maintained at routers. However, main-
taining per-flow state at line speeds of 10 Gbps (OC 192)
and above, is prohibitively expensive. Consequently, a sig-
nificant amount of research effort has been devoted to es-
timating the FSD [1, 2, 3] from incomplete data, such as
packet samples. The most accurate solution for estimat-
ing the FSD only allows the estimation of this distribution
for the complete population of flows at the measurement
point [3].

The ability to monitor the SubFSD for any arbitrary sub-
population provides a powerful and versatile tool for the
characterization of traffic traversing a monitoring point. Since
FSD is a special case of SubFSD, the motivations for esti-
mating the FSD, ranging from accounting to anomaly de-
tection [1, 2, 3], also apply to SubFSD. In addition, the



capability to “zoom-in” and take a closer look at any sub-
population, supports a number of exciting new applications.
We highlight examples in two areas:

Security. DDoS attacks and worm propagation often
manifest themselves as anomalous deviations in the flow dis-
tribution, such as a sudden increase in the number of flows
with exactly one packet [1]. Such deviations may not be
statistically significant in the aggregate traffic, but may be
clearly discernible if appropriate subpopulations are inves-
tigated. For example, in a subnet containing a DNS server
and a web server, the flows of size 1 due to DNS traffic might
mask out a spurt in flows of size 1 due to a SYN-flooding
DDoS attack against the web server. On the other hand,
looking at the SubFSD of HTTP flows will immediately re-
veal the attack.

Traffic Engineering. Knowledge of the SubFSD of var-
ious subpopulations within the aggregate traffic can enable
fine-grained traffic engineering. For example, the impact of
routing disruptions is often limited to specific subpopula-
tions of traffic between the Origin-Destination (OD) pairs
affected by the disruption. When only statistics about the
complete flow population is available, monitoring this im-
pact may prove to be a fairly involved problem. On the
other hand, with the ability to monitor arbitrary subpopu-
lations, this impact can be easily monitored by estimating
the SubFSD for the subpopulations affected by the disrup-
tion. Note again that in this example, the subpopulation
of interest is not known till after the event of interest has
occurred.

Recent research has also produced mechanisms for esti-
mating other important statistics such as the total number
of flows [4], the number of flows of size 1 [1, 3], and the first
and second moments of the FSD [5]. However, such solutions
are often restricted to producing estimates for only the com-
plete population of flows. Since estimates of the SubFSD
can be used to infer these statistics for the corresponding
subpopulation, a valuable by-product of our solution is the
new ability to estimate such derived statistics for arbitrary
subpopulation.

The difficulty of estimating the Subpopulation Flow Size
Distribution (SubFSD) is twofold. First, the subpopulation
of interest is typically not known in advance, i.e., before the
act of data collection. Second, the number of subpopulations
that could potentially be interesting is immense. These two
requirements imply that any solution to the problem has to
be generic enough to allow for the estimation of the FSD for
any arbitrary subpopulation which is unknown during the
act of data collection from live traffic.

In this work, we design an efficient mechanism to provide
accurate estimates of the subpopulation flow size distribu-
tion for arbitrary subpopulations specified after the act of
data collection. Our solution requires the system to main-
tain two online data structures, proposed and used in earlier
work in this context, but only in isolation from one another.
One is a variant of sampled NetFlow [6], already running on
most routers. The other is a data structure used previously
in a data streaming algorithm for estimating the FSD of the
complete population [3]. We propose an estimation algo-
rithm which statistically correlates and decodes the outputs
from both data structures to accurately infer the flow size
distribution for any subpopulation.

The contributions of this work are three fold. First, we
identify the value of the ability to specify the subpopulation

of interest a posteriori, i.e. after data collection, when mea-
suring SubFSD and other derived statistics. Although this
has been an implicit requirement in many monitoring prob-
lems, we first explicitly target our design efforts at this facet
of the problem, arriving at a very efficient and accurate solu-
tion. The second contribution is the architectural innovation
of combining two existing FSD measurement techniques, one
based on sampling and the other based on data streaming,
for solving the new problem of SubFSD. The third and chief
contribution of this work lies in the design of the estimation
algorithm. To the best of our knowledge this is the first
algorithm in the area of network measurement that uses
observations from two or more data collection modules to
perform a joint estimation.

The rest of this paper is organized as follows. The next
section provides the background work in the area, includ-
ing an overview of previous solutions that our techniques
build upon. Section 3 presents the overall architecture of
our solution and a description of the various modules. Sec-
tion 4 presents our estimation algorithm, along with for-
mal statements and proofs of various results derived from a
probabilistic modeling of the data collection processes used
in our algorithm. Experimental evaluations using publicly
available traces are presented in Section 5. The experiments
demonstrate that our algorithm achieves very high level of
accuracy in estimating the SubFSD for various subpopula-
tions. A survey of related work is presented in Section 6 and
we conclude in Section 7.

2. BACKGROUND
Maintaining per-flow state at routers would trivially pro-

vide an exact solution (i.e., without any losses) to the Sub-
FSD problem. Unfortunately, it is impractical to maintain
per-flow state information on high speed links (OC-192 and
above) since a flow-based data structure would be too large
to be held in expensive SRAM and constrained by the slow
memory access speeds of DRAM. Therefore, all solutions
that estimate flow statistics at high speeds incur some infor-
mation loss during data collection. While sampling appears
as the most intuitive solution to deal with the extremely
large number of packets, more sophisticated data-collection
techniques such as data streaming have been proposed re-
cently. Data streaming [7] is concerned with processing a
long stream of data items in one pass, using a small working
memory, in order to answer a class of queries regarding the
stream. The key idea here is to retain as much information
pertinent to the queries as possible during data collection.In
this section, we provide summaries of the techniques for in-
ferring the FSD from sampled data or data streaming. A
survey of other related work is presented in Section 6.

Sampling-based approaches. This body of work fo-
cuses on inferring the distribution from sampled flow statis-
tics [1, 2, 8, 9]. One can also infer the subpopulation flow
size distribution from the sampled traffic since it is easy to
obtain the samples corresponding to the subpopulation of
interest from the complete set of samples. Duffield et al. [1,
9] study the statistical properties of packet-level sampling
on real-world Internet traffic and propose an algorithm to
infer the flow distribution from sampled statistics. After
showing that the naive scaling of the flow distribution es-
timated from the sampled traffic is generally not accurate,
the authors propose an Expectation Maximization (EM) al-
gorithm to iteratively compute a more accurate estimate.



The EM algorithm is a standard statistical tool, used for
estimation in situations where the amount of data is insuf-
ficient for a straightforward computation. Since high speed
monitoring applications have to inevitably deal with lossy
data collection, the EM algorithm has repeatedly surfaced
as the mechanism of choice for estimation in such scenarios.
We provide a more formal description of the EM algorithm
in Section 4.

Recent research has shown that using the sampled data to
estimate the FSD is not very accurate, and these inaccura-
cies will continue to plague any extension of the approach to
SubFSD. In particular, it has been shown that there are sig-
nificant limitations fundamental to this approach due to the
information loss in packet-level sampling [2]. Our experi-
mental evaluation presented in Section 5 uses a sampling
based solution as a baseline to demonstrate the improve-
ments in accuracy achieved by our proposed solution.

Streaming-based approaches. In a more recent work
by Kumar et al. [3], a data streaming based approach has
been used to circumvent the limitations of sampling. It uses
an array of counters for data collection, updated at each
packet arrival. A hash of the flow label is used to pick the
counter to be incremented, but there is no explicit mecha-
nism to handle collisions, resulting in fast but “lossy” data
collection. The estimation phase uses an iterative EM al-
gorithm that inverts the process of collisions in hashing to
estimate the most likely distribution of flow sizes that would
result in the observed distribution of counter values. This
solution provides high accuracy estimates, with typically an
order of magnitude smaller errors than sampling based so-
lutions.

Although the data streaming approach provides accurate
estimates of the FSD for the complete population, it discards
the flow labels to save space, thus restricting the scope of
any post-processing estimation to only the complete popula-
tion of flows in the monitored traffic. It cannot be extended
to estimate the SubFSD for arbitrary subpopulations since
one would need to know all subpopulations of interest in
advance and run an instance of the data streaming based
solution [3] for each such subpopulation. This is impractical
because there are a large number of possible subpopulations
of interest, ranging from different protocol types (HTTP,
FTP, etc.) to different prefix ranges in source or destina-
tion IP address (corresponding to traffic originating from,
or destined to, customers or peers of an ISP etc.). Also,
quite often the subpopulation of interest is not known until
after the act of data collection.

3. SOLUTION ARCHITECTURE
Our solution leverages the strengths of both sampling and

data streaming. Since sampling retains the headers of sam-
pled packets, it provides the flexibility of choosing arbitrary
subpopulations for SubFSD estimation after the act of data
collection. However, sampling is not an accurate source of
information about the sizes of various flows, and for this we
turn to the more efficient technique of data streaming. Our
estimation algorithm then correlates the information from
these two sources to produce accurate estimates of SubFSD.
In this section, we describe the architecture of our solution
and the design of its component modules.

3.1 Overall architecture
The overall architecture is shown in Figure 1. The data
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Figure 1: System model for using both data-
streaming and sampling for data collection and es-
timation.

collection phase involves two modules operating in parallel
– an online streaming module operating on all the packets,
and a NetFlow-like sampling module that samples a small
percentage of the traffic and retains information about only
the sampled packets. The online streaming module is a sim-
ple array of counters, used previously to estimate the FSD
of complete population [3]. As discussed earlier, this module
does not retain any information about the packet headers,
and cannot be used for estimating flow size distribution of
subpopulations by itself. The sampling module is similar
to NetFlow that maintains per-flow state for the sampled
packets.

The measurement proceeds in epochs, with both data col-
lection modules starting with a clean slate at the beginning
of each epoch and paging the raw data to persistent stor-
age at the end of each epoch. The data collected during an
epoch is available for processing immediately at the end of
the epoch. However, in practice, higher-level applications or
users might decide to query this data at a much later time.
Thus, the output of the data collection modules may need
to be stored in the persistent storage, to be retrieved later
for estimation.

The estimation module is composed of a preprocessing
submodule that takes the data collected by the sampling
and streaming modules, along with a specification of the
subpopulation of interest, and produces a composite data
structure. This preprocessed data is the input to our esti-
mation submodule that produces the final estimate of the
SubFSD for the specified subpopulation.

We emphasize the difference between the definition of flow
label and the specification of a subpopulation of interest.
The former refers to picking the fields of the IP header that
will be stored for each sampled packet or hashed to pick
an index in the counter array. The latter refers to a specific
filter that defines a subpopulation. For example, the flow la-



bel can be defined as the four-tuple of source IP, destination
IP, source port and destination port. A possible filter here
would be “source port=80”, thus specifying all webserver-
to-client flows as the subpopulation of interest. The flow
label needs to be defined a priori while the filters specify-
ing the various subpopulations can be chosen at query time.
The rest of this section describes each of these modules in
detail.

3.2 Sampling module
The sampling based data-collection module in our sys-

tem is the same as Cisco NetFlow, with one minor modi-
fication. To implement the semantics of epoch-based mea-
surements, we require that all flow records be terminated
at epoch boundaries. This extension has already been pro-
posed by Estan et al. [10], and is essential for providing
statistical guarantees of accuracy1. The sampling module
maintains per-flow records for all sampled packets. At the
end of each epoch, the flow label and flow size in packets
from each record is summarized in a list and sent to the
estimation module or to a persistent storage device.

3.3 Online streaming module
The online streaming module is the same as proposed first

by Kumar et al. [3] – an array of counters, indexed by a
hash function with range equal to the size of this array of
counters. On each packet arrival, the flow label is hashed
to generate an index into this array and the corresponding
counter is incremented. There is no attempt to detect or
avoid collisions. As a result, several flows might increment
the same counter due to collisions in hashing. At the end
of the measurement epoch, the entire array is paged out, to
persistent storage or the estimation module.

The array of counters can be implemented using the ef-
ficient implementation of statistical counters proposed by
Ramabhadran and Varghese [11]. For each counter in the
array, say 32 bits wide, this mechanism uses 32 bits of slow
memory (DRAM) to store a large counter and maintains a
smaller counter, say 7 bits wide, in fast memory (SRAM). As
the counters in SRAM exceed a certain threshold, their value
is added to the larger counter in DRAM, and the counter
in SRAM is reset to zero. A more detailed discussion of
the streaming module is available in the original paper that
proposed this data structure [3].

3.4 Estimation module
The estimation module operates on the data collected by

the sampling and the streaming modules to produce an esti-
mate of the SubFSD. It is made up of two submodules — a
data preprocessing submodule and the estimation submod-
ule. The preprocessing submodule uses a filter specifying
the subpopulation of interest to synthesize the data from
the two modules into a composite data structure. Since the
NetFlow records contain enough information to reconstruct
the flow labels of all sampled flows, the hash function from
the online streaming module can be used to associate each
NetFlow record with a unique index in the array of counters.
Also the subpopulation filter can be used to further classify

1Our solution does not require the other extensions pro-
posed by Estan et al. [10], but it will work seamlessly if
these extensions are implemented, and will also benefit from
the advantages of improved sampling rates offered by these
extensions.

Index Counter list of sampled flow sizes from S and S
(i) value (vi) (qi)
1 1 -
2 20 < 3, S >,< 1, S >
3 2 < 1, S >
4 1 < 1, S >
5 0 -
6 5 < 1, S >
...

...
...

Figure 2: Sample output of the preprocessing mod-
ule.

the sampled flows as either belonging to the subpopulation
S or its complement S. The subpopulation filter can be a
set of flow classification rules such that a flow matching any
of the rules is defined to be in S and a flow matching none of
these rules is in S. Since the output of the sampling module
contains only a small fraction of the total traffic, and is fur-
ther aggregated into flows, this flow classification operation
has negligible computational cost.

Figure 2 shows an example output of the preprocessing
submodule. The first counter has a value 1 but has no as-
sociated sampled flows, because the only packet hashing to
this index was not sampled. The second counter has a value
of 20 and is associated with two sampled flows, one from S
with 3 sampled packets and the other from S with just one
sampled packet. The third counter has a value of 2 and is as-
sociated with a single flow from S with one sampled packet.
Because sampling misses a large percentage of packets, the
list of samples associated with any counter does not pro-
vide a complete description of all the flows hashing to that
counter. However the sampled flow sizes do provide some
information about the possible values of the actual flow sizes
(before sampling), and more importantly, their membership
in S or S. The estimation submodule exploits this infor-
mation to compute accurate estimates of FSD for S and S.
The details of this estimation algorithm and proofs of vari-
ous results used in its operation are the subject of the next
section.

4. THE ESTIMATION ALGORITHM
In this section, we describe our algorithm for estimating

the subpopulation flow distribution from the observed data.
We begin with a formal problem statement which also in-
troduces definitions and notations used in the rest of this
section. Section 4.2 formally describes the data collected by
the two modules and the operations performed in the pre-
processing submodule. Section 4.3 presents the estimation
algorithm, derivations of results used in this algorithm, and
a discussion of its computational complexity. Section 4.4
discusses the size of the array of counters.

4.1 Problem statement
The problem of computing the distribution of flow sizes

for a given subpopulation S of the aggregate traffic can be
formalized as follows. The set of possible flow sizes is the set
of all positive integers between 1 to z, where z is the largest
observed counter value – an upper bound on the maximum
possible flow size in the monitored traffic. Among the flows
belonging to S, we denote the total number of flows as n,
and the number of flows that have i packets as ni. We denote



the fraction of flows that have i packets as φi, i.e., φi = ni

n
.

The distribution of flow sizes in S is denoted by φ = {φ1,
φ2, · · · , φz}.

Let S be the complement of S, i.e., the set of all flows not
in S. Although our goal is to estimate only the size distribu-
tion of flows in S, interestingly, we have to estimate it jointly
with the size distribution of flows in S, since these two dis-
tributions are statistically intertwined with each other. We
denote the total number of flows in S as n′, and the number
of flows in S that have i packets as n′

i. The distribution
of flow sizes in S is given by φ′ = {φ′

1, φ
′
2, · · · , φ′

z}, where

φ′
i =

n′

i

n′ . Finally, we denote the joint distribution of flow

sizes in S and S as Θ, where Θ = {n, φ, n′, φ′}. Our goal
is to design an efficient algorithm to estimate Θ on a high-
speed link (e.g., OC-192 or OC-768) with high accuracy, for
any arbitrary S.

4.2 Observed data and preprocessing
Let m be the size of the counter array in the streaming

module. Let vi be the value of the counter at index i in this
array. Let qi be the set of sampled flows associated with the
index i using the hash function from the streaming module.
In other words, qi is the set of flows in the sampled data
whose flow labels hash to i. Recall that the preprocessing
module produces the values vi and qi for each index i (1 ≤
i ≤ m) in the counter array. Since sampling may miss some
flows completely, some of the qi will be empty even if vi, the
value of the associated counter, is not zero.

The set of flows in qi can be further classified as belonging
either to the set S or to S. The only information we use
from each of the sampled flows in qi is their sizes (number of
sampled packets) and a Boolean variable indicating whether
this flow is in S or not. Thus qi can be reduced to a list of
2-tuples, such that the first element in each tuple represents
the size of the sampled flow and the second element indicates
whether the flow is in S or S. For example, if qi contains
three (sampled) flows, among which two have size 1 and
belong to S and the third has size 2 and belongs to S, then
qi = {< 1, S >, < 1, S >, < 2, S >}.

To obtain Θ, we only need to know, for each index i, the
sizes of individual flows that contribute to the corresponding
counter value vi, and the subpopulation that each of these
individual flows belong to2. However, this information is
lost in the data collection process. Collisions in hashing im-
ply that we do not know the sizes of individual flows that
contribute to the total value observed at any counter. Dur-
ing sampling, a substantial fraction of flows are missed com-
pletely. Even for the flows that do get sampled, the observed
sizes in the sampled data are much smaller than the actual
sizes of these flows in the original traffic. Therefore, the ob-
served data is not sufficient to allow an exact calculation of
Θ.

When we see a counter value vi, there can be many dif-
ferent combinations of flows from S and S that add up to
the value vi. We refer to each such combination as a split
pattern. Similar to the representation of qi above, each split
pattern can be represented as a multiset of 2-tuples. Each
tuple corresponds to a flow in the actual traffic (before sam-
pling), with the first element of the tuple representing the
actual size of this flow (before sampling) and the second el-

2A simple tabulation of this knowledge would result in an
exact estimate of Θ.

ement of the tuple denoting whether or not the flow is in S.
For example, if a counter of size 20 is split into four colliding
flows, one each of size 10 and 2 from S and another two of
size 3 and 5 from S, the split pattern can be represented
as {< 10, S >, < 2, S >, < 5, S >, < 3, S >}. We consider
two split patterns as equal if their corresponding multisets
of 2-tuples are equal to each other. Note that there are sev-
eral possible split patterns for any observed counter value.
Furthermore, for a given split pattern, there can be multi-
ple ways of matching its constituent flows with the observed
flows in the sampled data qi. We return to this last point
in our description of the estimation algorithm in the next
section.

4.3 Estimation algorithm
Our goal, which is common in most statistical estima-

tion problems, is to find the maximum likelihood estimation
(MLE) of Θ based on the observations. In other words, we
would like to find argmaxΘP (Θ|Y), the Θ that maximizes
the probability of seeing the observations Y. However, we
are not able to obtain this MLE directly for two reasons.
First, there does not seem to be a closed-form formula for
evaluating the likelihood function P (Θ|Y). Second, even if
this probability can be somehow evaluated (say through an
oracle), such an evaluation would have to be performed over
a prohibitively large number of possibile values of Θ.

We adopt a standard methodology called Expectation Max-
imization (EM) to cope with this problem. EM allows for the
approximation of MLE in situations where a direct compu-
tation of MLE is analytically intractable or computationally
prohibitive, but, where the knowledge of some (missing) val-
ues for some auxiliary parameters can make the computation
of MLE analytically tractable or computationally affordable.
Intuitively, an EM algorithm proceeds as follows. It starts
with a guess of the parameters we would like to estimate.
Typically the expectations of the missing values can be com-
puted conditioned on these parameters. Then we replace the
occurrences of the missing values in the likelihood function
P (Θ|Y) by their conditional mean. Finally, maximizing the
likelihood function with these replacements will result in a
new and better estimate of the parameters. This process
will iterate multiple times until the estimated parameters
converge to a set of values (typically a local MLE).

4.3.1 Our EM algorithm
A simplified version of our EM algorithm for estimating

Θ = {n, φ, n′, φ′} is shown in Figure 3. The algorithm begins
with an initial guess of Θ (line 2 in Figure 3); a discussion
about picking the initial guess is provided in Section 4.3.3.
Each iteration of the algorithm proceeds as follows. For each
of the m counters, we perform the following steps. Recall
that vi is the value of the counter at index i and qi is the list
of 2-tuples representing the sampled data associated with
this counter. Let Ω(vi,qi) represent the set of feasible split
patterns for the counter at index i. Then for each split pat-
tern α ∈ Ω(vi,qi), we compute P (α|Θ, vi, qi), the probability
of occurrence of α conditioned upon the current estimate
of Θ and the observations vi and qi associated with this
counter. The contribution of this event α, weighted by its
probability, is credited to the flow counts of all constituent
flows in α. Suppose α={< a1, S >, < a2, S >, ..., < al, S >
, < a′

1, S >, < a′
2, S >, ..., < a′

r, S >}, i.e., the split pattern
α corresponds to the event that l flows from S with sizes



Input: our observation Y = {< vi, qi >}1≤i≤m

Output: (local) MLE for Θ

1. Initialization: pick initial distribution Θini

as described in Section 4.3.3.
2. Θnew := Θini;
3. while (convergence condition is not satisfied)
4. Θold := Θnew ;
5. for i :=1 to m

/*Ω(vi,qi)
is the set of all split patterns

consistent with the observation < vi, qi >*/
6. foreach α ∈ Ω(vi,qi)

/*Suppose α = {< a1, S >,< a2, S >, ...,< al, S >,

< a′
1, S >, < a′

2, S >, ...,< a′
r , S >}*/

7. for j := 1 to l
8. naj

:= naj
+ P (α|Θ, vi, qi)

9. for j := 1 to r
10. (na′

j
)′ := (na′

j
)′ + P (α|Θ, vi, qi)

/* The formula for computing P (α|Θ, vi, qi)
is derived in Section 4.3.2*/

11. end

12. end

13. end

/* Compute the new estimate of n and n′. */
14. nnew :=

� z
i=1 ni

15. (n′)new :=
� z

i=1(n
′
i)

/* Normalize the flow counts ni, n′
i into φ and φ′,

and clear the counter values for the next iteration.*/
16. for i:=1 to z
17. φnew

i := ni/nnew

18. (φ′
i)

new := n′
i/(n′)new

19. ni := 0
20. n′

i := 0
21. end

22. end

Figure 3: EM algorithm for computing the SubFSD

a1, a2, ..., al and r flows from S with sizes a′
1, a

′
2, ..., a

′
r col-

lide at the counter in question. Then we increment each of
the counts naj

, j ∈ {1, 2, ..., l} and n′
aj

, j ∈ {1, 2, ..., r} by

P (α|Θ, vi, qi). This tabulation process is illustrated through
the following example.

Say the value of a counter at some index i is vi = 2, and
the sampled flow set is qi = {< 1, S >}. Then Ω(vi,qi), the
set of split patterns that are consistent with the observa-
tion contains three elements, contains (i) {< 2, S >}, (ii)
{< 1, S >, < 1, S >}, and (iii) {< 1, S >, < 1, S >}. Note
that other possible split patterns of 2, such as < 2, S >,
are excluded since they are not consistent with the obser-
vation {< 1, S >}. Suppose the respective probabilities of
the events (i), (ii), and (iii), are 0.5, 0.3, and 0.2. A proba-
bility of 0.5 for event (i) implies that, with this probability,
exactly one flow of size 2 from subpopulation S hashed to
counter i, and exactly one packet from this flow was sam-
pled. To tabulate this, we should increment our count of n2,
the number of flows in S that have size 2, by 0.5. Similarly,
the probabilities of events (ii) and (iii) are used to increment
the counts of the constituent flows. In all, we execute the
following three sets of operations, corresponding to these
three events.

• (i) n2 := n2 + 0.5;

• (ii) n1 := n1 + 0.3; n1 := n1 + 0.3

• (iii) n1 := n1 + 0.2; n′
1 := n′

1 + 0.2

Summarizing all 3 cases, we credit 0.5 to the counter
n2, 0.3 + 0.3 + 0.2 = 0.8 to the counter n1, and 0.2 to
the counter n′

1. Thus at the end of the loop for counter
i (line 5), the algorithm has considered all split patterns
consistent with the observations and used the respective
probabilities of each of these splits to increment the counts
of the constituent flow sizes. After processing each index
i ∈ 1, 2, ..., m in this manner, we obtain a final tabula-
tion of the counters for the flow counts n1, n2, ..., nz, n′

1,
n′

2, ..., n′
z, and obtain nnew , (n′)new . We then renormalize

the counts into new (and refined) flow distributions φnew,
(φ′)new .

Note that if two indices i and j have the same associated
observations, i.e., vi = vj and qi = qj , then the entire set of
operations for index i will be repeated for index j. An ob-
vious optimization is to group all such indices together, and
perform this set of operations for the group just once. Due
to the “Zipfian” nature of internet traffic, there are a large
number of small flows which cause similar observations at
various indices. In other words, the number of unique con-
figurations of (vi, qi) pairs observed in real traffic is quite
small (approximately a few thousand). Thus grouping iden-
tical observations together reduces the length of the loop at
line 5 in Figure 3 from m, which can be as large as a few
millions, to a few thousand.

4.3.2 Computing the probability P (α|Θ, v, q)

Let i be an arbitrary index, and let v = vi and q = qi be
the observations at this index. In the rest of this section, we
drop the subscript i for better readability. We now derive
the formula for computing P (α|Θ, v, q), the probability of a
particular split pattern α given the observation v, q and the
a priori flow size distribution Θ, estimated in the preceding
iteration. This computation is the most important step in
our EM algorithm (lines 8 and 10 in Figure 3).

To be able to compute this probability, we need to in-
troduce the concept of matching split patterns with the ob-
served sampled flows q. Consider one possible split pattern
α of the counter value v. A matching between α and q spec-
ifies exactly one of the possible ways in which the actual
flows in α would result in the observation q after sampling.
There can be multiple possible ways of matching α with q,
as we will show shortly. We represent each matching as a
list of 3-tuples. Each 3-tuple associates exactly one element
from α with at most one element from q. Recall that ele-
ments in α are 2-tuples where the first element is the actual
size of the flow and the second element indicates whether
the flow belongs to S or S. Similarly, elements in q are 2-
tuples denoting the size of a sampled flow and its member-
ship in S or S. Now, in each 3-tuple in a matching between
α and q, the first element represents the size of the flow
before sampling and the third element, its size after sam-
pling as observed in q. The middle element denotes whether
the flow belongs to S or S. If none of the packets from a
specific flow in the split pattern α are sampled, the corre-
sponding third element in the matching is 0. For example,
suppose α = {< 2, S >, < 10, S >, < 3, S >,< 5, S >} and
q = {< 3, S >,< 1, S >}. The only two possible ways of
matching α and q are:

• {< 2, S, 0 >, < 10, S, 3 >, < 3, S, 1 >, < 5, S, 0 >}

• {< 2, S, 0 >, < 10, S, 3 >, < 3, S, 0 >, < 5, S, 1 >}

The first matching is the event where the flow of size 10



from S has two packets in the sampled data set, the flow of
size 2 from S has no sampled packets, and the two flows from
S of sizes 3 and 5 contribute 1 and 0 packets respectively
to the sampled data. The second matching differs from the
first in that the sampled flow of size 1 from S is associated
with the actual flow of size 5 instead of the other flow from
S of size 3.

To distinguish between matchings, we need to assign them
a canonical form. The canonical form of a matching π is
specified as < a1, S, b1 >, < a2, S, b2 >, ..., < al, S, bl >, <
a′
1, S, b′1 >, < a′

2, S, b′2 >, ..., < a′
r, S, b′r >, where a1 ≤ a2 ≤

... ≤ al and a′
1 ≤ a′

2 ≤ ... ≤ a′
r, and bi ≤ ai, b

′
j ≤ a′

j

for 1 ≤ i ≤ l, 1 ≤ j ≤ r (flow size after sampling should
never be bigger than before sampling). In other words, we
group flows from S and S together and in each group the
flow sizes in the split pattern are sorted in increasing order.
Two matchings π1 and π2 are considered the same if their
canonical forms are identical. We say that a matching π is
consistent with the observations v and q, if the a’s add up
to v and the non-zero b’s have a one-to-one correspondence
— in size and in their membership in S or S — with the ob-
served sampled flows in q. We denote the set of all distinct
consistent matchings of the split pattern α with the observa-
tion q as Π(α, q). With these definitions and notations, we
are now ready to characterize the probability P (α|Θ, v, q).

Theorem 1. Let w be the sum of all sampled flow sizes
in q. The probability of occurrence of a split pattern α, given
an observation < v, q > and an estimate of Θ, is given by:

P (α|Θ, v, q) =

�
π∈Π(α,q) P (π|α, w)P (α|Θ, v)�

β∈Ω(v)

�
π∈Π(β,q) P (π|β, w)P (β|Θ, v)

where P (α|Θ, v) is given by Lemma 1 and P (π|α, w) is given
by Lemma 2.

Proof. P (α|Θ, v, q) = P (α|Θ, v, q, w)

=
P (q|α, Θ, v, w)P (α|Θ, v, w)�

β∈Ω(v) P (q|β, Θ, v, w)P (β|Θ, v, w)

=
P (q|α, w)P (α|Θ, v)�

β∈Ω(v) P (q|β, w)P (β|Θ, v)

=

�
π∈Π(α,q) P (π|α, w)P (α|Θ, v)�

β∈Ω(v)

�
π∈Π(β,q) P (π|β, w)P (β|Θ, v)

The first equality holds since w is a function of q. The
second equality is by Bayes’ rule, with all terms conditioned
on Θ, v, w. In the third equality, P (q|α, Θ, v, w) = P (q|α, w)
because v is a function of α, and Θ does not matter once
α is determined. Also, in the third equality, P (α|Θ, v, w) =
P (α|Θ, v) because once v is determined, w, the number of
packets sampled from v, does not affect the probability of
α. Finally, the last equality holds since P (q|α, w) is equal
to
�

π∈Π(α,q) P (π|α,w) by the definition of Π(α, q).

Lemma 1. Let Ω(v) be the set of all split patterns that add

up to v. Then P (α|Θ, v) = P (α|Θ)�
β∈Ω(v) P (β|Θ)

, where P (α|Θ)

and P (β|Θ) can be computed using Lemma 3.

The proof is a straightforward application of Bayes’ rule,
and is analogous to the proof of a similar theorem by Kumar
et al. [3]. We omit it here.

Lemma 2. Let α be a split pattern < a1, S >, < a2, S >
, ..., < al, S >, < a′

1, S >, < a′
2, S >, ..., < a′

r, S > that is
consistent with observed counter value v (i.e.,

� l
i=1 ai +� r

j=1 a′
j = v). Let π =< a1, S, b1 >,< a2, S, b2 >, ..., <

al, S, bl >, < a′
1, S, b′1 >, < a′

2, S, b′2 >, ..., < a′
r, S, b′r > (in

the canonical form) be a matching that is consistent with
the split pattern α and the observation q. Then in a packet
sampling process with any uniform sampling probability, the
probability that the matching π happens given that α is the
underlying split pattern is

P (π|α, w) =

�
a1
b1 � � a2

b2 � · · · � al
bl � � a′

1
b′1 � � a′

2
b′2 � · · · � a′

r
b′r ��

v
w � (1)

Proof. Let p be the sampling probability used in the
packet sampling process. We have P (π|α, w) = P (π,w|α)/P (w|α)
= P (π|α)/P (w|α). The last equality holds since the match-

ing π determines the value of w (note that w =
� l

i=1 bi +� r
j=1 b′j for π to be consistent with the observation q). We

know that P (w|α) =
�
v
w � pw(1−p)v−w since this is the prob-

ability that among a total of v packets, w are actually sam-
pled with a sampling probability p. It remains to derive
the probability P (π|α). Let ei be the event that bi packets
are chosen from a flow of size ai from S in the split pat-
tern α, i ∈ {1, 2, ..., l}. Similarly, let e′j be the event that

b′j packets are chosen from a flow of size a′
j from S in α,

j ∈ {1, 2, ..., r}. Then, P (ei) =
�
ai

bi � pbi(1−p)ai−bi , and P (e′j)

=
� a′

j

b′
j � pb′j (1 − p)a′

j−b′j . Now note that π conditioned upon

α is exactly � ∧l
i=1ei � ∧ � ∧r

j=1e
′
j � . Thus, we have P (π|α) =

P
� � ∧l

i=1ei � ∧ � ∧r
j=1e

′
j � � = ��� l

i=1 P (ei)	
��� r
j=1 P (e′j) 	 =��� l

i=1

�
ai

bi � pbi (1 − p)ai−bi 	��� r
j=1

� a′

j

b′
j � pb′j (1 − p)a′

j−b′j � . The

second equality is due to the fact that the events e1, e2, ...,
el, e′1, e′2, ..., e′r are independent. The final term can be sim-

plified as ��� l
i=1

�
ai

bi � 	���� r
j=1

� a′

j

b′
j � � pw(1− p)v−w. Therefore,

P (π|α, w) = P (π|α)/P (w|α) =
( � l

i=1 (ai
bi

))( � r
j=1 (

a′
j

b′
j

))

(v
w)

.

Lemma 3. Let α be a split pattern in which there are f1

flows of size s1, f2 flows of size s2, ..., fk flows of size tk

from S, and f ′
1 flows of size s′1, f ′

2 flows of size s′2, ..., f ′
k

flows of size s′q from S. Given Θ, the a priori (i.e., before
observing the values v, q) probability of occurrence of α is:

P (α|Θ) = � e−n/m
k�

i=1

(nqi
/m)fi

fi! ���� e−n′/m
k�

i=1

(n′
q′

i
/m)f ′

i

f ′
i ! ��

.

Proof. Let E be the event that f1 flows of size s1, f2

flows of size s2, ..., fq flows of size sq from the set S collide
at a counter, and let E ′ be the event that f ′

1 flows of size
s′1, f ′

2 flows of size s′2, ..., f ′
q flows of size s′q from the set

S collide at a counter. Kumar et al. [3] prove that P (E) =

e−n/m � k
i=1

(nqi
/m)fi

fi!
and P (E ′) = e−n′/m � k

i=1

(n′

q′
i
/m)f′

i

f ′

i
!

.

Note that the two events E and E ′ are independent of each
other. Therefore, the result follows from P (α|Θ) = P (E ∧
E ′|Θ).



4.3.3 Obtaining an initial guess for Θ

Each iteration of our estimation algorithm uses the esti-
mate Θold, produced by the preceding iteration, to compute
a refined estimate Θnew. The first iteration begins with an
initial guess or seed Θini. In our algorithm, we generate
Θini by using the observed distribution of counter values
in the array of counters as the initial guess for both φ and
φ′. The initial guesses for n and n′ are generated by taking
the total number of non-zero counters and partitioning this
number in the ratio of the number sampled flows from S and
S in the sampled data, respectively. We have tried more so-
phisticated heuristics to generate Θini. However, since our
algorithm converges very fast and smoothly even with this
simple Θini, shown in Section 5.3, the benefits of having a
better Θini seems marginal.

4.3.4 The Expectation and Maximization steps
We now explain why our algorithm is an instance of the

EM algorithm, and hence guaranteed [12] to converge to a
set of local MLEs. Let γi,j,k denote the number of flows
from S that have an actual size i, but hash to counters of
size j contributing k sampled packets. Similarly, we can
define γ′

i,j,k for flows from S′. These two sets of variables,
γ = {γi,j,k} and γ′ = {γ′

i,j,k}, are the missing data whose
knowledge would allow us to compute the precise value of
Θ. In the expectation step, our algorithm uses a previous
estimate of Θ (i.e., Θold) to compute the expected value of γ
and γ′. In the maximization step, the new value of Θ (i.e.,
Θnew) is computed as: n =

�
i,j,k γi,j,k, φi =

�
jk γi,j,k/n,

n′ =
�

i,j,k γ′
i,j,k, and φ′

i =
�

jk γ′
i,j,k/n′. It can be shown

that this choice of Θnew indeed maximizes the data likeli-
hood function p(γ, γ′, Θ|Y), where Y is the observed data.

4.3.5 Computational complexity of the algorithm
The computation of P (α|Θ, q, v) in our algorithm (lines 8

and 10 in Figure 3) using theorem 1 involves enumerating
all split patterns that give rise to the observed counter value
v and then for each such split pattern, enumerating all pos-
sible matchings of the split pattern with the observed sam-
pled data q. The number of total cases is immense for large
values of v. The “Zipfian” nature of flow-size distribution
comes to our rescue here. Since most flows have just a few
packets, the probability of three or more flows, with more
than 10 packets each, colliding at the same counter is negli-
gible. Thus we can safely ignore cases with more than two
sampled flows associated with a counter. Furthermore, to
reduce the complexity of enumerating all events that could
give rise to a large counter value (say larger than 300), we
enumerate only the cases involving the collision of up to 3
unsampled flows from each of S and S at such indices. Thus
the asymptotic computational complexity is O(v3) for coun-
ters with value greater than 300. With similar justifications
we enumerate up to 4 collisions each from S and S, for coun-
ters with value smaller than 300. Finally, since the numbers
of counters with very large values (say larger than 1000) is
extremely small, we can ignore splitting such counter values
entirely and instead report the counter value as the size of a
single flow corresponding to the largest sampled flow asso-
ciated with such counters. This will clearly lead to a slight
overestimation of the size of such large flows, but since the
average flow size (≈ 10) is two to three orders of magni-
tude smaller than these large flows, this error is minuscule
in relative terms.

Trace # of flows # of packets

USC 986,702 15,730,938
UNC 1,133,150 27,507,496
NLANR 55,515 158,243

Table 1: Traces used in our evaluation.

4.4 The size of the array of counters
The number of flows in high speed links is known to be

highly variable, especially in adversarial scenarios such as a
DDoS attack. The number of flows may increase by more
than an order of magnitude in such situations. Provision-
ing our sampling and streaming modules for this worst case
would clearly be very expensive. Yet a system naively pro-
visioned for just the average case will not be able to keep
up with the traffic in the worst case. For example, current
implementations of NetFlow often run out of memory for
keeping flow records and start dropping them. On the sam-
pling slide, this problem has been identified and addressed in
a recent work by Estan et al. [10]. In this work, the authors
propose a comprehensive revamp of NetFlow that uses an
adaptive sampling scheme to keep up with high flow counts.
On the data streaming slide, multiresolution schemes have
been proposed to deal with the same problem [3, 4]. In par-
ticular, the work by Kumar et al. [3] addresses this issue in
the context of estimating FSD in detail. The authors show
that their counter array based scheme is very accurate when
the number of counters is roughly the same (±50%) as the
number of flows. They also propose a multiresolution exten-
sion to their scheme to deal with the high variability in the
number of flows. The algorithm proposed in this paper can
be extended in a similar fashion to solve the same problem.
Since this issue has been adequately addressed in the liter-
ature, in the rest of this paper, we will use a counter array
size that is the closest power of 2 to the number of flows in
the corresponding measurement epoch, as suggested in the
work of Kumar et. al. [3].

5. EVALUATION
In this section, we evaluate the accuracy of our estima-

tion mechanism using real-world Internet traffic traces. We
also compare our results with those obtained from sampled
data [1]. Since our algorithm uses the data collected in the
streaming module in addition to the sampling based data,
its estimates have higher accuracy. For this comparison,
we implemented the sampling based estimation mechanism
proposed by Duffield et al. [1] and carefully verified that our
implementation is faithful to the published description of
the scheme.

We begin this section with a description of the various
packet-header traces used in our evaluation, followed by a
description of the evaluation metrics and visualization tech-
niques used in the rest of the section. We then discuss the
termination of the estimation algorithms and finally present
experiments evaluating the accuracy of the estimates of Sub-
FSD, the impact of sampling rates, and the estimates of
derived statistics produced by the proposed algorithm.

5.1 Traffic traces
We use packet header traces of Internet traffic from three

sources: University of North Carolina (UNC) (courtesy of



Prof. Jeffay), University of Southern California (USC) (cour-
tesy of Prof. Papadopoulos), and NLANR [13]. The trace
form UNC was collected at the 1 Gbps access link connect-
ing the campus to the rest of the Internet, on Thursday,
April 24, 2003 at 11:00 am. The second trace from USC
was collected at their Los Nettos tracing facility on Feb. 2,
2004. The packet header traces from USC and UNC corre-
spond to a few hours’ worth of traffic. Since our mechanism
is designed to operate in epochs on the order of a few hun-
dred seconds, in our experiments, we used 500 second long
segments taken from these two traces.

The NLANR trace was collected at an OC-3 link at the
University of Auckland on December 8, 1999 for a duration
of around two hours and nineteen minutes. All the above
traces are either publicly available or available for research
purposes upon request from their respective sources. Table 1
lists the number of flows and packets in each trace segment
that was used in our experiments.

Following the discussion in Section 4.4, we use a counter
array of size 64k (216) for the trace NLANR and an array
of 1M (220) counters for the traces UNC and USC. For each
trace, we perform the streaming and sampling operations
just once to obtain the observations. Estimations for various
subpopulations in a trace will all come from this observation.
Throughout this section, we use a sampling rate of 10%,
except for section 5.5 where we study the impact of sampling
rate on estimation accuracy.

5.2 Evaluation metrics and visualization
For comparing the estimated flow size distribution with

the actual distribution, we use the metric of Weighted Mean
Relative Difference (WMRD), defined as:

WMRD =

�
i

|ni−n̂i|�
ni+n̂i

2 � × ni+n̂i

2�
i � ni+n̂i

2 � =

�
i |ni − n̂i|�
i � ni+n̂i

2 �
where ni is the number of flows of size i and n̂i is its

estimate. WMRD assigns a weight of ni+n̂i

2
to the relative

error in estimating the number of flows of size i. Thus, this
metric reflects the errors in estimating the number of large
and small flows in proportion to their actual population.
This metric was proposed and used by Duffield et al. [1], and
subsequently used by Kumar et al. [3], for the same purpose
of evaluating the accuracy of estimated flow distribution.

Since there are very few large flows, the tail of the flow dis-
tribution plot is very noisy. To obtain a more intuitive visual
depiction of the flow distribution, we borrow a bucket-based
smoothing technique from the work of Kumar et al. [3]. In-
stead of plotting the number of flows for every possible inte-
ger size, we plot the number of flows in an interval or bucket,
normalized by the bucket size. In the figures depicting flow
distribution, each bucket is depicted as a data point, with
the mid-point of the bucket as its x-coordinate and the total
number of flows in the bucket divided by the bucket size as
its y-coordinate. We emphasize that this bucketing scheme
is used only for better visualization of results. Our estima-
tion mechanism and numerical results (in WMRD) reported
later in this section do not use smoothing of any form.

5.3 Termination of the EM algorithms
The metric WMRD is also used to determine the termi-

nating point of the estimation algorithm. Starting with the
initial guess Θ0 = Θini, the WMRD between the estimate
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Figure 4: Absolute and relative WMRD.

Θi generated at the end of iteration i and the estimate Θi−1

from the preceding iteration is computed. The algorithm
terminates when this relative WMRD is below some prede-
termined threshold ε. For the evaluation of estimation ac-
curacy and convergence speed of the EM algorithm, we also
use the metric of absolute WMRD, defined as the WMRD
between the estimate at the end of iteration i and the ex-
act SubFSD. During actual operation, the absolute WMRD
will not be known, and the termination condition has to rely
solely on the relative WMRD.

Figure 4(a) shows the relative and absolute WMRD for
various iterations of our EM algorithm. For both our EM al-
gorithm and the sampling based estimation [1], the relative
WMRD shows a monotonic decrease with more iterations.
The absolute WMRD for the proposed mechanism also de-
creases monotonically with more iterations. Therefore, re-
ducing the threshold ε will only reduce the absolute errors
of the estimates, at the cost of an increased number of itera-
tions. On the other hand, the absolute WMRD for sampling
based estimation does not show a monotonic decrease with
more iterations. Instead, as shown in Figure 4(b), the ac-
tual WMRD first decreases, reaching a local minimum after
6 iterations, and then gradually increases with further iter-
ations. Furthermore, for different instances of the problem,
this local minimum occurs at different iterations and for dif-
ferent values of relative WMRD3. A clairvoyant execution of
the algorithm would terminate at just the right number of
iterations where the absolute WMRD reaches its minimum.
However, in practice, it is hard to reliably determine the
optimal number of iterations. From our observation of vari-
ous executions of the algorithm, we pick a value of ε = 0.07
for the sampling based estimation algorithm, noting that
smaller values of ε would result in larger absolute WMRD.
For our proposed algorithm, we pick a more conservative
value of ε = 0.002. These termination conditions provide a
fair and consistent comparison of the two mechanisms and
are used in the rest of this section.

5.4 Accuracy of SubFSD Estimation
In this section, we report estimates for a number of sub-

populations, specified by IP prefixes or port numbers. In

3We verified this aspect of the sampling based estimation
algorithm with its authors [14]. The authors mention the
possibility of an alternate termination rule that inspects the
estimates after each iteration for the onset of oscillatory ar-
tifacts. Future research on this issue might produce better
termination conditions.
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Figure 5: Actual, and estimated FSD for flows with
source port 80 in the trace NLANR.

our first experiment, we specify all flows with source port
80 (i.e., traffic from web servers), in the trace NLANR, to
be the subpopulation of interest. Figure 5 shows the ac-
tual FSD of this subpopulation and two estimates, the first
generated by the sampling based estimation algorithm and
the second generated using our mechanism. The tails have
been smoothed for better visualization of the results as de-
scribed above. Notice that the sampling based estimate is a
“smooth” curve with significant deviations from the actual
FSD while the estimates generated using our mechanism
overlap almost completely with the actual FSD, accurately
tracking the local variations in the actual FSD. Note that
in this and all following figures, both the axes are on the
logarithmic scale. Similar results were obtained over other
traces using a variety of different specifications of the sub-
population of interest.

Figure 6 shows the results of subpopulation FSD estima-
tion using trace UNC. The three subpopulations of interest
here are DNS, HTTP and HTTPS flows, specified by their
use of source or destination ports 53, 80 and 443 respec-
tively. Interestingly, the DNS traffic constitutes less that
3% of the total flows, but accounts for most of the flows
of size 1. On the other hand, the HTTP and HTTPS sub-
populations have the largest number of flows of size 5 and
7 respectively. In all three cases, the curve for the sampling
based estimates looks like a “smooth” average of the ac-
tual distribution. This behavior is clearly discernible in the
figures for HTTP and HTTPS subpopulations, where sam-
pling based estimation completely misses the “peaks” in the
distributions. The proposed algorithm, on the other hand,
manages to identify these peaks quite accurately. This abil-
ity can be important for applications such as worm detec-
tion, where the peak may reveal a fixed-size worm. Figure 7
shows similar behavior for the USC trace.

Intuitively, the reason for this behavior is as follows: with
a sampling rate of 1/10, most flows of small sizes do not get
sampled at all, or when sampled, exhibit a high variability
in the number of sampled packets. Thus sampling based es-
timation tends to be inaccurate for small flow sizes and at
best manages to estimate a smoothed average of the actual
distribution. The situation is further aggravated when there
are local maxima in the actual distribution. For example,
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Figure 8: Actual, and estimated distributions for
the subpopulation of flows from source IP matching
the prefix 1.0.*.* in trace USC.

in Figure 6(b), the large number of HTTP flows of size 5
may contribute anywhere between 0 and 5 packets to the
sampled data. An estimation based on only the sampled
data is quite likely to converge to an average case where
some of these samples are “credited” towards the estimates
of smaller flow sizes. Our algorithm, on the other hand,
uses the counter value from the streaming data structure in
addition to this sampled data. The counter array is quite ac-
curate in gathering flow size information, and these counter
values provide an accurate “anchor” for the estimation algo-
rithm. In other words, our algorithm requires flow sizes in
split patterns for any index to add up to the counter value
at the index, hence using more detailed and fine grained
information than pure sampling based estimation. There-
fore, while our algorithm also exhibits some inaccuracies in
estimates for small flow sizes due to sampling, which is dis-
cussed in detail below, it is significantly more accurate than
sampling based estimation.

Figure 8 shows the FSD for the subpopulation of flows
with source IP matching the prefix 1.0.*.* in the trace USC.
Since the IP addresses in this trace were anonymized using a
prefix preserving anonymization scheme, grouping traffic by
prefix in the anonymized trace makes sense. This subpopu-
lation accounts for 50 to 60 percent of the flows in the trace,
and probably represents the outgoing traffic from machines
in the same class-B address block.

5.5 Impact of sampling rate
The amount of information lost in sampling increases when

the sampling rate is reduced, leading to higher inaccura-
cies for the proposed algorithm as well as estimation based
purely on sampled data. Table 2 shows the WMRD of esti-
mates for various subpopulations in the trace NLANR. The
sampled data was collected at sampling rates of 10%, 5%
2% and 1% in different runs of the experiment. While the
accuracy of both mechanisms degrades with decreasing sam-
pling rates, estimates generated from only the sampled data
are 50 to 250% larger than those generated by the proposed
algorithm. We observed similar improvements in accuracy
across the other two traces over a variety of subpopulations.
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(a) Estimate of FSD of all DNS flows.
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(b) Estimate of FSD of all HTTP
flows.
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(c) Estimate of FSD of all HTTPS
flows.

Figure 6: Actual, and estimated distributions for various subpopulations in the trace UNC.
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(a) Estimate of FSD of all DNS flows.
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(b) Estimate of FSD of all HTTP
flows.
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(c) Estimate of FSD of all HTTPS
flows.

Figure 7: Actual, and estimated distributions for various subpopulations in the trace USC.

Trace Sub- Actual Sampling Proposed
population value based Algorithm

estimates

DNS 31932 38997.87 31389.68
HTTP 277583 641874.11 330064.71UNC
HTTPS 27337 72174.95 37928.81
Prefix 1.0 388326 673519.43 377266.40
DNS 132396.00 161440.75 130686.73
HTTP 244773.00 574610.23 283664.58USC
HTTPS 24731.00 64523.73 32660.56
Prefix 1.0 637949.00 1017053.20 599140.25

Table 3: Estimates of total number of flows for var-
ious subpopulations in traces UNC and USC.

5.6 Estimation of derived statistics
The knowledge of the SubFSD can be used to derive esti-

mates for a number of other statistics for the subpopulation
in question, such as the total number of packets, the total
number of flows, the number of flows of size 1, etc. Here
we show our results for the total number of flows. Table 3
lists the actual value of the total number of flows for various
subpopulations in traces UNC and USC and their estimates
produced by sampling based estimation and the proposed al-
gorithm. There is an order of magnitude of improvement in

estimates derived from our algorithm over estimates gener-
ated from the sampling based scheme. We observed similar
improvements in accuracy for other derived statistics such
as the total number of packets and the number of flows of
size 1. The accuracy of our results demonstrates that the
benefits of accurate estimation of SubFSD carry over to the
estimation of other derived statistics on a subpopulation.

We emphasize that the comparisons in this section are not
to point out the shortcomings of estimation algorithms that
use only sampling based data [1]. The gain of accuracy in
our mechanism comes from the additional use of the array
of counters, which saves us from having to skip a large per-
cent of traffic as done in the sampling-based approach which
suffers a large information loss in sampling.

6. RELATED WORK
The streaming data structure of an array of counters has

been used in a number of systems and applications within
the area of network measurement and monitoring. For ex-
ample, it has been the building block for detecting traffic
changes [15], identifying large flows [16], and constructing
Bloom filters [17] that allow both insertions and deletions
(called counting Bloom filter) [18].

Previous work on estimating the FSD from sampled data [1]
or using data-streaming techniques [3] was introduced in de-



WMRD of Sampling based estimates WMRD of proposed algorithm
Sampling Rate 10% 5% 2% 1% 10% 5% 2% 1%
Flows from src. port 80 0.06726 0.18090 0.37872 0.46051 0.04494 0.07814 0.13766 0.14573
Flows to dst. port 80 0.08308 0.13228 0.30325 0.47049 0.03559 0.08422 0.02964 0.13430
Flows with src. or dst. port 80 0.06840 0.16869 0.35907 0.46274 0.04672 0.05114 0.11699 0.15240

Table 2: WMRD of estimates for some subpopulations in trace NLANR, with various sampling rates.

tail in Section 2. Both these solutions use EM for estimation.
EM is also used in this paper, but in a very different way.
While previously EM was used to either compensate for the
information loss due to sampling or to compensate for the
information loss due to hash collisions, here we have used
EM to compensate for both kinds of information loss in a
joint estimation procedure. Consequently, our algorithm is
much more accurate than sampling based estimates, yet it
retains the versatility of sampling based estimation because
it makes full use of the packet header information retained
in sampling.

Hohn and Veitch [2] discuss the inaccuracy of estimating
flow distribution from sampled traffic, when the sampling
is performed at the packet level, and show that sampling
at the flow level leads to more accurate estimations. The
study in [2] is focused mostly on the theoretical aspects of
sampling.

Estan et al. [4] design a mechanism to count the total
number of flows. The streaming data structure used in their
solution is even more simple – an array of bits. A hash
function is computed over the flow label of each arriving
packet to generate an index into the bit array and the bit at
the corresponding location is set to 1. The estimation phase
models the insertion process as an instance of the Coupon
Collector’s problem [19] to derive a simple estimator for the
total number of flows as a function of the size of the bit
array and the number of bits set to 1. This solution also
discards packet headers after updating the streaming data
structure and hence cannot be used for estimating the total
number of flows in arbitrary subpopulations.

7. CONCLUSIONS
As the interest in monitoring traffic at various points in

the network increases, increasing amounts of research ef-
fort is being devoted to the design of mechanisms for data
collection and analysis at high network speeds. A number
of flow measurement problems such as estimating the FSD
have been solved with varying degrees of success. Our work
advances the state of art in the area. We identify the fun-
damental nature of the SubFSD problem, where the sub-
population of interest is specified a posteriori, and present
an innovative architecture where two online data collection
modules are used in tandem which is a non-trivial advance
in traffic estimation techniques that have traditionally relied
on making inferences from a single information source. Fi-
nally, the Bayesian procedure we develop to combine stream-
ing information from multiple sources to obtain estimates,
demonstrates the power of performing such joint estimation,
and also provides insights into the relative merits of various
information collection techniques.
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