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Abstract— This paper descr ibes multi-agent strategies
for applying Continuous and Embedded Learning (CEL).
In the CEL architecture [1], an agent maintains a
simulator based on its current knowledge of the wor ld and
applies a learning algor ithm that obtains its per formance
measure using this simulator. The simulator is updated
to re� ect changes in the environment or robot state that
can be detected by a monitor, such as sensor failures. In
this paper, we adapt this architecture to a multi-agent
setting in which the monitor is communicated among the
team members effectively creating a distr ibuted monitor.
The parameters of the current control algor ithm (in our
case rulebases learned by Genetic Algor ithms) used by all
of the agents are added to the monitor as well, allowing
for cooperative learning. We show that communication
of agent status (e.g. failures) among the team members
allows the agents to dynamically adapt to team proper ties,
in this case team size. Fur thermore, we show that an agent
is able to switch between specializing within a section
of the domain when there are many team members and
generalizing to other par ts of the domain when the rest of
the team members are disabled. Finally, we also discuss
future potential of this method, most notably in the
creation of a Distr ibuted Case Based Reasoning system in
which the cases are actual Genetic Algor ithm population
members that can be swapped among team members.

Index Terms – Genetic Algor ithms, Multi-agent Coevo-
lutionary Systems, Cooperative Coevolution, Multi-agent
Communication

I . INTRODUCTION

One considerable challenge in robotics is performing
tasks for extended periods of time, and adapting to
changes in the environment and robot capabilities that
occur throughout this period. An approach that has been
designed to deal with such a problem is Continuous and
Embedded Learning (CEL) [1], previously referred to as
Anytime Learning [2]. The main idea in this approach is
for the robot to continually improve its control system by
applying a learning algorithm on an internal simulation
of its environment, and to update this simulator to re� ect
major changes within the environment and robot capa-
bilities that will effect performance of the task. The part

of the system responsible for detecting such changes is
called the monitor. Successful control strategies that are
learned are continually sent to the actual robot control
system that is being used to act in the real world.

It has been shown that CEL can be successfully used
to adapt to environmental and robot changes, usually us-
ing genetic algorithms for learning. For example, Schultz
and Grefenstette showed that a robot can adapt to sensor
failures [1]. This system was extended by applying Case-
Based Reasoning (CBR) for the initialization of the
genetic algorithm populations that are used for learning
[3]. CEL has also been applied in a domain involving
coevolution of form and function, which has slightly
different characteristics than multi-robot systems [6].

In team settings, the changes that occur also include
changes in the team structure, size, or team member
capabilities. The main purpose of this paper is to explore
how communication among multiple agents in such a
setting can be leveraged to create a distributed monitor
and to adapt to these types of changes. In addition,
we add the rulebases of the other agents as part of
the monitor. This allows for team members to share
their knowledge of other agents' behavior, in addition
to their own, which enables cooperative coevolution.
This information can be communicated explicitly by
members of the team (as is done in this work) but
can be possibly learned through observation when no
such communication is available (e.g. enemies will not
willingly communicate their rulebases). Furthermore, we
demonstrate that the system allows for the ability of
agents to switch between specializing to parts of the
domain when the team is large and generalizing to larger
areas of the domain when the team is small.

Related work includes case-based initialization of ge-
netic algorithms, multi-agent learning, and adaptation
to changing team properties. Using Case-based Rea-
soning to bootstrap initial populations used in Genetic
Algorithms has been studied previously, although not
in multi-agent settings [3][4][5]. Some of the work



(a) Single agent system (b) Multi-agent system

Fig. 1. Left: The Continuous and Embedded Learning Model (from [1]). Right: Multi-agent CEL architecture with communication between
monitors and inclusion of rulebases in the monitor.

involving reinforcement learning with respect to spe-
cialization and generalization of tasks, e.g. [7], is also
relevant although there is no notion of monitors or
CBR to switch between different strategies when team
properties change. With regard to speci� c adaptation
to team changes, the focus tends to be on creating
algorithms that are robust despite team member failures
but which do not adapt to this change. The advantage of
our system is that it is able to explicitly adapt to the team
properties, resulting in better performance when certain
strategies are better after the team changes. Some excep-
tions include the L-ALLIANCE architecture [8] which
is a behavior-based distributed architecture designed to
be tolerant to faults or changes in the agents, market-
based task allocation schemes [9] that distribute tasks
based on market-like bidding and allow failed agents to
retract bids, and physics-based control of swarms that
can reorganizedue to agent failures [10]. Note that in our
work there is no explicit coordination performed by the
robots, only cooperative evolution. In other words, the
agents do not explicitly communicate for the purposes
of accomplishing the task; all communication is solely
to aid learning to accomplish the task. Adding such
coordination on top of the current system is certainly
possible.

There is also a large body of research in coop-
erative coevolution. The underlying genetic algorithm
implementation used here was extended to multi-agent
domains in [11], but not using CEL. The resulting
cooperative coevolution architecture has been analyzed

since then, especially with regard to the issueof choosing
among the population members of coevolving agents
when determining the overall � tness (our method es-
sentially takes the most � t population member of other
agents, communication permitting) [12]. Other multi-
agent work has looked at Punctuated Anytime Learning,
where the computational complexity of evaluating entire
populations against each other is reduced by only doing
this periodically [13]. This can be applied in our work
by communicating entire populations instead of the
best known rulebases, although this would increase the
amount of communication and computational complex-
ity. No application of CEL to coevolutionary multi-agent
domains using real communication has been explored
nor has the idea of a distributed monitor.

I I . ARCHITECTURE

The original CEL approach is depicted in Figure
1a. There are two main modules in the CEL model.
The execution module controls the robot's interaction
with the environment using the decision maker which
receives input from the knowledge base. The learning
module continuously tests new strategies for the robot
against a simulation model of the environment. When a
new strategy is discovered that performs better than the
robot's current strategy, the control system is noti� ed
and updated. Conversely, when the robot detects sensor
or environmental changes relevant to the simulator, the
learning module isupdated. Themodule that detectssuch
changes is called the monitor.



In this work, we use a Java implementation of
SAMUEL [2], called Jaga-Samuel1 [14] for the learning
system. SAMUEL is a genetic algorithm that evolves
rulebases containing condition-action rules where con-
ditions are based on sensor values and the correspond-
ing outputs are actions to be performed. In addition
to traditional genetic algorithm mechanisms (selection,
mutation, and crossover) Lamarckian operatorsareadded
that modify rules (i.e. modify the genetic material) based
on the actual interaction between the agent and the
environment. There are also methods to assign strengths
to the rules that are used when determining which rule to
enact, allowing for a type of structural credit assignment.

The Multi-agent CEL architecture is shown in Figure
1b. In the previous system, with only a single agent,
there was only one execution module and one learning
module. In the new architecture, there are multiple
execution and learning modules, with communication
between the monitors of the individual agents. In ad-
dition, the best rulebases discovered by the agents are
sent to the monitor, so that this information can be
relayed to other agents through communication. This
allows the agents to co-evolve. The agents communicate
if they are within communication distance (here it was
in� nite), and send both their current best rulebase as
well as the latest knowledge from their monitors (which
includes the best rulebase of all the other agents). This
creates a distributed monitor in which robots can pass on
environmental, robot, or team knowledge to each other.
In order to ascertain which agent's knowledge is more
recent, all updates are tagged with a timestamp.

In addition, each agent has a Case-Based Reasoner,
where the indexing to the cases is based on the situation
and the output of the case is an entire genetic algo-
rithm learner (population and rulebase) that has been
suspended. Matching during retrieval is based on the
nearest neighbor algorithm with hamming distance (i.e.
the number of features in the case that match) as the
distance metric. If there are enough matching features,
as determined by a threshold, the case is returned. If
not, then no case is returned and the agent creates a new
case with a learner that starts with an initial population.
If there are multiple matching cases, one is randomly
picked. Note that when agents communicate their best
rulebases to each other, this does not trigger a case
retrieval and is not part of the indexing. This is because
rulebases are highly dynamic and it is unlikely that
agents will have similar rulebases as in the past.

1For questions about Jaga-Samuel or information on obtaining it,
please send an email to samuel@aic.nrl.navy.mil.

(a) The multi-agent
domain.

(b) The � tness function based on the
distance of the enemy from the center
of the ship. If the enemy is within the
safety radius, then no � tness is given
to any of the defenders.

Fig. 2. The domain and � tness function used in the experiments.

I I I . EXPERIMENTAL DESIGN

The multi-agent task chosen to test the resulting
model is a defense task in which several agents guard a
centrally located ship against incoming attackers. Figure
2a shows the domain, which is 12,000 units in height
and 11,000 units in width. In the experiments conducted
here, there were three defenders and one enemy attacker.
The defender positions were � xed around the ship that
is to be defended, represented in the middle as a square.
Thecirclearound theship with a radiusof approximately
1,400 units shown in Figure 2a represents the “critical
region” that the attackers must stay out of. If the enemy
reaches the ship the domain is restarted. The � tness
function outside the circle is de� ned by the following
logarithmic function, where d is the distance from the
enemy agent to the center of the ship (the function is

plotted in Figure 2b): log(
( d� 380

380 )1:05

3:325 ). This rewards the
defending agents a great deal for keeping the attackers
away from the ship and additional reward tapers off
as the distances increase. Also note that the defenders
are assumed to be slightly more aggressive than the
attackers. The features used in indexing for the Case-
Based Reasoners include which defenders are disabled
as well as sensor failure information, although in these
experiments no sensor failure situations were created.

All experiments were conducted using the
Player/Stage simulation environment [15], with laser,
beacon, and odometry sensor data and a model of the
Pioneer 3DX robot. The sensors used by the defending
agents were relative range and bearing to the enemy (if
seen) and the ship. The sensors used by the attacking
agents were the relative range and bearing to the nearest
two defenders (if seen) and the ship. Action involved a
turn signal ranging from 90 to -90 degrees and a speed
signal. The initial rulebases for the agents consisted



of 19 rules consisting of several turn and speed values
with no IF conditions, effectively making the robot
move randomly. Each genetic algorithm (or Case in the
case library) had 45 population members which were
uniformly initialized to the initial rulebases described
previously. Proportional selection, where the � tness of
a member is used to determine its probability of being
selected, was used. Four evaluations were performed
for each of the evaluation phases of SAMUEL.

The results of the experiments are averages of 19
complete runs for each condition (with and without
CEL). Each run consists of approximately 2800 eval-
uations in the real world, which is also in simulation
for these experiments. Each evaluation consists of an
attacker progressing towards the ship in a straight line
starting from an initial position chosen from several
possible positions around the edge of the world, with
the addition of obstacle avoidance behaviors. After every
200 evaluation, the team size alternates between three
and one defender (agent 3, on the northern side of the
domain, is the one that remains active). In the non-CEL
condition, this is not known by the defenders (since
there is no monitor) and so they continue to train using
simulations containing three defenders.

In the CEL condition, the monitor detects this change,
which is communicated to other agents if they are
within communicating distance. This causes the single
remaining agent to evaluate the situation and either
retrieve an existing case from its case library similar
to the current situation or start learning with a new
population if it has never encountered the situation. We
gathered statistics regarding the � tness received by the
agents in the real world in addition to the best rulebases
at all timesand the � tnessesobtained by thebest member
of the population during each generation (used to plot
the learning curves). The behavior of the best rulebases
after all of the runs were also analyzed, both in terms
of the defense behaviors used during incoming attacks
as well as exploration behaviors used when no enemies
are visible.

IV. EXPERIMENTAL RESULTS

In this section we describe results that demonstrate
that using CEL in a coevolutionary multi-agent environ-
ment can allow the team to be more adaptive, in this
case to different team sizes. Figure 3 shows the � tness in
the real world (which in this case is also in simulation),
with the team size alternating between 1 and 3 about
every 200 evaluations (note that there is noise due to
the randomization in attacker placement). The switch in
team sizes is evident from the graph since the � tnesses
are much higher when there are three agents defending
as opposed to one. Without a distributed monitor (lighter

Fig. 3. Real world performance with and without CEL. The box
on the upper left zooms in on the CEL performance during the � rst
400 evaluations, showing the two separate learning stages (for each
case in the library) which are not exhibited in the non-CEL system.
The averages in the boxes on the right demonstrate that using CEL,
the lone agent was able to learn better strategies when its monitor
detected a change in team size. Case 1 (average shown on top) shows
no difference because both trained on this situation, whereas there is
a signi� cant difference for Case 2 (average shown on bottom).

color in Figure 3), the agent that is remaining when the
other two are disabled still continues to learn using a
simulation with three agents. Since this does not re� ect
the real situation, its performance does not improve
signi� cantly. It is interesting to note that there is a slight
improvement through time, meaning that strategies that
the remaining agent learned for the three agent situation
were also somewhat helpful when it was alone.

When using CEL and a distributed monitor (darker
color in Figure 3), however, all the agents receive
information from the monitor or from communications
with other agents that the two agents have been disabled.
Since the agents initially do not have a case for this
situation, learning begins from scratch using the initial
genetic algorithm population. On the upper left in Figure
3, the performance of the CEL architecture alone for
the � rst 400 evaluations is shown for clarity. As can
be seen, after the � rst change (at evaluation 200, where
two agents are disabled) a steep learning phase similar
to the previous case occurs. This is because the agent
has been informed of a change, could not retrieve any
similar case encountered during previous experiences,
and began learning again with anew population. Without
CEL, there is only one steep learning phase after which
the performance levels off.

After approximately 2600 evaluations, the divergence
in performance between the conditions with CEL and
without CEL become apparent. There is a statistically
signi� cant difference in the performance of Case 2 (with
one agent) with an average � tness of 0.399 with CEL



Fig. 4. Learning curves for the three agents. Without CEL, the simulator used for learning is one with three defenders. Using CEL, there
are two cases in the case library: Case 1 represents the situation when there are three defenders, and Case 2 represents the situation when two
defenders are disabled and there is only one active defender.

and 0.289 without (95% con� dence interval difference
> 0.1075). In Case 1, however, there is no statistically
signi� cant difference with an average � tness of 0.579
with CEL and 0.587 without (95% con� dence interval
difference< 0.005) sinceboth conditionsemployed train-
ing for this situation. Note that at any point in time, the
condition without CEL has trained for more generations
than with CEL because it only has one simulator on
which it trains. Using CEL, whenever the team size
changes the agent loads the case for that situation and
suspends learning for the previous situation. This is why
it takes a while for the CEL system to reach the same
� tness for learning in Case 1 than the non-CEL system.

Figure 3 showed the performance of the agents in
the real world, with agents acting under rulebases that
are continuously updated to the best one found so far
in simulation. Figure 4, on the other hand, shows the
learning curves for the individual agents. Note that
the curves represent the averages of all the runs, and
only generations for which all experiments � nished are
plotted. The non-CEL condition has almost twice as
many generations completed because only one case is
trained, whereas with CEL there are two cases. Note
that in Figure 4c the single agent training in Case 2
with the other agents disabled accomplishes learning for
more generations than in Case 1 because it is a harder
task and hence the enemies reach the ship more often.
Since the simulation is stopped when the enemies reach
the ship, the evaluations take less time and hence more
generations are completed.

Although the two disabled agent werenot acting in the
real world, we allowed them to continue learning in a
simulation where only the one other disabled agent does
not act. This did not effect real world performance since
they could not act when disabled, but allowed us to gain
insight into the dif� culty of the domain with two active
defenders. In all cases, without CEL the three agents
trained on a simulator with all three agents being active.
The learning curves for situations with two defenders

(a) Depiction of a defense
behavior learned with a sin-
gle defender in the CEL
condition. The defender is
able to search for enemies
by rotating and intercepts
the enemy in time.

(b) Depiction of an ex-
ploration behavior learned
when there is no enemy in
sight (it has been moved
within the walls where it is
not visible), for one trial of
the CEL system.

Fig. 5. Defense behaviors in rulebases learned in the CEL condition.

are similar to those with three and performance levels
off at a � tness of about 0.70 and starts at around 0.20.
Note that this represents a great deal of difference in
terms of distances (approximately 2,800 units) since the
� tness function is logarithmic with respect to the actual
distances at which the enemy was warded off.

In the learning condition with two agents remaining
(Case 2 for agent 1 and 2), the learning rate was similar
to that where all agents are active. However, the � tness
of Case 2 of agent 3, where both of the other agents
are disabled, is signi� cantly lower since one agent has
dif� culty warding off the enemy coming from different
locations. This shows that this domain is signi� cantly
easier with two or three active and much more dif� cult
when there is only one agent. However, since the agent
in the CEL system recognized that it was the only one
left and speci� cally began learning for that condition in
its simulation, it was able to adapt and learn to become



a more general defender. In the non-CEL case the agent
never realized this and continued learning to defend with
two other agents besides it, but did not perform as well
in the real world because its simulations did not re� ect
reality accurately.

Having established theperformancegainsof themulti-
agent CEL architecture, we now look at the qualitative
behavior of the robots in the two different cases. Figure
5a depicts successful behavior using rulebases learned in
CEL trials with the single lone agent defending against
an attacker coming from a different area. As can be seen,
the defender in this case is able to � nd the enemy by
spinning around, and heads towards it quickly enough
to intercept. When using the rulebases learned in the
non-CEL condition, the lone agent was usually not able
to defend against the attacker unless the attacker was
near its region. In the case with three agents, successful
intercepts included both a team effort where multiple
defenders went towards the enemy and instances with
one or two defenders defending against the enemy while
the others explored around the environment.

One interesting thing to look at is the exploration
behavior of the single robot (when the others are dis-
abled) while the enemy is not in sight. Figure 5b shows
the behavior of the single agent with CEL when no
enemy is in sight using one of the rulebases learned.
Interestingly, in one trial in the CEL system the agent
learns to go in circles around the ship at about the same
radius that the safety radius de� nes. In other words, the
agent has generalized to searching the entire area for
enemies, as opposed to sticking near its own area when
there are three active agents. Behaviors similar to this
are in four of the CEL trial and although they occur in
the non-CEL trials (albeit less frequently), the non-CEL
rulebases appear to be less varied in their exploration
strategies and many times stay near the quadrant the
agent started in.

This can seen in Figure 6, which shows a discretized
representation of the areas that are heavily explored. The
best rulebase of each of the 19 runs for each condition
were used without any enemy around, and the position
of the defender at each timestep recorded. The � gure
shows a discretized histogram of visited locations, where
lighter areas indicated more heavily visited locations. As
can be seen, in the CEL condition Case 2, where the
rulebase is the result of training using a lone defender,
the exploration is more uniform around the ship and
more compact as well. In the non-CEL system there is
some circular exploration around the ship, but it is not
compact and the majority of the time is spent in the
northern region of the environment. The CEL condition
Case 1 is similar, but less structured. Although non-CEL
condition and Case 1 of the CEL condition trained on

the same simulator, the differences could be accounted
for by the fact that the non-CEL condition trained on this
situation for almost twice as many generations. Overall,
the behavior of the agents in the CEL system may be an
interesting � nding in light of research on specialization
versus generalization. One bene� t of CEL is that it
is able to specialize or generalize the agents' abilities
based on the current team properties. Since all of the
behaviors are maintained in a case library, the agents
can switch from specialists to generalists dynamically
as the situation warrants.

V. CONCLUSIONS

In this paper, we have shown that the Continuous
and Embedded Learning architecture used previously
to adapt to sensor failures in single agents can be
extended to multi-agent coevolutionary domains to adapt
to changes in the team properties. This is done by al-
lowing the agents to communicate the monitor resulting
in a distributed monitor, which now also includes the
rulebases used by the agents. Using this system, the
single agent was able to adapt and learn how to defend
when the other defenders were disabled. We have also
shown that the system enables agents to dynamically
switch between task specialization and generalization
in a domain. When there are other team members, it
was bene� cial to split the domain among the agents
and concentrate on defending in a certain region of
the domain. When there was only one defending agent,
however, the remaining defender learned to explore in
order to effectively intercept all the attacks.

These results are very promising, and there is a
great deal of future work that can be done to further
explore Multi-agent CEL. First, there are several ways
to make the domain more challenging. For example,
several attackers can attack at once and can run away
when they encounter a defender, and they can be made
more aggressive in terms of avoiding the defenders.
Also, it would be preferable if the real world simulation
was continuously running in order to gauge whether
the defenders are able to learn to stay near the ship
when there are no attackers. One change in the � tness
function that can encourage this behavior is to explicitly
reward the defenders for being close to the ship when
the enemies are a certain large distance away from the
ship.

Second, there is also future work in exploring a Dis-
tributed Case-Based Reasoning system in which an agent
can retrieve cases from nearby agents (in addition to
their own case libraries) and seed its population with the
contents of these cases instead of starting from scratch
when a situation has never been encountered before.
This leverages the experiences of other agents through



(a) Without CEL (b) CEL Case 1 (learned
on simulator with three
defenders)

(c) CEL Case 2 (learned
on simulator with one
defender)

Fig. 6. Exploration when there is no enemy, for the two conditions. Lighter areas indicate regions visited by the defender more often. In the
CEL condition Case 2, where the remaining defender trained explicitly for defending alone, the agent tends to explore more away from its
starting location and more compactly around the ship. In the non-CEL condition the agent does have some nice circular exploration, but tends
to stay in the northern part of the domain a great deal and the exploration is less uniform.

communication. Varying communication distances of the
agents might also yield interesting results in that perhaps
defenders that are closer may have more pertinent cases
than agents that are farther away. Finally, theCase-Based
Reasoning system can be tested further by adding other
types of changes at the same time, for example sensor
failures of individual agents.
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