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Overview

•Statistical Machine Translation?

•CLARIFY Framework

•Human-Powered Computing

•Developing Visual Data

•Games for Translation
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Statistical Machine Translation (SMT)

•Produce the best semantic translation

•Advantages

•Cheaper < Human

•Cross-Cultural 
Communication

•Mobility

Tuesday, March 24, 2009



SMT Approach

5 Statistical Model

Factored translation models follow closely the sta-
tistical modeling approach of phrase-based models
(in fact, phrase-based models are a special case of
factored models). The main difference lies in the
preparation of the training data and the type of mod-
els learned from the data.

5.1 Training

The training data (a parallel corpus) has to be anno-
tated with the additional factors. For instance, if we
want to add part-of-speech information on the input
and output side, we need to obtain part-of-speech
tagged training data. Typically this involves running
automatic tools on the corpus, since manually anno-
tated corpora are rare and expensive to produce.

Next, we need to establish a word-alignment
for all the sentences in the parallel training cor-
pus. Here, we use the same methodology as
in phrase-based models (typically symmetrized
GIZA++ alignments). The word alignment methods
may operate on the surface forms of words, or on any
of the other factors. In fact, some preliminary ex-
periments have shown that word alignment based on
lemmas or stems yields improved alignment quality.

Each mapping step forms a component of the
overall model. From a training point of view this
means that we need to learn translation and gener-
ation tables from the word-aligned parallel corpus
and define scoring methods that help us to choose
between ambiguous mappings.

Phrase-based translation models are acquired
from a word-aligned parallel corpus by extracting all
phrase-pairs that are consistent with the word align-
ment. Given the set of extracted phrase pairs with
counts, various scoring functions are estimated,
such as conditional phrase translation probabilities
based on relative frequency estimation or lexical
translation probabilities based on the words in the
phrases.

In our approach, the models for the translation
steps are acquired in the same manner from a word-
aligned parallel corpus. For the specified factors in
the input and output, phrase mappings are extracted.
The set of phrase mappings (now over factored rep-
resentations) is scored based on relative counts and
word-based translation probabilities.

The generation distributions are estimated on the
output side only. The word alignment plays no
role here. In fact, additional monolingual data may
be used. The generation model is learned on a
word-for-word basis. For instance, for a genera-
tion step that maps surface forms to part-of-speech,
a table with entries such as (fish,NN) is constructed.
One or more scoring functions may be defined over
this table, in our experiments we used both condi-
tional probability distributions, e.g., p(fish|NN) and
p(NN|fish), obtained by maximum likelihood esti-
mation.

An important component of statistical machine
translation is the language model, typically an n-
gram model over surface forms of words. In the
framework of factored translation models, such se-
quence models may be defined over any factor, or
any set of factors. For factors such as part-of-speech
tags, building and using higher order n-gram models
(7-gram, 9-gram) is straight-forward.

5.2 Combination of Components
As in phrase-based models, factored translation
models can be seen as the combination of several
components (language model, reordering model,
translation steps, generation steps). These compo-
nents define one or more feature functions that are
combined in a log-linear model:

p(e|f) =
1
Z

exp
n!

i=1

!ihi(e, f) (1)

Z is a normalization constant that is ignored in
practice. To compute the probability of a translation
e given an input sentence f, we have to evaluate each
feature function hi. For instance, the feature func-
tion for a bigram language model component is (m
is the number of words ei in the sentence e):

hLM(e, f) = pLM(e)
= p(e1) p(e2|e1)..p(em|em!1)

(2)

Let us now consider the feature functions intro-
duced by the translation and generation steps of fac-
tored translation models. The translation of the input
sentence f into the output sentence e breaks down to
a set of phrase translations {(f̄j , ēj)}.

For a translation step component, each feature
function hT is defined over the phrase pairs (f̄j , ēj)

871

(Koehn et. al., 2007)

feature functions

e.g. language model score, 

forward translation score

model 

weights

not calculated in practice

target sentence

source sentence
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What is CLARIFY?

•Data Acquisition Framework

•Corpus Annotation Tools

•Interactive Games

•Paraphrase Validation
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CLARIFY
System
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Online Model 
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Word 
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Results

 Updated 
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Human-Powered Computing

•Learning from Humans

•Training Data

•The ESP Game  
(von Ahn & Dabbish,
 2004)

 

to solve. We don’t expect volunteers to label all images on 

the Web for us: we expect all images to be labeled because 

people want to play our game. 

GENERAL DESCRIPTION OF THE SYSTEM 

We call our system “the ESP game” for reasons that will 

become apparent as the description progresses. The game is 

played by two partners and is meant to be played online by 

a large number of pairs at once. Partners are randomly 

assigned from among all the people playing the game. 

Players are not told whom their partners are, nor are they 

allowed to communicate with their partners. The only thing 

partners have in common is an image they can both see.  

From the player’s perspective, the goal of the ESP game is 

to guess what their partner is typing for each image. Once 

both players have typed the same string, they move on to 

the next image (both player’s don’t have to type the string 

at the same time, but each must type the same string at 

some point while the image is on the screen). We call the 

process of typing the same string “agreeing on an image” 

(see Figure 1). 

                  

 

 

 

 

Figure 1. Partners agreeing on an image. Neither of them can 

see the other’s guesses. 

Partners strive to agree on as many images as they can in 

2.5 minutes. Every time two partners agree on an image, 

they get a certain number of points. If they agree on 15 

images they get a large number of bonus points. The 

thermometer at the bottom of the screen (see Figure 2) 

indicates the number of images that the partners have 

agreed on. By providing players with points for each image 

and bonus points for completing a set of images, we 

reinforce their incremental success in the game and thus 

encourage them to continue playing. Players can also 

choose to pass or opt out on difficult images. If a player 

clicks the pass button, a message is generated on their 

partner’s screen; a pair cannot pass on an image until both 

have hit the pass button.  

Since the players can’t communicate and don’t know 

anything about each other, the easiest way for both players 

to type the same string is by typing something related to the 

common image. Notice, however, that the game doesn’t ask 

the players to describe the image: all they are told is that 

they have to “think like each other” and type the same 

string (thus the name “ESP”). It turns out that the string on 

which the two players agree is typically a good label for 

the image, as we will discuss in our evaluation section. 

 

Figure 2. The ESP Game . Players try to “agree” on as many 

images as they can in 2.5 minutes. The thermometer at the 

bottom measures how many images partners have agreed on. 

Taboo Words 

A key element of the game is the use of taboo words 

associated with each image, or words that the players are 

not allowed to enter as a guess (see Figure 2). These words 

will usually be related to the image and make the game 

harder because they can be words that players commonly 

use as guesses. Imagine if the taboo words for the image in 

Figure 1 were “purse”, “bag”, “brown” and “handbag”; 

how would you then agree on that image?  

Taboo words are obtained from the game itself. The first 

time an image is used in the game, it will have no taboo 

words. If the image is ever used again, it will have one 

taboo word: the word that resulted from the previous 

agreement. The next time the image is used, it will have 

two taboo words, and so on. (The current implementation 

of the game displays up to six different taboo words.)  

Players are not allowed to type an image’s taboo words, nor 

can they type singulars, plurals or phrases containing the 

taboo words. The rationale behind taboo words is that often 

the initial labels agreed upon for an image are the most 

general ones (like “man” or “picture”), and by ruling those 

out the players will enter guesses that are more specific. 

Additionally, taboo words guarantee that each image will 

get many different labels associated with it.   

Labels and Good Label Threshold 

The words that we use as labels for images are the ones that 

players agree on. Although there is additional information 

that could be utilized (i.e., all other guesses that the players 

enter), for the purposes of this paper such information will 

be ignored. We use only words that players agree on to 

ensure the quality of the labels: agreement by a pair of 

independent players implies that the label is probably 

meaningful. In fact, since these labels come from different 

people, they have the potential of being more robust and 

Player 1 guesses: purse 
Player 1 guesses: bag 

Player 1 guesses: brown 
 

Success! Agreement on “purse” 

Player 2 guesses: handbag 
 

 
Player 2 guesses: purse 

Success! Agreement on “purse”
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Visual Data Editors

Improved Statistical Translation Through Editing 
(Callison-Burch et. al., 2004)
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CLARIFY Knowledge Editors

•Visually Editing Machine Translation Model 
Information

•Word Alignments

•Phrase Alignments

•Paraphrasing

Tuesday, March 24, 2009



Word Alignment Editor

The cat liked eating yellow bugs .

猫　は　黄色い　虫　が　食べる事　が　好き　だった 。
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Phrase Alignment Editor

The cat liked eating yellow bugs .

猫　は　黄色い　虫　が　食べる事　が　好き　だった 。
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Paraphrasing Editor

The cat liked eating yellow bugs .

猫　は　黄色い　虫　が　食べる事　が　好き　だった 。

The cat liked to chow on yellow insects .

User Segmented
Input

System Given 
Information
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CLARIFY Translation Games

•Employ Three Previous Editors

•Constraints on Games

•Developing Intuitive Game Designs
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Paraphrase

Bootstrap

Process

Online Model 
Updating

Automatic 
Similarity 

Comparison

Paraphrase
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Satisfies 
Threshold

Contains New Knowledge

Contains Previously 
Confirmed Knowledge

Fails 
Threshold

Discard 
Paraphrase 

Result

Comparison to 
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Save for Later 
Comparisons

Found No 
Similar Response

Found 
Similar Response
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WordNet-based Similarity

•Deciding on new Paraphrase Acquisition
concept

tangible thing intangible thing

emotion

love

philosophyfood

flour-based pastas

soba

durum flour
buckwheat 

flour

spaghetti

1

2

1

2 2

3
3

4 4

5
5
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Accounting for User’s Experience

•Users have Different Levels of Knowledge

•Want Smoother Modeling

•Identify User Language Ability

•Knowledge Source Score Component
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CLARIFY Review

•Direct Editors

•Interactive Games

•Language Ability Discrepancies

•Paraphrase Knowledge Validation
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