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Abstract

This paper describesa madine learning appmoach for vi-
sualobjectdetectionwhich is capable of processingmages
extremelyrapidly and achieving high detectia rates. This
work is distingushedby threekey contributions. The r st
is theintroductian of a new image representatiorcalledthe
“Integral Image” which allowsthefeatuesusedby our de-
tectorto becomputedveryquickly. Theseconds alearning
algarithm, basedon AdaBoost,which selectsa smallnum-
ber of critical visual featuiesfrom a larger setandyields
extremelyefcient classi ers[6]. Thethird contribution is
a methodfor comhining increasinglymore comple classi-
ersina“cascace” which allowsbadkgrourd regions of the
image to be quickkly discadedwhile spendingnore compu-
tation on promisingobject-like regions. Thecascadeanbe
viewedas an objectspeci ¢ focus-d-attention medianism
which unlike previous approachesprovidesstatisticalguar
anteesthatdiscadedregionsare unlikelyto containthe ob-
ject of interest. In the domainof facedetectionthe system
yieldsdetectionratescompagble to the bestprevious sys-
tems. Usedin real-timeapgdications, the detecto runs at
15 framesper secondwithoutresortingto image differenc-
ing or skincolor detection.

1. Intr oduction

This paperbrings togetler new algoithms andinsightsto
corstructaframework for robustandextremely rapidobject
detectio. This framework is demorstratedon, andin part
motivatedby, the task of facedetection Toward this end
we have constrecteda frontal facedetectionsystemwhich
achieresdetectionandfalsepositive rateswhich areequiv-
alentto the bestpublishedresults[16, 12, 15, 11, 1]. This
face detectim systemis most clearly distinguishedfrom
previous appro@hesin its ability to detectfacesextremely
rapidy. Operatingon384by 288pixe imagesfacesarede-

MichaelJones
mjones@cr l.dec.com
CompadgCRL
OneCambridgeCenter
CambridgeMA 02142

tectedat 15 framesper seconcdbon a conventioral 700 MHz

Intel Pentiumlll. In otherfacedetectionsystemsauxiliary
information,suchasimagedifferencesn videosequencs

or pixel color in color images,have beenusedto achieve
high frame rates. Our systemachieses high frame rates
working only with the information presenhin a singlegrey

scaleimage. Thesealternatve sourcesof informationcan
also be integratedwith our systemto achieve even higher
framerates.

Therearethreemain contrikutions of our objectdetec-
tion framewvork. We will introdwce eachof theseideas
brie y belov andthendescrite themin detailin subseqgant
sections.

The rst contritution of this papelis anew imagerepre-
sentationcalledanintegral image that allows for very fast
featue evaluation. Motivatedin partby the work of Papa-
geogiou et al. our detectionsystemdoesnot work directly
with imageintensities[10]. Like theseauthas we usea
setof featueswhich arereminiscentof HaarBasisfunc-
tions(thoughwewill alsouserelated Iters whicharemore
comgex thanHaar lters). In order to compue thesefea-
turesvelry rapidly at mary scaleswe introducetheintegrd
imagerepesentatiorfor images.Theintegral imagecanbe
computedfrom animageusinga few opeationsper pixel.
Oncecompued, ary oneof theseHarr-like featuescanbe
computedatary scaleor locationin constantime.

The secondcontritution of this paper is a methodfor
constrieting a classi er by selectinga smallnumbe of im-
portantfeatuesusingAdaBoos{6]. Within any imagesub-
window thetotal numter of Harrlike featuesis verylarge,
far larger thanthe numbe of pixels. In order to ensurefast
classi cation,thelearnirg procesamustexcludealargema-
jority of the availablefeatues,andfocus on a small setof
critical features.Motivatedby the work of Tieu andViola,
featue selectionis achieved througha simplemod cation
of the AdaBoostprocedure theweaklearneris constraired
sothateachweakclassi er returred candeendon only a



singlefeature[2]. As a resulteachstageof the boosting
processwhich selectsa new weakclassi er, canbeviewed
asafeatureselectionprocess. AdaBoostprovidesan effec-
tive learnirg algorithmandstrongbourdson genealization
performarce[13, 9, 10].

The third major contrikution of this paperis a method
for combining successiely more comgex classi ersin a
cascadstructurewhichdramaticallyincreaseshe speedof
the detectorby focusingattentionon prormising regions of
theimage.Thenotion behindfocusof attentionappioaches
is thatit is oftenpossibleto rapidly deternine wherein an
imageanobject might occur[17, 8, 1]. More comgex pro-
cessingis resened only for thesepromising regions. The
key measue of suchanapprachis the“f alsenegdive” rate
of the attentioral process.It mustbe the casethat all, or
almostall, objectinstancesare selectedby the attentioral

Iter .

Wewill describeaprocesdor traininganextremelysim-
ple andefcient classi er which canbe usedasa “super
vised” focus of attentionoperate. The term supervised
refers to the fact that the attention& operato is trainedto
detectexanplesof a particularclass.In thedoman of face
detectim it is possibleto achieve fewer than1% falseneg-
ativesand40%falsepositives usingaclassi er corstructed
from two Harr-like featues. The effect of this lter is to
redwce by over onehalf the number of locatiors wherethe

nal detectomustbeevaluated

Thosesub-wirdows which arenot rejectedby theinitial
classi er are processedy a sequene of classi ers, each
slightly morecompgex thanthelast. If ary classi er rejects
the sub-winaw, no further processingis perfomed. The
structue of the cascadedietectionprocessis essentially
thatof a degeneratedecisiontree,andassuchis relatedto
thework of Gemanandcolleagus|[1, 4].

An extremely fast face detectorwill have broal prac-
tical applicatios. Theseinclude user interfaces,image
datalases, and telecorferencirg. In applicatiors where
rapid frame-ratesare not necessaryour systemwill allow
for signi cant additioral post-praessingand analysis. In
addtion our systemcanbeimplemenedon awide rangeof
smalllow power devices,including handheldsandembed-
dedproassors.In our lab we have implemened this face
detecto on the Compay iPaq handfeld and have achieved
detectio at two framesper second(this device hasa low
power 200mips Stong Arm processomwhich lacks oating
poirt hardvare).

The remairder of the paperdescribesour contiibutions
anda numbe of experimentalresults,including a detailed
descripion of our experimentalmethodlogy. Discussion
of closelyrelatedwork takes placeat the endof eachsec-
tion.

2. Features

Our objectdetectionprocedureclassi esimagesbasedon
the value of simplefeatues. Thereare mary motivations
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Figurel: Exampe rectandg feature shown relative to the

enclosig detectionwindow. The sumof the pixels which

lie within the white rectandes aresubtractedrom the sum
of pixés in the grey rectamles. Two-rectamgle featuesare
shavn in (A) and (B). Figure (C) shaws a threefectangle
featue,and(D) afour-rectangldeature.

for usingfeatuesratherthanthe pixels directly. The most
comnon reasonis that featues canact to encoe ad-hoc
domain knowledgethatis dif cult to learnusinga nite
quariity of training data. For this systemthereis also a
secondcritical motivation for features: the featurebased
systemoperate mud fasterthana pixel-basedsystem.

The simple featuresusedareremiriscentof Haarbasis
functionswhichhave beenusedby Papageagiouetal. [10].
More speci cally, we usethreekinds of features Thevalue
of atwo-rectanglefeatueis thedifferencebetweerthesum
of the pixes within two rectangiar regions. The regions
have the samesize and shapeand are horizontally or ver
tically adjacen (seeFigure1). A three-ectargle featue
computesthe sumwithin two outsiderectanglesubtracted
fromthesumin a centemrectangleFinally afour-rectargle
featue computesthe differencebetweendiagmal pairs of
rectandes.

Giventhatthe baseresolutionof the detecto is 24x24,
the exhatstive setof rectande featureds quite large, over
180000. Notethatunlike the Haarbasis the setof rectan-
glefeatureis overcompete?.

2.1 Integral Image

Rectangldeaturescanbe computedvery rapidy usingan
intermaliaterepresentatiorfor theimagewhich we call the
integralimage? Theintegralimageatlocation  contairs
thesumof thepixelsabose andto theleft of | inclusive:

1A complde basishasno linear depemlencebetweenbasiselements
andhasthe samenumberof elementsastheimagespacein this case576.
Thefull setof 180,000thousand featuresis mary timesover-complete.

2Thereis a closerelation to 2ssummedareatablesCasusedin graghics
[3]. We choosea differentnameherein orderto emphasieits usefor the
analysisof images, ratherthanfor texture mapping



Figure 2: The sumof the pixels within rectamgle  canbe
computedwith four arrayreferemes. Thevalueof theinte-
gralimageatlocationlis thesumof the pixelsin rectande

. Thevalueatlocation2 is , atlocation3is ,
andatlocation4 is . Thesumwithin  can
becomptedas

whele is theintegral imageand is theorigi-
nalimage.Usingthefollowing pair of recurences:

)
)

(where is the cumdative row sum, ,
and ) theintegralimagecanbe computedin
onepassover theoriginal image.

Using the integral image ary rectangilar sum can be
computedin four arrayreferences(seeFigure2). Clearly
the differencebetweentwo rectanglar sumscanbe com-
puted in eightrefereres. Sincethe two-rectamgle features
de ned above involve adjaceh rectanglar sumsthey can
be compued in six array refererces, eightin the caseof
thethree-retanglefeaturesandninefor four-rectangldea-
tures.

2.2 Feature Discussion

Rectangldeaturesaresomevhat primitive whencompared
with alternatvessuchassteerabldters [5, 7]. Steerabld-
ters,andtheirrelatives,areexcellentfor thedetailedanaly-
sisof bourdariesjmagecompessionandtexture analysis.
In contrast rectanglefeatues, while sensitve to the pres-
enceof edgesbars,andothersimpleimagestructue, are
quite coarse. Unlike steerablelters the only orientatins
availablearevertical, horizantal, anddiagoral. The setof
rectamgle featuresdo however provide a rich imagerepre-
sentationwhich suppats effective learnirg. In conjurction
with theintegralimage, theef ciency of therectamgle fea-
turesetprovidesamplecompesationfor theirlimited e x-
ibility .

3. Learning Classi cation Functions

Given a featue setanda training setof positive andneg-
ative images,ary numker of machne learningappioaches

couldbeusedto learna classi cationfunction. In our sys-
temavariantof AdaBoostis usedbothto selecta smallset
of featuresandtrain the classi er [6]. In its original form,
the AdaBoast learningalgorithm is usedto boostthe clas-
si cation perfamanceof a simple(sometimegalledweak)
learnirg algolithm. Therearea number of formal guaan-
teesprovided by the AdaBoast learnirg procedure Freund
and Schapie proved that the training erra of the strong
classi er appracheszero exponentiallyin the nunmber of
rounds. More importantly a nurber of resultswere later
proved abou gereralizationperfamance[14]. The key
insightis that generaliztion perfamanceis relatedto the
maugin of the exanples,andthat AdaBoast achieveslarge
mamgins rapidy.

Recallthatthereareover 180000rectande featuesas-
sociatedwith eachimagesub-winaw, a nunberfar larger
thanthe nunber of pixels. Eventhoudh eachfeaturecan
becomptedvery ef ciently, computing the complée setis
prohibitively expensive. Our hypothesiswhichis bomeout
by expeiiment,is thatavery smallnumter of thesefeatues
canbe combinedto form an effective classi er. The main
challengisto nd thesefeatures.

In suppot of this goal, the weaklearningalgorithmis
designéd to selectthe single rectandge featurewhich best
separatethe positive andnegative exampes (thisis similar
to theapprachof [2] in the domainof imagedatabasee-
trieval). For eachfeature,the weaklearnerdetermiesthe
optimd thresholdclassi cationfundion, suchthatthe min-
imum nunber of exampes aremisclassi ed. A weakclas-
sier thusconsistof afeatue , athreshold and

aparity indicatingthedirectionof theinequalitysign:
if
othewise

Here is a24x24 pixel sub-wndow of animage. SeeTa-

ble 1 for asummaryof theboostingprocess.

In practiceno singlefeaturecanperfam the classi ca-
tiontaskwith low erra. Featuresvhichareselectedn early
roundsof the boostingprocesshaderror ratesbetweerD.1
and0.3. Featuresselectedn later rounds, asthe task be-
comesmore dif cult, yield errorratesbetweerD.4and0.5.

3.1 Learning Discussion

Many geneal featue selectionprocedurs have beenpro-
posed(seechapter8 of [18] for areview). Our nal appli-
cationdemaned a very aggressie apprachwhich would
discardthe vastmajority of features.For a similar recogni-
tion prodem Papageomiou etal. propcsedaschemdor fea-
ture selectiorbasecdon featurevarian@ [10]. They deman-
stratedgoad resultsselecting37 features out of atotal 1734
featues.

Roth et al. propose a featue selectionprocessbased
on the Winnow exporential pereptronlearningrule [11].
TheWinnow learningprocessonvergesto asolutionwhere
mary of theseweightsarezero. Neverthdessa very large



Given example images where
for negative and positive examplesrespec-
tively.

Initialize weights — — for respec-
tively, where and arethe numberof negatvesand
positivesrespectiely.

For

1. Normalizetheweights,

sothat isaprobalbility distribution.

2. For eachfeature, , train a classi®er which
is restrictedto using a single feature. The
error is evaluatedwith respectto

3. Chooseheclassi®er , with thelowesterror

4. Updatetheweights:

where
rectly,

if example is classi®edcor
otherwiseand —_—

The®nal strongclassi®eris:

otherwise

where —

Table 1: The AdaBocst algoiithm for classier learn-
ing. Eachroundof boostingselectsone featurefrom the
180000potentialfeatures.

nunber of feature areretained(pehapsa few hurdredor
thowsand).

3.2 Learning Results

While detailson the training and performarce of the nal
systemare presentd in Section5, several simple results
merit discussion. Initial experimentsdemastratedthat a
frontal faceclassi er constrictedfrom 200 featuesyields
a detectionrate of 95% with a false positive rateof 1 in
14@84. Theseresultsarecompellirg, but not sufcient for
mary real-world tasks. In termsof computation, this clas-
si er is probaly fasterthanary other publishedsystem,
requring 0.7 seconddo scanan 384 by 288 pixel image
Unfortunately the most straightfaward techniqe for im-
proving detectionperfamance addingfeaturedo the clas-
si er, directlyincreasegompuationtime.

For the task of facedetection the initial rectanglefea-
turesselectedy AdaBoostaremeanimgful andeasilyinter-
pretal. The rst featureselectedeemsdo focus ontheprop-
ertythattheregion of theeyesis oftendarkerthantheregion

Figure 3: The rst and secondfeatues selectedby Ad-
aBoost.Thetwo features areshovn in thetop row andthen
overlayedon atypical trainingfacein the bottan row. The
rst featue measurethedifferencen intensitybetweerthe
region of theeyesandaregionacrosgheuppercheeksThe
featue capitalizeson the obsenation thatthe eye region is
oftendarler thanthe cheels. The secondeaturecompaes
the intensitiesin the eye regions to the intensityacrosshe
bridge of thenose.

of the noseandcheekg(seeFigure 3). This featureis rel-
atively largein comparisonwith the detectiom sub-wirdow,
andshouldbe somavhatinsensitve to sizeandlocationof
theface.Thesecondeatue selectedeliesonthe property
thatthe eyesaredarkerthanthebridgeof thenose.

4. The Attentional Cascade

This sectiondescribesan algoithm for constrieting a cas-
cadeof classi erswhich achieves increasedletectionper
formancewhile radically reducirg computationtime. The
key insight is that smaller and therefae more ef cient,

bocstedclassi erscanbe corstructedwhich rejectmary of
the negative sub-winabws while detectingalmostall posi-
tive instancegi.e. thethresholdof a bocstedclassi er can
be adjustedso thatthe falsenegative rateis closeto zero).
Simpler classi ers are usedto rejectthe majoiity of sub-
windows befae more comple classi ers are called upon
to achieve low falsepositive rates.

Theoverall form of the detectionprocessis thatof a de-
geneate decisiontree,whatwe call a “cascade’(seeFig-
ured). A positive resultfrom the rst classi er triggersthe
evaluation of a secondclassi er which hasalso beenad-
justedto achieve very highdetectiorrates.A positiveresult
from the secondclassi er triggersa third classi er, andso
on. A neggaive outcomeatary pointleadsto theimmediate
rejectionof the sub-winabw.

Stagesin the cascadeare constructedoy training clas-
si ers using AdaBoostandthenadjustingthe threshdd to
minimize falsenegatives. Note that the default AdaBoost
threshdd is designedo yield a low erra rateon thetrain-
ing data. In geneal a lower threshdd yields higherdetec-
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Figure 4: Schematiadepictionof a the detectioncascade.

A seriesof classi ersareappliedto every sub-winadw. The
initial classi er eliminatesalarge numbe of negaive exam-
pleswith verylittle processingSubsequerayerseliminate
addtional negativesbut requireadditionalcomputation. Af-
terseverd stageof processinghe numbe of sub-windows
have beenredwedradically, Furtherprocessingcan take
ary form suchasadditioral stage®f the cascaddasin our
detectim system)or analternatve detectia system.

tion ratesandhigher falsepositive rates.

For exampe anexcdlent rst stageclassi ercanbecon-
structedrom atwo-featue strongclassi er by redwcingthe
thresiold to minimize falsenegatives. Measuredaganst a
validationtraining set,the threshdd canbe adjustedo de-
tect100% of thefaceswith afalsepositive rateof 40%. See
Figure 3 for a descrigion of the two featuresusedin this
classier.

Computatio of the two feature classi er amounts to
abaist 60 microprocessorinstructiors. It seemshard to
imagire thatarny simpler Iter could achiese higherrejec-
tion rates. By compaison, scanninga simpleimagetem-
plate,or asinglelayerpercetron,would require atleast20
timesasmary operdionspersub-winaw.

The structure of the cascadere ects the fact that
within ary singleimagean ovewhelmingmajority of sub-
windows arenegdive. As such,the cascadattemptdo re-
jectasmary negaivesaspossibleat the earlieststagepos-
sible. While a positive instancewill triggerthe evaluation
of everyclassi er in thecascadethisis anexcealingly rare
event.

Much like a decisiontree, subseqant classi ers are
trained using those exampes which passthrowgh all the
previous stages. As a result, the secondclassi er facesa
more dif cult taskthanthe rst. Theexamgeswhichmake
it throwgh the rst stageare “harder” than typical exam-
ples. The more dif cult exanplesfacedby deegr classi-
ers pushtheentirerecever opeatingcharateristic(ROC)
curve dovnward At a givendetectionrate, deeperclassi-
ers have correspondigly higherfalsepositive rates.

4.1 Training a Cascadeof Classiers

The cascadéraining processnvolves two typesof trade-
offs. In most casesclassi ers with more featureswill
achieve higherdetectiorratesandlowerfalsepositive rates.
At thesamdimeclassi erswith morefeaturegequre more
timeto compue. In prindple onecouldde ne anoptimiza-
tion framework in which: i) thenumber of classi er stages,
i) the nunberof features in eachstageandiii) thethresh-
old of eachstage,aretradedoff in orderto minimize the
expectednunberof evaluatedfeatues. Unfortunately nd-
ing this optimumis a trememlouslydif cult prodem.

In practicea very simple framework is usedto produce
an effective classi er which is highly ef cient. Eachstage
in the cascadeeduceghe falsepositive rateanddecreases
the detectionrate. A tamgetis selectedfor the minimum
rediction in falsepositives andthe maximum decreaein
detection Eachstageis trainedby addirg featuesuntil the
targetdetectiorandfalsepositivesratesaremet( theserates
aredeternined by testingthe detectoron a validationset).
Stagesare addeduntil the overall target for false positive
anddetectiorrateis met.

4.2 Detector CascadeDiscussion

Thecompletdacedetectiorcascadéas38stagesvith over
6000 featues. Nevertrelessthe cascadestructureresultsin

fastaveragedetectiontimes. On a dif cult dataset,con-
taining 507 facesand 75 million subwindows, facesare
detectedisinganaverageof 10featureevaluatiospersub-
window. In compaison,this systemis abou 15timesfaster
thananimplementatio of thedetectiorsystemconstrcted
by Rowley etal 2 [12]

A notion similar to the cascadeappeas in the facede-
tectionsystemdescribe by Rowley etal. in whichtwo de-
tectionnetworksareused[12]. Rowley etal. useda faster
yetlessaccuratenetwork to prescrer theimagein orderto

nd candid#e regionsfor a slower moreaccuate network.
Thoughiit is dif cult to deternine exactly, it appearghat
Rowley etal!stwo network facesystemis thefastesexist-
ing facedetectort

The structue of the cascadedletectionproessis es-
sentiallythat of a degeneratedecisiontree,andas suchis
relatedto the work of Amit andGeman[1]. Unlike tech-
nigueswhichusea x eddetecto, Amit andGemarpraopose
an alternatve point of view whereunusal co-ocurrerces
of simpleimagefeatuesareusedto triggerthe evaluation
of a morecompex detectionprocess.In this way the full
detectionprocessneednot be evaluatedat mary of the po-
tentialimagelocatiors andscales.While this basicinsight

SHenry Rowley very graciausly suppliedus with implementatbns of
his detection systemfor direc comparson. Repored resuts are against
his fastessystem.It is dif®cult to detemine from the publishedlit erature
but the Rowley-Baluja-Kanale detector is widely consideed the fasest
detedion systemandhasbeenheavily tesed on realworld problems.

40ther published detectors have either neglected to discussperfor-
mancein detdl, or have never published detection andfalsepositive rates
onalargeanddif®cult training set.



is very valuable in their implemenationit is necessaryo
rst evaluatesomefeatue detectorat everylocation. These
featuesarethengroyedto nd unwsualco-occurencss. In
pradice, sincetheform of our detectorandthefeatureghat
it usesareextrenely ef cient, the amortizel costof evalu-
atingourdetectomat everyscaleandlocationis muchfaster
than nding andgrowing edgegshrowghouttheimage
In recentwork FleuretandGemanhave presentec face

detectim techniqgiewhichreliesona“chain’ of testsin or-
derto signify thepresencef afaceataparticdar scaleand
locatian [4]. Theimagepropertiesmeasurd by Fleuretand
Gemandisjunctimsof ne scaleedgesarequitedifferert
thanrectande features which aresimple,exist at all scales,
andaresomavhatinterpretabe. Thetwo appra@achesalso
differradicallyin theirlearnirg philosophy Themotivation
for FleuretandGemans learningprocesss densityestima-
tion anddensitydiscriminatian, while ourdetectoiis purely
discrimirative. Finally thefalsepositive rateof Fleuretand
Gemars appoachappearsto be highe thanthat of previ-
ousappoachedike Rowley et al. andthis apprach. Un-
fortunatelythe paperdoesnot repot quariitative resultsof
thiskind. Theincludedexamge imageseachhave between
2 andl10falsepositives.

5 Results

A 38layercascadedlassi er wastrainedto detectfrontal
upright faces. To train the detecto, a setof faceandnon-
facetrainingimageswereused. The facetraining setcon-
sistedof 4916 handlabeledfacesscaledandalignedto a
baseresolutionof 24 by 24 pixds. The faceswere ex-
tractedfrom images downloadedduring a randbm crawl of
theworld wideweh Sometypicalfaceexamgesareshavn
in Figure5. The nonface subwinaws usedto train the
detecto comefrom 9544 imageswhich weremanually in-
spectedandfound to notcontainary faces.Thereareabou
350million subwindavs within thesenonfaceimages.

The numter of featuesin the rst  ve layersof the de-
tectoris 1, 10, 25, 25 and 50 featuresrespectiely. The
remaning layershaveincreasinty more features. Thetotal
nunberof featuesin all layersis 606l.

Eachclassi er in the cascadevastrainedwith the 4916
training faces(plus their vertical mirror imagesfor a total
of 9832training faces)and 10000 non-face sub-wndows
(alsoof size 24 by 24 pixels) usingthe Adabmst training
procedure For the initial one featue classi er, the non-
facetrainingexampgeswerecollectedby selectingrancbm
subwindows from a setof 9544imageswhich did notcon-
tain faces.The nonfaceexamplesusedto train subsequen
layers wereobtairedby scanninghe partialcascadeacross
the nonfaceimagesandcollectingfalsepositives. A max-
imum of 10000 suchnonfacesub-windws werecollected
for eachlayer

Speedof the Final Detecta

Figure5: Exampe of frontal upright faceimagesusedfor
training

The speedof the cascadedietecto is directly relatedto
the nunber of featuresevaluatedper scannedsub-wirdow.
Evaluatedonthe MIT+CMU testset[12], anaverageof 10
featuesoutof atotalof 6061 areevaluatedpersub-wirdow.
This is possiblebecause large majoiity of sub-wirdows
arerejectedby the rst or secondayerin the cascadeOn
a700Mhz Pentiumlll processorthefacedetecto canpro-
cessa 384 by 288 pixd imagein abou .067 second (us-
ing a startingscaleof 1.25anda stepsizeof 1.5 described
belon). This is roughy 15 timesfasterthanthe Rowley-
Baluja-Karadedetecto12] andabout600timesfasterthan
theSchneiérman-Kaadedetectof15].

Image Processing

All exanple sub-winadws usedfor training were vari-
ancenormdized to minimize the effect of differert light-
ing conditions. Normalizatian is therebrenecessargduling
detectionaswell. The varian@ of animage sub-winaw
canbe conputedquicky usinga pair of integral images.
Recallthat — , Where is the standard
deviation, is the mean,and is the pixel valuewithin
the sub-wirdow. The meanof a sub-windw canbe com-
putedusingthe integral image. The sumof squaed pixels
is computedusingan integral imageof the imagesquared
(i.e. two integral imagesareusedin the scanningorocess).
During scanniig the effect of imagenormalizationcanbe
achieved by post-multiplying the featurevalues ratherthan
premultiplying thepixels.

Scanningthe Detecbr

The nal detecto is scannedicrosshe imageat multi-
ple scalesandlocations.Scalingis achiered by scalingthe
detectoritself, ratherthanscalingthe image. This process
males sensebecase the featues can be evaluatedat ary



Falsedetections

Detector

10 31 50 65 78 95 167
Viola-Jones 76.1% | 88.4% | 91.4% | 92.0% | 92.1% 92.9% | 93.9%
Viola-Jonegvoting) 81.1% | 89.7% | 92.1% | 93.1% | 93.1% 93.2% | 93.7%
Rowley-Baluja-Karade 83.2% | 86.0% | - - - 89.2% | 90.1%
Schnéderman-Kaade - - 94.4% | - - -
Roth-Yang-Ahup - - (94.8%) | - -

Table2: Detectionratesfor variouls numbes of falsepositveson the MIT+CMU testsetcontainirg 130imagesand507

faces.

scalewith the samecost. Goodresultswereobtaired using
asetof scalesafactorof 1.25apart.

Thedetectoiis alsoscannedcrosdocation.Subsequen
locationsareobtainel by shiftingthewindon somenuntber
of pixels . Thisshiftingprocessis affected by the scaleof
the detecto: if the currentscaleis thewindow is shifted
by , Where is theroundingoperatia.

Thechoiceof affectsboththespeedf thedetecto as
well asaccurag. Theresultswe presentarefor
We canachieve a signi cant speedp by setting
with only aslightdecreasén accuray.

Integration of Multiple Detecions

Sincethe nal detectoiis insensitve to smallchamgesin
translatiorandscale multiple detectios will usuallyoccur
arownd eachfacein ascannedmage.Thesamds oftentrue
of sometypesof falsepositives. In practiceit oftenmakes
sensdo returnone nal detectim perface.Towardthisend
it is usefulto postpocesshedetectedub-wirdowsin order
to comhbine overlappirg detectionsnto a singledetection.

In theseexperimentsdetectiols arecomhnedin a very
simple fashion. The setof detectios are rst partitioned
into disjoint subsetsTwo detectionsarein the samesubset
if their bounding regions overlap. Eachpartition yields a
single nal detection. The cornersof the nal bounding
region aretheaverag of thecornersof all detectios in the
set.

Experimentson a Real-World TestSet

We testedour systemontheMIT+CMU frontal facetest
set[12]. This setconsistsof 130images with 507 labeled
frontalfaces A ROC curve shaving theperformanceof our
detecto on this testsetis shavn in Figure6. To createthe
ROC cune the threstold of the nal layerclassi er is ad-
justedfrom to . Adjusting the threshdd to
will yield a detectionrate of 0.0 and a false positive rate
of 0.0. Adjustingthethreshdd to , however, increases
boththe detectionrateandfalsepositive rate,but only to a
certainpoint. Neitherratecanbehigherthantherateof the
detectio cascadeninusthe nal layer In effect, athresh-
old of is equivalentto removing that layer Further
increasingthedetectionandfalsepositive ratesrequires de-
creasinghethrestold of the next classi er in the cascade.

Thus,in orderto corstructacompleteROC curwe, classi er
layersareremoved. We usethenumbe of falsepositivesas
opposedto the rate of falsepositivesfor the x-axs of the
ROC cunwe to facilitatecomparisonwith othersystems.To
compute the falsepositive rate, simply divide by the total
nurber of sub-windws scanned In our experiments,the
nurberof sub-winadws scanneds 75,81,80.

Unfortunately most previous publishedresultson face
detectiorhave only includeda singleoperding regime (i.e.
singlepoint on the ROC curwe). To make compaisonwith
our detectoreasiemwe have listed our detectiorratefor the
falsepositive ratesrepoted by the othersystems.Table 2
lists the detectionrate for variousnunbersof falsedetec-
tionsfor our systemaswell asotherpuldishedsystemsFor
the Rowley-Baluja-Kanae results[12], a nunberof differ-
entversinsof their detectomweretestedyielding a nunber
of differentresultsthey areall listedin underthesamehead-
ing. For the Roth-Yarg-Ahua detector{11], they repated
theirresultonthe MIT+CMU testsetminus5 imagescon-
tainingline drawn facesremoved.

Figure7 shows the outpu of our facedetectoron some
testimagesrom the MIT+CMU testset.

A simple voting schemeto further impr overesults

In table 2 we also shaw resultsfrom runring threede-
tectors(the38layeronedescribedibore plustwo similarly
traineddetectors)and outputing the majoiity vote of the
threedetectos. Thisimprovesthe detectionrateaswell as
eliminating morefalsepositives. The improvemen would
begreateiif thedetectorsveremoreindependent.Thecor-
relationof theirerrors resultsn amodestimprovement over
thebestsingledetecto.

6 Conclusions

We have presentd anapprachfor objectdetectionwhich
minimizes computationtime while achieving highdetection
accungy. The appoachwas usedto constriet a facede-
tection systemwhich is appoximately 15 fasterthanary
previousapprach.

This paperbrings togethemew algoiithms, repesenta-
tions, and insightswhich are quite genericand may well



Figure 7: Outputof ourfacedetectoron a nunberof testimagesrom the MIT+CMU testset.

Figure 6: ROC curwe for our face detector on the
MIT+CMU testset. The detectowasrun usinga stepsize
of 1.0 and startingscaleof 1.0 (75081800 sub-windows
scannd).

have broacerapplicationin conputervision andimagepro-
cessing.

Finally this paperpresets a setof detailedexperiments
onadif cult facedetectiondataseivhich hasbeenwidely
studied Thisdataseincludesfacesunceraverywiderang
of conditiorsincluding: illumination, scale pose andcam-
eravariation. Expeimentson sucha large and comgex
datasetredif cult andtime consumiig. Neverthelesssys-
temswhich work under thesecondtions areunlikely to be
brittle or limited to a singlesetof condtions. More impor-
tantly condusionsdravn from this datasetare unlikely to
be experimentalartifacts.
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