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Abstract. In this pap er w e presen t a solution to the `Latest Gossip

Problem' for a shared memory distributed system. The Latest Gossip

Problem is essen tially one of b ounded timestamping in whic h pro cesses

m ust lo cally k eep trac k of the `latest' information, direct or indirect,

ab out all other pro cesses. A solution to the Latest Gossip Problem is

fundamen tal to the understanding of information 
o w in a distributed

computation, and has applications to problems suc h as global state de-

tection and m utual exclusion. Our solution is along the lines of that for

message passing systems in [6], and for sync hronously comm unicating

systems [8].

Our algorithm uses a mo di�ed v ersion of the c onsume and up date proto-

cols of Dw ork and W aarts [3], where these w ere in tro duced to construct

a `Bounded Concurren t Timestamping System (BCTS)'. As applications

of our Gossip Proto col, w e also indicate another construction of a BCTS

and a solution to the global state detection problem, whic h, w e b eliev e,

are impro v emen ts o v er older solutions.

1 In tro duction

Consider a distributed system of pro cesses whic h comm unicate through proto cols

utilizing shared memory . The online latest gossip pr oblem for this system is the

follo wing:

Whenev er a pro cess q reads the information written b y another pro cess

p , q should b e able decide whic h of p and q has more recen t information,

direct or indirect, ab out r , for ev ery other pro cess r in the system.

Once q mak es this decision, it can systematically collate and up date this infor-

mation to main tain, on-line, its `latest gossip' ab out ev ery other pro cess. The

latest gossip pro vides crucial information to eac h pro cess ab out the unfolding of

the global computation.

Note that there is a trivial solution to the latest gossip problem if w e allo w

un b ounded lab els. F or example, eac h pro cess could lab el its writes from the set

of in tegers, lab eling its i -th write op eration with the n um b er i . This unique

lab eling of the writes also re
ects their temp oral order. Whence the pro cess q ,

on reading p , ma y compare the r -lab el that p holds, with the r -lab el that q



holds and up date its latest information on r . Unfortunately , as time progresses,

the lab els increase in size without b ounds. T o eliminate this problem w e need

an unam biguous lab eling of the writes from a �nite set of lab els. This requires

a careful reuse of `old' lab els and a metho d of comparing `latest information'

using these lab els. In our solution to the problem, with eac h write op eration,

pro cesses attac h a b ounded `gossip' information. The `gossip' at eac h pro cess

is a selection of a �nite n um b er of op erations in its recen t past arranged in a

suitable structure, and constitutes the b ounded timestamp.

Bounded timestamping proto cols to solv e the latest gossip problem ha v e b een

exhibited for other distributed mo dels. In [8] the authors in tro duce the latest

gossip problem and presen t a solution in a distributed system where pro cesses

use handshak e comm unication to sync hronize and exc hange information. This

solution has also b een extended to the message-passing mo del in whic h pro-

cesses exc hange information through messages sen t from pro cess to pro cess [6].

Ho w ev er, there the underlying computation is restricted to that in whic h, at ev-

ery instan t, the n um b er of `unac kno wledged messages' is uniformly b ounded. As

sho wn there, this requiremen t ma y b e implemen ted b y eac h pro cess b y w aiting

for ac kno wledgmen ts to come in. It is argued in [7] that for applications whic h

require robust solutions suc h as mutual exclusion , suc h w ait is essen tial.

With the same restriction on computations, the solution in [6] ma y b e adapted

to the shared memory mo del. Ho w ev er, in this mo del, the results of [7] do not

hold: there are man y situations in whic h computations with un b ounded unac-

kno wledged writes, are essen tial. W e presen t here, proto cols for reading and

writing shared memory suc h that gossip information ma y b e main tained in the

general case, without an y restrictions on the underlying computation. In other

w ords, the underlying computation ma y run `w ait-free', and main tain gossip at

the same time. Ho w ev er, this is not without cost: Eac h request b y the compu-

tation for an op eration on the shared memory unfolds in to a se quenc e of the

atomic read and write op erations of the underlying system. F urthermore, a few

additional sync hronization v ariables are required to implemen t the lab el. All the

same, the original computation pro ceeds w ait-free and with iden tical seman tics.

The proto cols b y whic h a computation ma y read or write in to shared mem-

ory are called Read and Write resp ectiv ely . These proto cols are simple adap-

tations of those presen ted b y Dw ork and W aarts [3] in their construction of a

Bounded Concurren t Timestamping System (BCTS). In return, our solution in-

dicates another construction of a BCTS in whic h w e p ermit an y n um b er of hops

(indirection) in the 
o w of information. The solution to the BCTS as presen ted

in [3] also has the follo wing dra wbac k. Pro cesses lab el their writes from a p o ol

of a v ailable timestamps. Once this p o ol is exhausted, the pro cess p erforms a

`garbage collection' op eration to replenish its p o ol of usable timestamps. Th us

a pro cess m ust stop w ork ev ery once in a while and p erform garbage collection.

Our mo di�cation eliminates the need for garbage collection. Pro cesses can k eep

trac k of usable timestamps `on-line' during their normal op eration in suc h a w a y

that the p o ol of a v ailable timestamps is nev er exhausted.



2 The Mo del

W e b egin b y describing the distributed system as an abstr act machine . Let P =

f p

1

; p

2

; : : : ; p

N

g b e a set of N pro cesses whic h collab orate via shared memory .

The shared memory is segmen ted in to N parts, with the part M

p

asso ciated

with the pro cess p . The `public' memory M

p

ma y b e read b y an y pro cess, while

it ma y b e written in to only b y pro cess p . Besides this, eac h pro cess also has

some private memory L

p

whic h is op erable only b y p . The memories L

p

and M

p

will b e called p 's lo cal memory , and ma y b e further organized in to a sequence of

v ariables, sa y , M

p

= f p : X

1

; : : : ; p : X

r

g and L

p

= f p : Y

1

; : : : ; p : Y

s

g . W e use the

typewriter fon t for public v ariables, and the ital ic fon t for priv ate v ariables.

The pro cesses are allo w ed to manipulate their public memory via t w o atomic

op erations { read and write . The read op eration can b e p erformed b y a pro-

cess p to read some public v ariable of another pro cess q . The v alue gets written

in to some priv ate v ariable of p . The write op eration enables a pro cess p to cop y

the con ten ts of a lo cal priv ate v ariable to a lo cal public v ariable. An op eration

of the mac hine is the o ccurrence of an op eration in one of the pro cesses. A com-

putation is a (temp oral) sequence of suc h op erations, with ob vious seman tics.

F or an y computation, there is the c ausality partial order on the op erations in

the computation. F or op erations e; f in a computation, w e sa y that e � f if the

outcome of e ma y a�ect the outcome of f . The lo calit y of eac h op eration to just

one or t w o pro cesses usually mak es causalit y coarser than the total order.

Eac h pro cess p runs a program written in a suitable programming language.

This program ma y use its lo cal priv ate memory L

p

as it c ho oses. Ho w ev er,

the lo cal public memory M

p

ma y b e accessed b y t w o prescrib ed proto cols: (i)

Write ( p : X ; p : Y ), whic h acts to cop y the con ten ts of p : Y 2 L

p

in to p : X 2 M

p

and (ii) Read ( q : X ), whic h acts to cop y the public v ariable q : X of another

pro cess q in to the lo cal priv ate memory of p . An y execution of the distributed

program m ust result in a computation. In particular, the ab o v e proto cols m ust

b e `compiled' in to the elemen tary op erations allo w ed b y our mac hine.

Our task is to supply proto cols for Read and Write whic h will enable an y

computation arising from an y program to correctly compute the latest infor-

mation, online. The simplest p ossibilit y is to replace Read and Write b y the

atomic read and write op erations of the mac hine. Ho w ev er, in this case, un-

am biguous timestamping from a b ounded set b ecomes imp ossible, e.g. , consider

the situation in whic h a pro cess p p erforms only Write s and no Read s. Since p

will nev er kno w whic h Write s ha v e b een Read b y other pro cesses, it m ust lab el

eac h successiv e Write with a distinct lab el, ev en tually exhausting its �nite set

of lab els. This p oin ts to the need for some elab orate handshaking proto cols for

Read and Write .

3 The Proto col

W e �rst presen t our adaptations of the up date and c onsume proto cols of [3].

Next, w e describ e the proto cols, Read and Write , whic h use the ab o v e consume



and up date. Henceforth, for simplicit y , w e assume that the distributed program

requires only one public v ariable for eac h pro cess, viz. , p : X .

3.1 Up date and Consume Proto cols

Eac h pro cess p main tains, for ev ery other pro cess q , the follo wing additional

public v ariables: (i) t w o public bit-v ariables: p : demand

q

and p : supply

q

, (ii)

t w o public v ariables p : B1

pq

and p : B2

pq

, and (iii) a public v ariable p : A

pq

.

These v ariables are proto col v ariables used only in the proto col and ma y not b e

used b y the distributed program.

F or a pro cess p , the proto col up date ( p : X , p : Y ) writes the v alue of a pri-

v ate v ariable p : Y in the public v ariable p : X . On the other hand, the proto col

consume ( q : X ) reads q 's public v ariable q : X and copies it in to p 's priv ate

memory (in to the priv ate v ariable p : temp ). Roughly sp eaking, the bit demand

is used to indicate a desire of one pro cess to read the public memory of another,

and supply , its satisfaction. During an up date, if p disco v ers unsatis�ed demand ,

it pro ceeds to set aside a cop y of its public v ariable. In the consume proto col,

the pro cess p �rst raises demand , and then pro ceeds to read q : X successiv ely .

If it notices a stable v alue, then the consume exits, declaring this stable v alue

as the con ten ts of q : X . If this fails, then p reads the v alue set aside b y q , and

declares this as the con ten ts of q : X . The detailed proto cols are describ ed b elo w.

consume ( q : X )

Perform handshake

1. Read q : supply

p

2. Write p : demand

q

= : q : supply

p

R emainder of the �rst R e ad-Write-R e ad (R WR)

3. Read q : X

4. Write p : B1

pq

:= q : X

5. Read q : X

6. If (the lab el of ) q : X is unc hanged since Line 3 then p : temp = p : B1

pq

, else

R emainder of the se c ond R e ad-Write-R e ad (R WR)

7. Write p : B2

pq

:= q : X

8. Read q : X

9. If (the lab el of ) q : X is unc hanged since Line 5 then p : temp = p : B2

pq

else

R e ad Set-Aside

10. Read q : A

q p

11. p : temp = q : A

q p

up date ( p : X , p : Y )

1. F or eac h q 6= p , read q : demand

p

2. F or eac h q 6= p , if q : demand

p

6= p : supply

q

then p : A

pq

= p : X

3. A tomically write p : X = p : Y and for eac h q , p : supply

q

= q : demand

p

Consume and up date op erations p erformed b y a pro cess p are called p -consume

and p -up date resp ectiv ely . The lab el in statemen t 6 (resp. 9) of the p -consume



proto col ab o v e refers to lab els read in statemen ts 3 and 5 (resp. 5 and 8) and

whic h w ere attac hed to the quan tit y q : X b y pro cess q during its q -up dates. This

lab eling is the cen tral construction of this pap er. F or the momen t, w e assume

that if an y t w o of the q : X read in statemen ts 3, 5 and 8 w ere written in distinct

q -up dates then their lab els w ould also b e distinct. Next, note that a consume C

ma y ha v e had a `successful' R WR on the information written b y an up date U ,

or it ma y ha v e read the information set aside b y a later U

0

but of an earlier U .

In either case the consume C is said to ha v e suc c e e de d on the up date U .

3.2 The Read and Write Proto cols

The proto cols for Read and Write app ear b elo w. Note that eac h Write con-

tains exactly one up date op eration. Whence, w e ma y de�ne the lab el of a Write

to b e that of the up date within. Also, note that the consume and the up date

op erations are wait-fr e e - pro cesses can consume and up date indep enden t of the

state of other pro cesses. Whence, the Read and Write are also wait-fr e e .

Read ( q : X )

1. consume ( q : X )

Write ( p : X , p : Y )

1. F or eac h pro cess q 6= p ,

Read q : B1

q p

and q : B2

q p

consume ( q : X )

2. up date ( p : X ; p : Y )

3.3 Causal Order

Supp ose, no w, that eac h pro cess executes a (distributed) program whic h, b esides

accessing its lo cal priv ate v ariables, manipulates its public memory b y the Read

and Write op erations. An y �nite (partial) computation of this program will re-

sult in a sequence of Read / Write op erations. These op erations will henceforth

b e referred as pr o gr am events , or simply events . The ev en ts at the pro cess p will

b e called p -ev en ts.

F or an y t w o ev en ts e and e

0

, w e sa y that e < e

0

i�

{ Either: e is a Write q -ev en t and e

0

is a Read p -ev en t and C

0

succeeds on

U , where U is the up date in e and C

0

is the consume op eration in e

0

. In this

case e

0

is called an external successor of e . W e also sa y that e

0

succeeds on e .

{ Or: e is a Write q -ev en t and e

0

is a Write p -ev en t and C

0

succeeds on U ,

where U is the up date in e and C

0

is the consume( q : X ) op eration in e

0

.

In this case also e

0

is called an external successor of e . W e also sa y that e

0

succeeds on e .

{ Or: b oth e and e

0

are p -ev en ts, and e

0

is the v ery next p -ev en t after e . In this

case e

0

is called an in ternal successor of e .

De�ne e v e

0

if e = e

0

or e < e

0

. De�ne v

�

as the re
exiv e transitiv e closure of < .

The partial order v

�

, henceforth referred as c ausal or der , records the information

w e require ab out causalit y and indep endence b et w een ev en ts. F or an y ev en t e ,



w e denote b y e # the (partially ordered) set of ev en ts e

0

suc h that e

0

v

�

e . F or a

pro cess p and a p -ev en t e

p

, e

p

# is the `lo cal view' of p at e

p

.

Note that the Read and Write calls can b e `compiled' in to the elemen tary

read and write op erations using the proto cols men tioned ab o v e. Hence an y

execution of the distributed program will result in a computation of our abstract

mac hine. The causal order v

�

is really a coarsening of the order � on the atomic

op erations of the abstract mac hine. Indeed, the order v

�

b et w een program ev en ts

ma y b e `observ ed' as the relation � b et w een sp eci�c critical atomic op erations

encoun tered during the execution of those ev en ts. W e state here t w o in teresting

prop erties satis�ed b y the causal order:

Regularit y If a p -ev en t e succeeds on a q -ev en t e

0

then there is no Write

q -ev en t e

00

after e

0

whic h �nishes b efore the consume ( q : X ) in e starts.

In a sense this means that the Read / Write ev en ts do not read v ery old

information.

Monotonicit y If t w o p -ev en ts e and e

0

succeed on t w o q -ev en ts f and f

0

re-

sp ectiv ely , then if e

0

o ccurs after e then f

0

can not o ccur b efore f .

These prop erties follo w from the corresp onding prop erties of the consume and

up date op erations [3].

Let p , q b e t w o pro cesses and let e b e a p -ev en t. W e de�ne latest

p ! q

( e ) as

the v

�

-maxim um q -ev en t f suc h that f v

�

e . This is the latest information that

p has ab out q after e . Note that latest

p ! q

( e ) need not exist if there is no q -ev en t

in e # . W e set latest

p ! p

( e ) to e itself. Observ e that, for q 6= p , latest

p ! q

( e ) is

alw a ys a Write q -ev en t.

A t an y p oin t during a computation, let e

p

b e the last p -ev en t. Similarly let e

q

b e the last q -ev en t. Let e

1

; e

0

1

denote latest

p ! r

( e

p

) and latest

q ! r

( e

q

) resp ectiv ely .

Supp ose that e

1

v

�

e

0

1

. Consider a path e

1

< e

2

� � � < e

k

� � � < e

p

from e

1

to e

p

.

Let the next Write op eration in the path after e

1

b e e

k

, an s -ev en t. Then w e

ha v e the follo wing lemma. Refer [1] for the pro ofs.

Lemma 1 If e

1

is maximal (w.r.t. v

�

) in e

p

# \ e

q

# , then e

k

�nishes after the

c onsume( s : X ) in e

0

1

starts.

4 The Gossip Algorithm

The Gossip Algorithm requires eac h pro cess to main tain a pre-sp eci�ed set of

ev en ts in its recen t past. F or eac h pro cess p , b esides the ev en ts latest

p ! q

, for

all q , this set con tains some additional auxiliary `unac kno wledged' ev en ts. These

ev en ts and the v

�

-relationship b et w een them constitute the primary gr aph . Let

us supp ose that, at the end of a certain computation, the ev en ts within the

primary graphs of eac h pro cess ha v e b een lab eled distinctly . If the next ev en t

is, sa y an ev en t in whic h p Read s q , then (i) p ma y correctly compare its latest

gossip with that of q 's, and if it is, sa y a Write ev en t of p , then (ii) pro vided

p can disco v er a suitable lab el, it ma y up date its primary graph, main taining

the distinctness in v arian t. The h un t for a suitable lab el is aided b y se c ondary

information .



4.1 Primary Information

Let e b e a p -ev en t. W e denote b y latest ( e ) = [

q 2P

latest

p ! q

( e ), the latest infor-

mation p has ab out all pro cesses, at e .

T o main tain and up date the latest information of pro cesses, w e need to ex-

pand the set of ev en ts that eac h pro cess k eeps trac k of. This expanded set is

the primary information . The primary information of a pro cess con tains not

only its latest information ab out ev ery other pro cess but also information ab out

unac kno wledged Write s.

Unacknow le dgment Recall that when a pro cess q p erforms a consume( p : X )

op eration C , it writes t wice a temp orary v alue (with a lab el) in its public memory

(this is the `W' of the R WRs of the consume). This information is written in

the public v ariables B1

q p

and B2

q p

. These are the v ariables that p reads in its

Write ev en ts. Also recall that a pro cess p ma y , during an up date, set aside the

previous ev en t for another pro cess q in the v ariable p : A

pq

. No w giv en a �xed

run of Read and Write ev en ts w e ha v e, for ev ery pair of pro cesses p and q ,

functions F

p;q ; B1

; F

p;q ; B2

and F

p;q ; A

as follo ws:

{ F or i = 1 ; 2, F

p;q ; Bi

is a function from the set of all Write p -ev en ts to itself.

F or an y Write p -ev en t e , F

p;q ; Bi

( e ) is the Write p -ev en t whose lab el w as

written b y q during some q -consume in its q : Bi

q p

v ariable and read b y p

during e from the q : Bi

q p

v ariable of q .

{ F

p;q ; A

is a function from the set of all Write p -ev en ts to itself. F

p;q ; A

( e ) is

the ev en t whic h w as last set aside b y p for q at or b efore e .

F or a pro cess p and for an y Write p -ev en t e , w e de�ne the set unacklist ( e ) as

the set of the follo wing ev en ts:

{ F or eac h q 6= p , F

p;q ; B1

( e ) ; F

p;q ; B2

( e ) and F

p;q ; A

( e ),

{ The previous Write p -ev en t, and

{ The ev en t e itself.

Note that the size of unacklist ( e ) is b ounded ab o v e b y 3 N , where N is the

n um b er of pro cesses.

F or a p -ev en t e , w e de�ne unack

r

( e ) to b e the set unacklist ( latest

p ! r

( e )) for

r 6= p . De�ne unack

p

( e ) = unacklist ( e

0

) where e

0

is the v

�

-maxim um Write

p -ev en t in e # , that is, the last Write p -ev en t b efore e . W e set unack ( e ) =

[

r 2P

unack

r

( e ). Note that unack ( e ) is de�ned for Write as w ell as Read ev en ts.

The follo wing lemma relates the causal order with unac klists.

Lemma 2 L et e

1

and e

2

b e Write r -events and e

s

b e a Write s -event for

some two pr o c esses r and s . Supp ose e

1

v

�

e

2

and e

1

< e

s

. If it is not that

e

s

v

�

e

2

then e

1

2 unacklist ( e

2

) .

The primary information of a pro cess p after an ev en t e consists of latest ( e )

and unack ( e ). Ev en ts in the primary information are called pr imar y ev ents at e ,



and the set is denoted b y primary ( e ). Note that the size of primary ( e ) is b ounded

ab o v e b y 3 N

2

+ N , 3 N

2

elemen ts in unack ( e ) and N elemen ts in latest ( e ).

T o compare and up date primary information, pro cesses also need to remem-

b er ho w their primary ev en ts are ordered b y v

�

.

Primary gr aph The primary gr aph of a pro cess p after an ev en t e , denoted b y

primary-gr aph ( e ), is the directed graph ( V ; E ) where:

{ V = the set of primary ev en ts at e .

{ F or v

1

; v

2

2 V , let e

1

and e

2

b e the corresp onding primary ev en ts. Then,

( v

1

; v

2

) 2 E i� e

1

v

�

e

2

.

The primary graph is the basic structure whic h is recursiv ely main tained

b y eac h pro cess during a computation. W e assume that, at an y p oin t during a

computation, the ev en ts in the primary graphs of the pro cesses ha v e receiv ed

distinct lab els. In other w ords, if e

p

and e

q

are t w o v

�

-maximal ev en ts, and

e; f 2 primary ( e

p

) [ primary ( e

q

), then e 6= f i� l abel ( e ) 6= l abel ( f ). Eac h pro cess

p main tains this graph as one on lab els and writes it in to the public v ariable p : X

during ev ery Write ev en t, th us making it a v ailable to other pro cesses.

4.2 Comparing Primary Information

Let e

q

b e a q -ev en t and e

p

a Write p -ev en t, suc h that e

p

< e

q

, that is, e

q

is an

external successor of e

p

. Let e

0

q

b e the q -ev en t whic h immediately precedes e

q

.

Let I

p

= e

p

# and I

q

= e

0

q

# . In general, b efore the o ccurrence of e

q

, the pro cesses

p and q will ha v e incomparable information. The ev en ts kno wn to b oth p and q

lie in I

p

\ I

q

. Ev en ts lying `ab o v e' I

p

\ I

q

are kno wn to only one of the pro cesses.

Let us assume that p has computed primary-gr aph ( e

p

) at the end of e

p

, and

that q has computed primary-gr aph ( e

0

q

) at the end of e

0

q

. When q successfully

reads primary-gr aph ( e

p

), it will ha v e to compare that latest information with

the latest information it itself kno ws and has k ept in primary-gr aph ( e

0

q

).

No w if e

p

= latest

q ! p

( e

0

q

), then there is nothing to do, as no new information

has reac hed q from p in e

q

. So the in teresting case is when e

q

succeeds on a new er

p -ev en t. Our �rst observ ation is that if q kno ws b oth primary-gr aph ( e

p

) and

primary-gr aph ( e

0

q

), it can `determine' I

p

\ I

q

, the ev en ts in I

p

whic h q already

knew, b efore e

q

.

Lemma 3 F or e ach maximal event e (6 = e

p

; e

0

q

) in I

p

\ I

q

, either e 2 latest ( e

p

) \

latest ( e

0

q

) or e 2 latest ( e

p

) \ unack ( e

0

q

) or e 2 unack ( e

p

) \ latest ( e

0

q

) .

Th us, when q reads p 's primary graph, q can collect together in a set M all

the ev en ts that lie in latest ( e

p

) \ latest ( e

0

q

), latest ( e

p

) \ unack ( e

0

q

) and unack ( e

p

) \

latest ( e

0

q

). By the preceding lemma, the ev en ts in M subsume the maximal ev en ts

in the in tersection I

p

\ I

q

. (It is easy to see that those ev en ts in M whic h are

not actually maximal still lie within the in tersection.)

Pro cess q can use M to c hec k whether a primary ev en t e 2 primary ( e

p

) [

primary ( e

0

q

) lies inside or outside the in tersection | e lies inside the in tersection



i� it lies b elo w one of the elemen ts in M . These comparisons can b e made using

the edge information in the graphs primary-gr aph ( e

p

) and primary-gr aph ( e

q

).

No w, it is easy for q to compare the ev en ts in latest ( e

p

) with those in latest ( e

0

q

)

to determine whic h of p and q ha v e more recen t information ab out ev ery other

pro cess r .

Lemma 4 L et e = latest

p ! r

( e

p

) and f = latest

q ! r

( e

0

q

) such that e 6= f . Then,

e v

+

f i� f 2 I

q

� I

p

.

Once q has compared all ev en ts of the form latest

p ! r

( e

p

) and latest

q ! r

( e

0

q

), it

can easily up date its sets unack

r

( e

0

q

). The pro cess whic h has b etter information

ab out r also has b etter information ab out r 's unac klist. In other w ords, q inherits

the set unack

r

( e

p

) for ev ery pro cess r suc h that latest

p ! r

( e

p

) is more recen t than

latest

q ! r

( e

0

q

). On the other hand, if latest

p ! r

( e

p

) is older than latest

q ! r

( e

0

q

),

then q ignores p 's set unack

r

( e

p

) since it already has b etter information ab out

these ev en ts. F urthermore, q has the latest unack

q

( e

q

) with it, and do es not need

to up date this set.

A t this stage, q has up dated its primary information and formed primary ( e

q

)

using the information in primary-gr aph ( e

p

) and primary-gr aph ( e

0

q

). W e no w need

to extend this set to the graph primary-gr aph ( e

q

).

Let f

1

; f

2

2 primary ( e

q

). If b oth f

1

and f

2

came from primary ( e

p

), then

w e add an edge from f

1

to f

2

in primary-gr aph ( e

q

) i� a corresp onding edge

existed in primary-gr aph ( e

p

). A symmetric situation applies if b oth f

1

and f

2

w ere con tributed b y primary ( e

q

). So, the only in teresting case is when f

1

and

f

2

originally came from di�eren t pro cesses. Without loss of generalit y , supp ose

that f

1

came from primary ( e

p

) and f

2

from primary ( e

q

). Then, from the metho d

whic h w e used to compare ev en ts, w e kno w that f

1

m ust ha v e b een in I

p

� I

q

and f

2

m ust ha v e b een in I

q

� I

p

. So, it is clear that f

1

and f

2

are unordered

and there is therefore no edge b et w een them in primary-gr aph ( e

q

).

W e no w ha v e the prop osition:

Prop osition 5 L et e

q

b e a q -event and e

p

a p -event, such that e

q

suc c e e ds on

e

p

(that is, e

q

is an external suc c essor of e

p

). L et e

0

q

b e the q -event just pr e c e ding

e

q

. Then, q c an c onstruct primary-gr aph ( e

q

) fr om the gr aphs primary-gr aph ( e

p

)

and primary-gr aph ( e

0

q

) .

Notice that the pro cedure for up dating primary graphs only c hec ks the lab els

of ev en ts whic h actually lie in the primary graphs. Call a q -ev en t e `curren t' if e

b elongs to primary ( e

p

) for the last ( v

�

-maxim um) ev en t e

p

of some pro cess p .

Recall that N is the n um b er of pro cesses in the system. W e kno w that there are

at most 3 N

2

+ N distinct ev en ts in primary ( e

p

) for pro cess p . So, at an y giv en

time, the n um b er of ev en ts across the system whic h are curren t is b ounded b y

N (3 N

2

+ N ).

Eac h ev en t b egins b y b eing curren t. Mean while, as the computation pro-

gresses, this ev en t ma y get added to the primary information of other pro cesses.

Ho w ev er, it gradually recedes in to the past, un til it drops out of the primary



information of al l pro cesses. A t this time, the lab el assigned to this ev en t can b e

reused, since the old ev en t with the same lab el can never b ecome curren t again.

A pro cess can k eep trac k of whic h of its ev en ts in the system are curren t b y

k eeping trac k of one additional lev el of ev en ts, called secondary information.

4.3 Secondary Information

Consider a p -ev en t e for some pro cess p . The se c ondary information of p at e is

the collection of sets primary ( f ) for eac h ev en t f in primary ( e ). This collection

of sets is denoted se c ondary ( e ).

The follo wing lemma sa ys that the only p -ev en ts whic h can b e curren t in the

system are those whic h o ccur in p 's secondary information.

Lemma 6 L et, at any time, e

p

b e the last p -event, and e

q

the last q -event, for

some pr o c esses p and q . L et I

p

= e

p

# and I

q

= e

q

# . If e is a p -event which

b elongs to primary ( e

q

) , then e 2 se c ondary ( e

p

) .

W e will use the preceding result in the follo wing form.

Corollary 7 L et e b e a p -event such that e =2 se c ondary ( e

p

) . Then e do es not

b elong to primary ( e

q

) for the last event e

q

of any q 2 P .

As long as all pro cesses whic h refer to the same lab el in their primary in-

formation are actually p oin ting to the same ev en t, reusing lab els should cause

no confusion. Therefore, if p kno ws that no p -ev en t lab eled ` is curren tly part

of the primary information of an y pro cess in the system, it can safely use ` to

timestamp the next Write whic h it p erforms.

Secondary information can b e up dated in a straigh tforw ard manner when

w e up date primary information | if q inherits an ev en t e from p 's primary

information, it also inherits the secondary information primary ( e ) asso ciated

with e . Notice that it su�ces to main tain secondary information as an indexed

set | w e do not need to main tain secondary gr aphs in a manner similar to

primary graphs. Note that the n um b er of ev en ts in the secondary information is

less than 10 N

4

.

4.4 Lab eling from a Bounded Set

In this subsection w e describ e precisely ho w b ounded timestamping is p erformed

using the results of this section. F or eac h pro cess p let L

p

b e a �nite set of

lab els suc h that jL

p

j > 10 N

4

. Pro cess p uses the set L

p

to lab el its Write s. It

main tains t w o primary graphs, the public primary gr aph in its public memory

M

p

and the private primary gr aph in its priv ate memory L

p

. It also main tains a

public se c ondary information in M

p

and a private se c ondary information in L

p

.

The public primary graph and the public secondary information of pro cess p are

a v ailable to other pro cesses through p : X .

A t a Read p -ev en t, only the priv ate primary graph and the priv ate secondary

information are up dated. While at a Write p -ev en t, b oth the primary graphs

and b oth the secondary informations are up dated. W e describ e next what steps

p has to tak e at ev ery Read and Write .



When p p erforms a Read : Pro cess p will read q 's public primary graph and

public secondary information and compare it with its o wn priv ate primary graph

and priv ate secondary information.

{ Extract the lab el ` of the v

�

-maxim um q -ev en t in q 's public primary graph.

{ If a new ev en t has b een read then up date the priv ate primary graph and

priv ate secondary information as describ ed earlier in this section.

When p p erforms a Write : Let e denote this new Write ev en t and e

0

the

previous Write p -ev en t. Recall that a Write consists of N � 1 consumes (for

eac h q 6= p , consume ( q : X )) and an up date ( up date ( p : X , p : Y )).

{ On the consume ( q : X ): The steps are the same as when it p erforms a Read .

{ On the up date ( p : X , p : Y ): Pro cess p do es the follo wing:

� Cho ose a lab el ` for e , from L

p

whic h do es not app ear in the priv ate

secondary information.

� Replace e

0

b y e in the latest comp onen t of the priv ate primary graph.

� Replace unacklist ( e

0

) in the priv ate primary graph b y unacklist ( e ), con-

sisting of the ev en ts B1

� p

, B2

� p

and A

p �

read during the presen t Write

ev en t e , as w ell as e and e

0

. The ordering among these is a v ailable from

the discarded unac klist.

� Up date the priv ate secondary information in accordance with the c hange

in the priv ate primary graph.

� Cop y new priv ate primary graph and priv ate secondary information in to

the public primary graph and public secondary information resp ectiv ely .

Putting together all the results w e ha v e pro v ed so far, w e can state the follo wing

theorem.

Theorem 8 The algorithm describ e d ab ove solves the latest gossip pr oblem in a

shar e d memory system for c omputations c onsisting of Read s and Write s, with

only a b ounde d amount of additional information b eing attache d to e ach Write .

5 Discussion

In this pap er, w e ha v e presen ted a solution to the latest gossip problem in a

shared memory system. The gossip construction is extremely p o w erful and imme-

diately leads to the e�ectiv e construction of the latest op erator, denoted Latest ,

with the exp ected seman tics. This op erator ma y b e used to de�ne and main tain

auxiliary v ariables suc h as p : Latest

p ! q

( q : X ) whic h is a lo cal priv ate v ariable

of p , but whic h trac ks the latest con ten ts of q : X . The latest op erator ma y

ev en b e comp osed and (causally) compared, e.g. , the program at pro cess p , ma y

c hec k whether p : Latest

p ! q

( Latest

q ! p

( p : flag )) refers to the curren t con ten ts

of p : flag . Suc h v ariables (and causalit y comparisons) should pro v e useful in

writing parallel programs whic h meet desired b eha vioural sp eci�cations. Refer

[5], for an algorithm for m utual exclusion whic h uses suc h auxiliary v ariables. As

opp osed to this, e.g. , in [4], for the same m utual exclusion problem, ev en with



a BCTS, the bak ery algorithm requires an in tricate manipulation of another

set of v ariables p : choosing , one for eac h pro cess p , whic h is not part of the

b eha vioural sp eci�cation of the m utual exclusion problem.

The gossip construction immediately leads to a BCTS: The sc an op eration of

a BCTS translates to a sequence of N � 1 Read s, one for ev ery other pro cess. The

lab el op eration translates to a Write . The output of the sc an op eration is the

sequence f Latest

p ! q

j q 2 P g ordered b y v

�

. The solution of the global state

detection problem as p osed in [2] is ev en simpler: the primary information at eac h

pro cess p pro vides a global state. F urthermore, global states are alw a ys curren t

and ma y b e main tained online without requiring additional comm unications.

The gossip problem w as originally motiv ated b y problems of logical sp eci�-

cation and v eri�cation of distributed systems. The solution for sync hronization

systems, as in [8], w as crucially used in [9] for the e�ectiv e construction of a

trace based-extension of linear temp oral logic to reason ab out sync hronization

proto cols. W e b eliev e that the shared-memory solution presen ted here, b esides

b eing useful in proto col syn thesis, will also b e useful in dev eloping an automata-

theoretic framew ork for proto col v eri�cation and logics.

Ac kno wledgmen ts W e ha v e b ene�ted greatly from discussions with Madha v an

Mukund and K. Nara y an Kumar. The w ork of Bharat Adsul w as supp orted b y

an Inf osys Fello wship .
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