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ABSTRACT

The only known general technique for designing truthful,
approximately budget-balanced cost-sharing mechanisms is
due to Moulin. While Moulin mechanisms have been suc-
cessfully designed for a wide range of applications, recert
negative results show that for many fundamental cost-sharing
problems, Moulin mechanisms inevitably suer from poor
budget-balance, poor economic e ciency , or both.

We proposeacyclic mechanisms, a new framework for de-
signing truthful, approximately budget-balanced cost-sharing
mechanisms. Acyclic mechanisms strictly generalize Moulin
mechanisms and o er three important advantages. First, it
is easierto design acyclic mechanisms than Moulin mecha-
nisms: many classical primal-dual algorithms naturally in-
duce a non-Moulin acyclic mechanism with good perfor-
mance guarantees. Second, for seweral important classesof
cost-sharing problems, acyclic mechanisms have exponen-
tially better budget-balance and economic e ciency than
Moulin mechanisms. Finally , while Moulin mechanismshave
found application primarily in binary demand games,we ex-
tend acyclic mechanismsto general demand games,a multi-
parameter setting in which ead bidder can be allocated one
of seweral levels of service.
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1. INTRODUCTION

Designing truthful mechanismswith non-trivial worst-case
revenue guaranteesis an important but challenging problem.
Such guarantees are especially crucial in cost-sharing prob-
lems, where the mechanism incurs an outcome-dependert
cost (e.g., production costs). Budget-talance is the natu-
ral constraint that the revenue collected by the mechanism
covers the cost incurred.

General mechanism design techniques are highly coveted
but equally rare. The most powerful technique is, of course,
the VCG medhanism; while truthful and economically ef-
cient, it typically oers no non-trivial revenue guarantees
(seee.g.[22]). The only known generaltechnique for design-

ing truthful, approximately budget-balanced cost-sharing mech-

anismsis due to Moulin [21]. Roughly, a Moulin mechanism
simulates an ascendingiterativ e auction. In ead iteration,
prices are simultaneously o ered to the remaining players.
Players that accept remain in contention; the others are re-
moved. The mechanism halts when all remaining players
accept the prices o ered to them. To achieve good budget-
balance, the mechanism o ers prices at ead iteration that
(approximately) cover the costthat would beincurred if this
iteration is the last. To obtain truthfulness, a Moulin medh-
anism o ers ead player a nondecreasingsequenceof prices.
Thus, Moulin mechanisms are exible, intuitiv e, and pro-
vide explicit control over the generated revenue. They are
also groupstrategypro of (a collusion-resistant generalization
of truthfulness), and have been successfully designed for a
wide range of applications.

Why aren't Moulin mechanisms enough? There are three
reasons. First, recert negative results [14, 26] show that for
many fundamental cost-sharing problems, Moulin mecha-
nisms inevitably su er from poor budget-balance, poor eco-
nomic e ciency , or both. Second, designing good Moulin
mechanisms is a highly non-trivial problem. For example,
for metric uncapacitated facility location (UFL) cost-sharing
problems, none of the many classical approximation algo-
rithms (e.g. [2, 9, 15, 18, 27]) yield truthful Moulin mech-
anisms; instead, a new metric UFL algorithm was devised
for this purp ose[23]. Third, Moulin mechanisms have found
application primarily in \binary demand games", in which
eadh player is either served by the mechanism or not (see
also[21]), and not in richer multi-parameter problems. These
drawbacks motivate the searc for mechanism design tech-
niques that go beyond Moulin mechanisms, while retaining
their desirable features.



1.1 Our Results

We proposeacyclic mechanisms, a new framework for de-
signing truthful, approximately budget-balanced cost-sharing
mechanisms. Acyclic mechanisms strictly generalize Moulin
mechanisms, retain nearly all of their desirable properties,
and resolve the three drawbacks described above.

To describe the dierence between Moulin and acyclic
mechanisms, recall that the former simulates an ascending
auction in which prices are simultaneously o ered prices to
the remaining players in ead iteration. In an iteration of
an acyclic mechanism, these prices are o ered to the play-
ers one-by-onein some designer-prescribed order. As soon
as some player refusesthe price o ered to it, the iteration
terminates immediately, this player is removed for the rest
of the auction, and the next iteration begins anew with all
of the remaining players. (See Section 3 for a formal de ni-
tion.) Perhaps surprisingly, this minor modi cation greatly
enrichesthe set of possibletruthful mechanisms. The reason
is that many natural methods of charging prices do not give
rise to ascending auctions when prices are o ered simulta-
neously, but do give rise to ascending auctions when some
of the prices are suppressedby the early termination of an
iteration.

Acyclic mechanismso er three important advantagesover
Moulin mechanisms. First, we show in Section 4 that nu-
merous truthful acyclic mechanisms follow in a generic way
from \o -the-shelf " primal-dual algorithms. For example,
all known primal-dual and dual tting algorithms for met-
ric UFL [15, 18] and Steiner tree [1, 8] naturally induce
truthful acyclic medchanisms with good worst-case budget-
balance and economic e ciency . Second,for seweral impor-
tant classesof cost-sharing problems, acyclic mechanisms
have far better budget-balance and economice ciency than
Moulin mechanisms. (See Section 2 for de nitions of ap-
proximate budget-balance and e ciency .) For example, ev-
ery Moulin mechanism for Vertex Cover cost-sharing prob-
lems possesseq k!=%) approximate budget-balance and eco-
nomic e ciency , where k is the number of players [14, 26].
In sharp contrast, we show that the well-known primal-
dual Vertex Cover approximation algorithm inducesa truth-
ful acyclic mechanism that is 2-budget-balanced and has
O(log k)-approximate e ciency . We also establish improved
guarantees for non-metric and metric UFL; see Section 4
for details. Finally, in Section 5 we extend acyclic mecha-
nisms to general demand games, a multi-parameter setting
in which eadc bidder can be allocated one of multiple lev-
els of service. As a paradigmatic example, we focus on a
fault-toleran t version of UFL cost-sharing problems.

What do we sacri ce for the increasedgenerality of acyclic
mechanisms? Only a modicum of incentiv e-compatibilit y|
while acyclic mechanisms need not be groupstrategypro of,
we prove that they are weakly groupstrategyproof in the
senseof [5].

1.2 RelatedWork

The theory of Moulin mechanismswasdeveloped by Moulin
and Moulin and Shenker [22]. Subsequerttly, researders de-
signed approximately budget-balanced Moulin mechanisms
for a wide range of combinatorial cost-sharing problems [10,
12, 16, 17, 19, 20, 23]. Immorlica, Mahdian, and Mir-

rokni [14]werethe rst to provethat, for seweral basicclasses

of cost-sharing problems, Moulin mechanismsinevitably suf-
fer from poor budget-balance. Roughgarden and Sundarara-

jan [26] studied the approximate economice ciency of Moulin
mechanisms, and noted that poor worst-casebudget-balance
alsoimplies poor worst-casee ciency . Finally, Devanur, Mi-

hail, and Vazirani [5] designedseeral approximately budget-

balanced cost-sharing mechanismsthat are not Moulin mech-
anisms. All of the medchanisms in [5] are equivalent to in-

stantiations of the acyclic medchanism framework developed
in this paper.

Most of our mechanisms are derived from primal-dual al-
gorithms. There is, of course, a long history of connections
between cost sharing, mechanism design, and the primal-
dual method (seee.qg. [5, 16, 17, 23, 24] and the references
therein). Our work further strengthens these connections.

2. PRELIMIN ARIES

This section briey reviews binary demand cost-sharing
problems and mechanisms. We discussthe general demand
setting in Section 5.

A (binary demand) cost-sharing problem s specied by a
cost function C de ned on a universeU of players. We as-
sumethat C is nonnegative and nondecreasing(i.e., S T
implies C(S) C(T)). The cost functions we consider are
implicitly de ned by combinatorial optimization problems;
in this case,C(S) denotesthe value of a minim um-cost solu-
tion to the subproblem induced by the subset S of players.
We also assumethat every playeri 2 U has a private, non-
negative valuation v; for service.

We focus on direct-rev elation medhanisms. Such a mech-
anism collects a bid b from ead player i 2 U, selectsa
set S U of players, and charges every player i a price
pi. The mechanisms we consider also produce a feasible
solution to the optimization problem induced by the served
set S, which has cost CY(S) that in generalis larger than the
optimal cost C(S). We only allow mechanisms that satisfy
the following standard assumptions: individual rationality ,
meaning that p; = O for playersi 2 S and pi Iy for play-
ersi 2 S; and no positive transfers, meaning that prices are
always nonnegative, We also assumethat playershave quasi-
linear utilities, meaning that ead player i aims to maximize
ui(S;pi) = vixi pi, wherex; = 1ifi 2 Sand x; = 0 if
iZS.

A mechanism is strategyproof (SP) (or truthful ) if no player
can ever strictly increaseits utilit y by misreporting its valu-
ation. Formally, SP meansthat for every player i, every bid
vector b with b = v;, and every bid vector b° with b =
forallj 6 i, ui(S;p) ui(S%pY), where (S;p) and (S%p
denote the outputs of the mechanism for the bid vectors b
and B, respectively. It is groupstrategyproof (GSP) [22]if no
coordinated false bid by a subsetof players can ever strictly
increase the utilit y of one of its members without strictly
decreasing the utilit y of some other member (no transfers
between coalition members are allowed). It is weakly group-
strategyproof (WGSP) [5] if no coordinated false bid by a
subset of players can ever strictly increasethe utilit y of ev-
ery one of its members.

We study two typesof approximation guaranteesfor cost-
sharing mechanisms, one for the revenue of the mechanism,
and one for its economic e ciency . First, for a parame-
ter 1, a mechanism is -budget balanced if CY(S)=

i2s Pi C(S) for every outcome (set S, prices p, and
feasible solution with cost C%S)) of the mechanism. In par-
ticular, this requirement implies that the feasible solution
produced by the medchanism has cost at most  times that



of optimal.

Second,a cost-sharing mechanism is -approximate if, as-
suming truthful bids, it always produces a solution with
sccial cost at most an  factor times that of an optimal
solution. The social cost incurred by the mechanism is
dened as the cost C%S) of the feasible solution it pro-

ces for the instance corresponding to S, plus the sum

izs Vi Of the exclylel valuations. The optimal social cost
is mins y[C(S) + x5Vil. A medhanism thus has two
sourcesof ine ciency: rst, it might choose a suboptimal
set S of playersto serve; second,it might produce a subop-
timal solution to the optimization problem induced by S.

For exact optimization, mini,mizing the social cost and
maximizing the social surplus  ,5Vvi C(S) are equiva-
lent problems. Approximating the social cost is a weaker
goal than approximating the social welfare. Unfortunately ,
devastating negative results rule out any meaningful approx-
imation of the social welfare, evenin very simple settings [7].

A Moulin mechanism is a type of cost-sharing mechanism
that is driven by a cost-sharing methodla function  that
assigns a non-negative cost share (i; S) for every subset
S U of players and every playeri 2 S. We consider cost-
sharing methods that, given a set S, produce both the cost
shares (i; S) for all i 2 S and also a feasible solution for the
optimization problem induced by S. A cost-sharing method
is -budgetbalanced fgr a cost function C and a parameter

1if CYS)= i2s (i;S)  C(S), where CXS) is
the cost of the produced feasible solution. A cost-sharing
method is cross-monotonic if the cost share of a player only
increasesas other players are removed: forall S T U
andi2S, (i;S) (i; T).

A cost-sharingmethod for C de nes the following Moulin
mechanism M for C. First, collect abid by for each playeri.
Initialize the set S to all of U and invoke the cost-sharing
method to de ne a feasible solution to the optimization
problem induced by S and aprice pi = (i; S) for each player
i2S. If p b for all i 2 S, then halt, output the set S,
the corresponding feasible solution, and charge prices p. If
pi > b for someplayeri 2 S, then remove an arbitrary such
player from the set S and iterate. M clearly inherits the
budget-balance factor of . Moulin [21] proved that for ev-
ery cross-monotonic cost-sharing method, the corresponding
Moulin mechanism is GSP.

3. ACYCLIC MECHANISMS

3.1 Overview

A Moulin mechanism can be viewed as a simulation of an
ascending iterativ e auction, with the prices that are simul-
taneously o ered to the remaining players at ead iteration
governed by the underlying cost-sharing method. Cross-
monotonicity of the cost-sharing method ensuresthat the
sequenceof prices o ered to a player is nondecreasing,which
in turn implies that the mechanism is truthful. Conversely,
non-cross-monotonic cost-sharing methods result in iterativ e
auctions that neednot be ascending, and the corresponding
mechanisms are generally not truthful.

In an acyclic mechanism, in ead iteration of the simulated
iterativ e auction, prices are o ered to the remaining players
according to a designer-speci ed order. If ead remaining
player accepts the price o ered to it, then the mechanism
halts, and the remaining players are served at the prices
o ered in the nal iteration. If someplayer refusesto pay the

price it is 0 ered, then the iteration terminates immediately,
this player is removed for the rest of the auction, and the
next iteration begins with the remaining players. Thus, a
player need not be o ered a price in every iteration.
Ordering the o ers to the remaining players permits the
construction of truthful mecdhanismsfrom non-cross-monotonic
cost-sharing methods. Intuitiv ely, the early termination of
an iteration conceals certain prices from the players. If
aborted iterations correlate appropriately with failures of
cross-monotonicity, then the simulated iterativ e auction is
ascendingin the following sense:whenever an o er is made
to a player, it is at least as large asevery o er made in pre-
vious iterations. This property is su cien t for truthfulness.
As we will see, many primal-dual algorithms naturally in-
duce a cost-sharing method that is not cross-monotonic but
possessegrecisely this type of correlation.

3.2 De nitions

To de ne an acyclic mechanism for a cost function C and
a universeU, we require both a cost-sharing method and
anoer function . An oer function speci es a nonnegative
time (i; S) for every subsetS U and every playeri 2 S.
These times specify the ordering in which the players of S
should be oered a price, with lower times corresponding
to earlier oers, and equal times indicating simultaneous
oers. As suggestedin Section 3.1, a cost-sharing method
and an o er function induce a mechanism that simulates an
iterativ e auction in a natural, generic way.

De nition 3.1 Let U be a universe of players, a cost-
sharing method de ned onU, and ano er function de ned
on U. The mechanism M (; ) induced by and is the
following.

1. Collect a bid by from ead playeri 2 U.
2. Initialize S := U.

3.If b (i; S) for every i 2 S, then halt. Output
the set S, the feasible solution constructed by , and
charge each playeri 2 S the price pi = (i; S).

4. Among all playersi 2 S with b < (i;S), leti be
one with minimum (i; S). (Break ties arbitrarily .)

5. SetS:= Sni and return to Step 3.

Example 3.2 For every universe U and cost-sharing met-
hod , the Moulin mechanism induced by is equivalent
to the mechanism induced by and o, where ¢ is the
identically zero o er function.

Remark 3.3 The de nition of an acyclic mechanism de-
pends only on the ordering of the o er times, and not on
their numerical values. We work with real-valued o er times
rather than abstract orderings becausesuch times arise nat-
urally in primal-dual algorithms.

As foreshadoved in Section 3.1, the mechanism induced by
a cost-sharing method and an o er function will be truthful
only if all failures of cross-monotonicity of the cost-sharing
method are suppressedby the o er function. We formalize
the required property next; we prove that it is su cien t for
truthfulness in Section 3.3.



Let bean oer function de ned on a universeU. For
a subset S U and a playeri 2 S, let L(i; S), E(i; S),
and G(i; S) denote the players of S with oer time (;S)
strictly lessthan, equal to, and strictly greater than that
of i, respectively.

De niton 3.4 Let and be a cost-sharing method and
an o er function, respectively, de ned on a universeU. The
function is valid for if the following two properties hold
for every subsetS U and playeri 2 S:

@ (i;SnT)= (i;S) for every subsetT  G(i; S);
(b) (i;SnT) (i; S) for every subset T G(i; S) [
(E(i; S) nfig).

A player's cost share must therefore remain xed as players
with subsequen oer times are removed, and it can only
increasewith the deletion of players with equal o er times.
The deletion of a player with an earlier o er time imposes
no constraints, as such a deletion terminates the iteration
and suppresseghe valuesof subsequen cost shares. We also
impose no explicit constraints on how the o er function
changesbetween consecutive iterations.

is cross-monotonic
o is valid for it.

Example 3.5 A cost-sharing method
if and only if the all-zero o er function

Example 3.6 Consider the universe U = fx; yg and the
non-cross-monotonic cost-sharing method de ned by

(y;fx;yg) = 1land (x;fx;yg) = (y;fyg) = (x;fxg) =

1=2. Let x and y denoteo er functions satisfying x(X; fx; yg)

< x(y;fx;yg)and y(y;fx;yg) < y(X; fx; yg), respectively.
Then  isvalid for while y is not.

De nition
induced by a cost-sharing method
that is valid for

3.7 An acyclic mechanismis a mechanismM ( ;
and an o er function

We use the term \acyclic" to re ect the fact that the of-
fer function of an acyclic mechanism orders the remaining
playersin a way that concealsthe non-cross-monotonicity of
the underlying cost-sharing method. In particular, De ni-
tion 3.4 implies that the following graph is directed acyclic:
the vertices are the remaining players S, and the arc (i; j) is
included if and only if (j; Snfig) < (j; S). (The converse
neednot hold, however.) This consequenceof De nition 3.4
is reminiscent of but di eren t than the notion of \semi-cross-
monotonicity" introduced in [14].

3.3 Propertiesof Acyclic Mechanisms

We now prove the basic properties of acyclic mechanisms.
The following properties are immediate.

Prop osition 3.8 Let and be a cost-sharing method and

an o er function de ned on the universe U, and M (; ) the
induced mechanism.
(@) For every bid vector b, the mechanism M (; ) halts

within jUj iterations.
(b) If

(c) If is -budget-lalanced with respect to a cost func-
tion C, then sois M (; ).

is a polynomial-time algorithm, then sois M (; ).

)

(d) The mechanism M (; ) is individual ly rational.

We next prove that acyclic mechanisms are truthful. The
following key lemma states that the priceso ered to a player
can only increase during the execution of an acyclic mec-
anism. To make this precise, we say that playeri is o er ed
the price p in iteration j of an acyclic mechanism M (; ) if
the following conditions hold: rst, if S is the set of players
remaining at the beginning of the jth iteration, then i 2 S;
second, if a playeri is chosenfor deletion in this iteration,
then (i; S) (i ;S); third, the price p is the cost share

>i; S).

Lemma 3.9 Let M(; ) be an acyclic mechanism de ned
on a universe U. Suppmse the mechanism M (; ), given
the bid vector b, oers a player i 2 S the price p1 in some
iteration and the price pz in a subseguent iteration. Then

p1 p2.

Pr oof. Let j denote the earlier iteration. Let S denote
the remaining players at the beginning of this iteration, so
pr = (i; S). We prove that no player of L(i; S) will be
deleted in a subsequen iteration; the lemma then follows
from De nition 3.4(b).

Sincei waso ered a price in the j th iteration, b ;9)
for every player * 2 L(i; S). We proceed by contradiction,
and let m denote the rst iteration in which a player * 2
L(i; S) is removed. Let T denote the players removed in
1; since ° was deleted in iter-
aton m, (;SnT) > b (*;S). By assumption, T
contains no players of L(i; S), and henceT  G('; S). But
De nition 3.4(a) then gives (7;SnT) = (; S), completing
the contradiction. [

Lemma 3.9 implies that acyclic medchanisms are truthful.
Sincewe prove a generalization of this result in Theorem 3.13
below, we omit the proof.

Theorem 3.10 Every acyclic mechanism is strategyproof.

Example 3.11 Dene U, , and y asin Example 3.6.
The mechanism M (; ) induced by and y is not strat-
egyproof. To seethis, supposethat vy = 3=4 and b, = 1-4.
If playery bids truthfully , it is not served and receives zero
utilit y. If it bids at least 1, however, it is served at the
price 1=2 and receives positive utilit y. The proof of The-
orem 3.10 does not apply to this mechanism becausethe
largest and the nal prices o ered to player y need not co-
incide.

Example 3.12 Dene U, , and « asin Example 3.6.
Since  is valid for , the acyclic mechanism M (; ) is
strategyproof. It is not GSP, however. To seethis, setvy =
1=2 and vy = 1. In every possible execution of M (; x),
player x receives zero utilit y. The coalition fx; yg can ma-
nipulate the mechanism by bidding by = O and b, = 1;
player x obtains the same utilit y as with truthful bidding,
and player y obtains strictly more.

While acyclic mechanismsneednot be GSP (Example 3.12),
they are always WGSP.

Theorem 3.13 Every acyclic mechanism is WGSP.



Proof. Let M(; ) bean acyclic mechanism de ned on
the universeU. Recall from Section 2 that a mechanism is
WGSP if no coordinated false bid by a coalition of players
can strictly increasethe utilit y of every player in the coali-
tion. Fix a coaliton T U, a valuation vi and a bid by for
every playeri 2 T, and a bid b for every playeri 2 T. Let
(S;p) and (S%p% denote the outcomes of M (; ) on the
input bids (vr;b 1) and (br;b 1), respectively. We need
to show that ui(S;p)  u;(S%pY for somei 2 T.

There are three cases.First, if both S and S° contain T|
if no player of T is deleted in either run of the mecha-
nism M (; )lthen the outcomes (S;p) and (S%p% are
identical and the proof is complete. Second,if some player
of T is not contained in S° then the theorem follows from
the individual rationality of M (; ) (Proposition 3.8(d)).
For the nal case,let i be the rst player of T deleted
by the mechanism M (; ) given the bid vector (vr;b 7).
Supposethat player i was deleted in the jth iteration, and
was o ered the price p; at this time. By De nition 3.1,
pi > vi. Now consider the execution of M(; ) on the
bid vector (br;b 7). Since we are assuming that no player
of T is deleted (T S9, player i will again be o ered the
price p; in the jth iteration. By Lemma 3.9, its nal price
is at least p; > vi, and soits nal utilit y is negative. By
Proposition 3.8(d), the proof is complete. [

4. APPLICATIONS

We now give numerous natural examplesof acyclic mec-
anisms that are not Moulin mechanisms. All of our medcha-
nisms follow, in a generic way, from well-known primal-dual
and dual tting approximation algorithms.

The highlights of our results are as follows. For Vertex
Cover cost-sharing problems, we show that the standard
primal-dual algorithm yields a 2-budget-balanced, O(log k)-
approximate acyclic mechanism, where k denotesthe num-
ber of players. For non-metric uncapacitated facility loca-
tion (NMUFL) and Set Cover cost-sharing problems, we give
an O(log k)-budget-balanced, O(log k)-approximate acyclic
mechanism. The best-possible approximation factors (both
for budget-balance and economice ciency) of Moulin mech-
anisms for Vertex qugr and NMUFL cost-sharing problems
are ( k%) and ( k), respectively [14, 26]. For metric
UFL problems, we achieve 1.61-appraximate budget-balance
and O(log k)-approximate e ciency . The best-possible ap-
proximation factors for Moulin mechanisms for such prob-
lemsare 3[14,23]and (log k) [26], respectively. For Steiner
tree cost-sharing problems, we show that the standard primal-
dual algorithm [1, 8] induces an acyclic mechanism with ap-
proximation guarantees that match the best-possible ones
for Moulin mechanisms (2 for budget-balance [16, 19] and
(log ?k) for economice ciency [25, 26]).

4.1 Primal-Dual Algorithms Yield Cost-Sharing

Mechanisms

This section reviews how primal-dual algorithms naturally
induce cost-sharing methods and o er functions.

Given a 0-1 integer program (IP), a primal-dual (PD) al-
gorithm simultaneously constructs a feasible solution to the
IP and a feasible (fractional) solution to the dual of the lin-
ear programming (LP) relaxation of the IP. For minimiza-
tion problems, weak duality implies that every feasible dual
solution is a lower bound on the optimal IP solution (see
e.g. [4]). If the integral primal solution has objective func-

tion value at most 1 times that of the constructed dual
solution, then it is within a factor of optimal. Countless
approximation algorithms with provable performance guar-
anteeshave beendesignedusing this technique (seee.g.[28]).

The PD algorithms we consider begin with the all-zero
primal and feasible solutions; the latter is feasible for the
dual LP, the former is infeasible for the primal LP. The al-
gorithms maintain a notion of time, which is initially zero.
Each iteration increasesa carefully chosen subset of dual
variables at a uniform rate, until somedual constraint holds
with equality (becomesl\tigh t"). If multiple constraints be-
cometight at the sametime, we assumethat one is chosen
according to some consistert rule. The corresponding pri-
mal variable is then set to 1 and a new collection of dual
variables is selected. The algorithm terminates when the
primal solution is feasible.

We next illustrate theseideas and their consequencedor
cost sharing in the Steiner Tree problem; aswe will see,they
also apply to numerous other problems. In an instance of

connectivity to a common sink vertex t in an undirected
graph G = (V;E) with nonnegative edge costs c. There is
one 0-1 primal variable for eath edge,and one dual variable
for eacth subset of vertices S V nftg that contains at
least one source. A PD Steiner tree algorithm successiely
increasessubsets of dual variables until the primal solution
corresponds to a subgraph that contains at least one s;-t
path for each sources;.

A Steiner tree cost-sharing problem is de ned by a Steiner
tree instance, with the universeU = f1;2;:::;kg de ned
as the set of indices of the source vertices, and the cost
C(S) de ned asthe minimum cost of a subgraph of G that
contains an s;-t path for every i 2 S. The key point is
this: every \natur al* PD Steiner tree algorithm induces a
cost-sharing method and an oer function in a canonical
way. By \natural", we mean that at every point in the
algorithm, every player can be classi ed as either \activ e"
or \inactiv ", and that a dual variable is increased only if
the corresponding subset of vertices includes at least one
active player. All known PD Steiner tree algorithms possess
these properties. A player is traditionally deemed\activ e"
if and only if the current primal solution does not contain
an s;-t path [1, 8], though alternativ e de nitions have been
recertly studied [10, 11, 19].

The cost-sharing method is de ned as follows. Recall
that a dual variable is increasedonly if it correspondsto a
set containing m 1 active players. When a dual variable
is increasedby someamount , the cost share of eat of the
corresponding active playersis increasedby =m. The value

(i; S) isthen the sum of the increasesto playeri's cost share
over the course of the PD algorithm, when executed on the
Steiner tree instance induced by S. The oer time (i;S)
is dened at the latest time at which player i is active in
the PD algorithm. We call the cost-sharing method and
o er function constructed in this way canonical for the PD
algorithm.

We also consider dual tting (DF) algorithms. A DF al-
gorithm is like a PD algorithm, except the invariant of dual
feasibility is exchanged for the invariant that the primal and
dual objective function valuesremain equal. At the conclu-
sion of a DF algorithm, the dual solution is scaleddown by
a 1 factor to ensuredual feasibility. The algorithm then
inherits  as its approximation factor. DF algorithms in-



duce canonical cost-sharing methods and o er functions in
the sameway that PD algorithms do; the nal cost shares,
like the nal dual solution, are divided by

In the next three sections we show that canonical cost-
sharing methods and o er functions yield acyclic meda-
nisms. We concludethis section by noting that good PD and
DF approximation algorithms automatically yield canonical
cost-sharing methods with good budget-balance. This fact
follows immediately from the property that the sum of the
canonical cost sharesis precisely the objectiv e function value
of the constructed dual feasible solution.

Prop osition 4.1 Let C denote a cost function de ned im-
plicitly by a combinatorial minimization problem on a uni-
verse U of players. Let A denote a PD or DF algorithm
that, given a subsetS U, computes a feasible primal solu-
tion with cost C%S) and a feasible dual solution with value
at least CYS)= . Then the canonical cost-sharing method
for A is -budget-lalanced.

4.2 Non-Metric UFL and Vertex Cover

An uncapacitated facility location (UFL) cost-sharing prob-
lem is de ned asfollows. The input is given by a setU of de-
mands (the players), a set F of facilities, an opening cost fq
for eadh facility g2 F, and a nonnegative cost function c de-
ned onU[ F. ToserviceasubsetS U of players, a cost-
sharing method opensasubsetF® F of facilities, incurring
opening costs, and connects each player of S to an open fa-
cility, incurring connection costs. The cost C(S) of a subset
S U of playersis then de ned asthe cost of an optimal
solution to the UFL pgpblem indqud by S. In other words,
C(S) = mingr ¢] a2F fqg+ ,smingze c(qg;i)]: In
the metric version of UFL, we assumethat c forms a metric
onU[ F. In the non-metric version (NMUFL), c can be ar-
bitrary . We also allow ¢(q;i) = +1 in NMUFL, indicating
that the demand i 2 U cannot be assignedto the facility
g2 F.

We begin with the non-metric case,which generalizesthe
Set Cover, Vertex Cover, and metric UFL problems. We
consider the following primal-dual formulation of NMUFL.
There is one primal variable for each star|eac h pair (q;T),
where q is a facility and T is a subsefof demands. The
cost of the star (q; T) isdened asfq+ ,; c(q;i). There
is one primal constraint per player, stating that at least
one star containing the player should be chosen. There is
a one-to-one correspondence between dual variableg, i and
playersi. Each dual constraint statesthat the sum ,,; |
of the dual variables of the players in a star (q; T) should
not exceedthe cost of the star.

At the beginning of the PD algorithm, all dual variables
are zero, all stars are unchosen, and all facilities are closed.
A player is active if and only if it is not yet contained in a
chosenstar. In ead iteration, the dual variable ; of eac
active player is raised uniformly until the dualpconstralnt
for sgme unchosen star (g; T) becomestight: 2T i
fq+ 1 ¢(gi). When such a star becomestight, it is cho-
sen, the facility g is opened (if necessary), and the active
players of T are deactivated. Such a star can be found in
polynomial time, eventhough there are an exponertial num-
ber of stars (see[15]). This algorithm maintains feasibility of
the dual solution. The canonical cost-sharing method  sim-
ply assignscost sharesequal to the nal values of the dual
variables. The canonical o er function sets (i; S) to bethe

time at which player i is deactivated in the PD algorithm,
which is the sameas the value of its nal dual variable. We
call the induced mechanism the basic PD mechanism.

The cost-sharing method is not cross-monotonic, and
thus does not lead to a strategyproof Moulin mechanism.
We next show that the oer function is valid for , and
hencethe basic PD medhanism is strategypro of for all NMUFL
problems.

Theorem 4.2 The basic PD mechanism is acyclic.

Pr oof. Fix a NMUFL cost-sharing problem and let ;
be the canonical cost-sharing method and o er function, re-
spectively, for the PD algorithm. Let E(S) denote the ex-
ecution of this algorithm on the NMUFL instance induced
by asubsetS U of players. Fix S U and aplayeri 2 S.
Let (g; A) denote the star chosenat time (i; S) in E(S) that
contains player i.

To establish De nition 3.4(a), choose T G(i; S). No
star chosenin E(S) at or beforetime (i; S) includes a player
of T. Deleting the players of T therefore has no e ect on
the execution of the PD algorithm at or beforetime (i; S)|
formally, this follows by induction on the iterations of the
algorithm. Sincethe nal costshareof playeri is determined
onceit participates in a chosenstar, (i;S)= (i;SnT).

The proof of De nition 3.4(b) is similar. Deleting a sub-
setT  G(i;S)[ (E(i; S) nfig) of players does not a ect
the execution of the PD algorithm prior to time (i; S), so
the oer time (i;SnT) will be at or after (i;S). Thus

(i;8SnT)= (i;SnT) (i; S) = (i; S), completing the
proof. [

Next we discussthe approximate budget-balance and ef-
ciency of the basic PD medanism. Let dnax denote the
maximum number of distinct players that can be assigned
to a common facility at nite cost. Extending the well-
known analysis of primal-dual Set Cover algorithms (see[13]
and [28, Chapter 15]) and applying Proposition 4.1 implies
the following.

Prop osition 4.3 The basic PD mechanism for NMUFL is
(dmax )-budget-talanced.

While dmax can be as large as the number of players in
general NMUFL problems, it is much smaller in important
special cases. For example, in a Vertex Cover cost-sharing
problem, the players U are the edgesof an undirected graph
with weighted vertices, and the cost C(S) of a subsetS U
of playersis de ned asthe minimum-weight vertex cover of
the subgraph of G corresponding to the players S. This is
a special caseof a NMUFL problem in which vertices of G
are facilities, vertex weights are facility costs, edgesof G are
demands, and c(q; i) is either O (if the edgecorresponding to
player i is incident to the vertex corresponding to q) or +1
(otherwise). For every such problem, dmax = 2 and hence
the simple PD mechanism is 2-budget-balanced.

Thus acyclic mechanisms have radically better budget-
balance than Moulin mechanisms for Vertex Cover cost-
sharing problems (recall the latter can only be ( k'*%)-
budget-balanced). The next theorem states that they have
exponertially better approximate e ciency, as well. The
proof is non-trivial and we defer it to Appendix B.

Theorem 4.4 The basic PD mechanism is O(dmax + logk)-
approximate.



4.3 Non-Metric and Metric UFL

The basic PD mechanism has poor budget-balance and ef-
ciency for NMUFL problems in which dmax is large. In this
section, we show that a variant of a well-known dual- tting
algorithm induces an O(log k)-budget-balanced, O(log k)-
approximate acyclic mechanism for all NMUFL problems.
We also obtain stronger results for metric UFL problems.

The following DF algorithm was studied by Jain et al. [15]
in the context of the metric UFL problem, though it is de-
ned more generally for NMUFL problems. It is closely
related to the PD algorithm of the previous subsection; the
primary di erence is in the choice of the star (g;T) in each
iteration.

In ead iteration of the algorithm, the dual variables of
all active players are raised at a uniform rate, until for some
unchosen star (g; T) one of the following conditions hold:
g is closed and the sum of the dual variables of the active
playersin T equalsthe cost of the star; or g is open and the
gum of the dual variables of the active playersin T equals

i»1 €(0;i). When a star (g, T) satis es one of these con-
ditions, it is chosen, the facility q is opened (if necessary),
and the active players of T are deactivated. Such a star
can be found in polynomial time. This algorithm maintains
the invariant that the sum of the dual variables equals the
current cost of the primal solution. Extending the well-
known dual tting analysis of the greedy Set Cover algo-
rithm (seel[3, 13] and [28, Chapter 13]) shows that scaling
down the nal dual variables by the kth Harmonic number
Hk = ikzl 1=i Ink suces for dual feasibility (where
k = juj).

The canonical cost-sharing method for this DF algorithm
de nes the cost share (i; S) to be i=Hy, where ; is the
nal (unscaled) dual variable of player i in the NMUFL in-
stanceinduced by S. (Here k denotesjUj, and not jSj.) The
canonical o er function sets (i; S) to be the time at which
player i is deactivated in the DF algorithm, which is the
same as the value of its nal (unscaled) dual variable. As
special casesof this mechanism were studied in [5], we call
M (; ) the DMV mechanism. Minor modi cations to the
proof of Theorem 4.2 show the following.

Theorem 4.5 The DMV mechanism is acyclic.

Proposition 4.1 immediately implies that the DMV medh-
anism for NMUFL is H-budget-balanced. This budget-
balance guarantee is the best possible for polynomial-time
NMUFL medhanisms, assumingP 6 NP [6], and is expo-
nentially better than the best-possiblebudget-balance factor
of NMUFL Moulin mechanisms [14]. Our next result shows
that the DMV mechanism also has exponertially better ap-
proximate e ciency than NMUFL Moulin mechanisms (see
App endix B for the proof).

Theorem 4.6 The DMV mechanism is O(log k)-approximate.

We conclude this section by discussing metric UFL cost-
sharing problems. Theorems 4.5 and 4.6 obviously cortin ue
to apply. In addition, Proposition 4.1 and results of Jain
et al. [15] imply that the DMV mechanism has much better
budget-balance for metric UFL problems.

Prop osition 4.7 ([5]) The DMV mechanism for metric UFL
cost-sharing problemsis 1:861-budget-talanced.

The DMV mechanism therefore has provably better bud-
get balance than every Moulin mechanism for metric UFL
problems [14], while matching the best-possibleapproximate
e ciency of O(1)-budget-balanced Moulin mechanisms for
such problems [26].

Remark 4.8 The DMV mechanism has an alternativ e de-
scription in which all of the successie invocations of the
underlying DF algorithm are combined into a single one. In
particular, the mechanisms in [5] are described in this way.

Remark 4.9 Other metric UFL algorithms alsoinduce acyclic
mechanisms. Most notably, a proof similar to that of The-
orem 4.2 shows that the dual tting 1.61-appraximation al-
gorithm of Jain et al. [15] induces a 1.61-budget-balanced
acyclic mechanism, improving over the guarantee in Propo-
sition 4.7. Similarly, the primal-dual algorithm of [18] in-
ducesa 3-budget-balanced acyclic mechanism. Both of these
mechanismsare also O(log k)-approximate (details omitted).

4.4 SteinerTree

For our nal example, we derive a non-Moulin acyclic
mechanism for Steiner tree cost-sharing problems (recall Sec-
tion 4.1). This mechanism matches but does not improve
upon the approximation guaranteesknown for Moulin mech-
anisms. We presert the mechanism to demonstrate the ex-
ibilit y of the acyclic mechanism framework for transforming
\o -the-shelf " primal-dual algorithms into truthful mecha-
nisms in a generic way, even for fairly complex cost-sharing
problems.

We now review the primal-dual Steiner tree algorithm de-
signed in [1]; the primal-dual interpretation was made ex-
plicit in [8]. Consider an instance of Steiner tree, given by
a graph G = (V;E), edgecostsc, asinkt 2 V, and sources

straints) correspond to edges,and dual variables correspond
to subsetsA  V nftgthat contain at least one sourcever-
tex. The dual constraint for the edge e species that the
total value of the dual variables corresponding to sets A
that contain exactly one endpoint of e is at most c.. A
player i is de ned to be active if and only if it is not in
the same connected component as the sink t in the current
primal solution.

In ead iteration, we raise the dual variables that corre-
spond to the connected components of the current primal
solution. For technical reasonsand to conform to the algo-
rithms in [1, 8], we also raise an \arti cial dual variable"
that corresponds to the connected componert that contains
the sink t. Weinclude the contribution of arti cial dual vari-
ables to the dual packing constraints, but not to the dual
objectiv e function value or to the cost sharesof any of the
players. These dual variables (including the articial one)
are raised uniformly, until some dual constraint becomes
tight. The corresponding edgeis then added to the primal
solution. The algorithm halts when all players are inactiv e.
(There is also a \rev erse delete step”; since the details are
not essetial for the following discussion, we refer the reader
to [8].)

As discussedin Section 4.1, this algorithm inducesa canon-
ical cost-sharing method and a canonical o er function

Unlik e the NMUFL problems studied in Sections 4.2
and 4.3, a dual variable can correspond to more than one
active player, in which casethe dual increaseis distributed



equally among the cost shares of these players. As a re-
sult, there is no longer a clear relationship betweenthe cost
share (i; S) and the oer time (i;S). In addition, the
method is not cross-monotonic (Example A.1). Nonethe-
less,we provethat the mechanisminduced by and , which
we call the AKR-GW mechanism, is acyclic.

Theorem 4.10 The AKR-GW mechanism is acyclic.

The proof of Theorem 4.10 is somewhat subtle and we
defer it to Appendix C.

A variant of the arguments in [1, 8], together with Proposi-
tion 4.1, implies that the AKR-GW mechanism is 2-budget-
balanced. Modifying the proofsand examplesfrom [26] show
that the AKR-GW mechanismis (log 2 k)-approximate (de-
tails omitted from this abstract). Theseapproximation guar-
antees match the best-possible factors for Moulin mecha-
nisms [19, 25].

Remark 4.11 Not all classical primal-dual algorithms in-
duce acyclic mechanisms. To seethis, recall that the Steiner
Forest problem is the generalization of Steiner tree in which
each source vertex s; is paired with a dierent sink ver-
tex ti. The AKR-GW algorithm extends (and was originally
designedfor) this generalization. However, the mechanism
induced by the canonical cost-sharing method and o er func-
tion of this algorithm is not acyclic (or truthful). Indeed,
there are Steiner Forest instances for which no oer func-
tion is valid for the canonical cost-sharing method of the
AKR-GW algorithm (Example A.2). On the other hand,
there is a di erent primal-dual algorithm that induces a 2-
budget-balanced, cross-monotonic cost-sharing method for
every Steiner forest instance [19].

5. GENERAL DEMAND GAMES

We now extend acyclic mechanismsto the generaldemand
setting. We rst discussthe mechanism design framework,
and then apply it to fault-toleran t facility location problems.

5.1 The Framework

In a genelal demand cost-sharing problem, there is again
auniverseU = f1;2;:::;kg of players. Each player i has a
publicly known \maxim um level of service" R; (a positive
integer). An outcome S now denotes a nonnegative vec-

ead player. The cost function C describesthe cost incurred
by the medchanism designer as a function of the outcome S.
We assumethat the cost of the all-zero vector is zero, and
that the cost is nondecreasingin each componernt. We also
assumethat every player prefers higher levels of service, but
obtains diminishing returns. In other words, the private
\t ype" of a player i is a nonnegative vector vi, where vi(j)
denotes the marginal value of level j (over level j 1) to
player i, and we assumethat vi(j) is nonincreasingin j.

and assignsa vector of prices to eadh player i. This vec-
tor has length s;, with the jth component describing the
marginal price that player i should be charged to attain the
jth level of service (over that for levelj 1). An oer func-
tion also accepts an outcome S and assignsead playeri a
nonnegative real vector of length s;.

As in the binary demand case,a cost-sharing method and
an o er function de ne a mechanism that simulates an iter-
ativ e auction.

De nition 5.1 Let U beauniverseof players, where player i
has maximum level of serviceR;. Let and denote a cost-
sharing method and an o er function de ned on the possible
outcomes. The mechanism M (; ) induced by and s
the following.

1. Collect a bid b(1);:::;b(Ri) from each playeri 2 U.
2. Initialize S := (Ra1;:::;Rk).

3. 1fb() (i;j; S) foreveryi 2 Sandj 2 f1;2;:::;si),
then halt. Output the outcome S, the feasible solution
constructegh by , and charge each player i 2 S the

price pi = 7L (i) S).

. b() < (i;j;S), let (i ;j ) be one with minimum
(i; j; S). (Break ties arbitrarily .)

5. Decremert s; by one and return to Step 3.

We next state conditions on a cost-sharing method and an
o er function that ensuretruthfulness of the induced mech-
anism. Two of the conditions are natural generalizations of
those in De nition 3.4. We also require a third condition
becausethere are multiple levels of service.

In the de nition, we use the following notation. For two
vectors S and T with the sameindex setU, wewrite T S
ifti s foreveryi 2 U. Wewrite S T for component-
wise subtraction. For an o er function and vectors S and
T with S T, wewrite L(i;j; S), E(i;j; S), and G(i; j; S)
for the sets f(i%j% : (i%j%S) < (iij; S)a, f(i%9 :

(i%%s)= (i} S)g,andf(i%% : (i%]%S)> (i} S)g,
respectively. Finally, by T G(i; j; S) we meanthat, for ev-
ery player i° all of the pairs (i%si0  tio+ 1);:::;(i%s0) lie
in G(i; j; S).

De niton 5.2 Let and be a cost-sharing method and
an o er function, respectively, de ned on a universe U in
which player i has maximum level of service Ri. The func-
tion isvalid for if the following three properties hold for
every outcome S and playeri 2 U:

@ (;j;S T)= (] S) for every level j s and
subsetT  G(i;j; S) with s;  ti j;
by (;;S T) (i; j; S) for every level j s; and

subsetT G(i;j; S)[ E(i;]; S) with s;  ti  j;

(c) the costshare (i; j; S) is nondecreasingin j.

We call the induced (general demand) mechanism M (; )
acyclic if the oer function s valid for the cost-sharing
method

As in the binary demand case, the rst two conditions
ensurethat ead player is o ered a nondecreasingsequence
of prices for each level of demand. The third condition states
that the prices o ered to a player should increasewith the
level of service, and prevents eac player from overbidding
in order to acquire extra levels of service. Formally, we have
the following guarantee (proved in App endix E).

Theorem 5.3 Every geneial demand acyclic mechanism is
strategyproof.



5.2 Fault Tolerant Facility Location

Recall the non-metric and metric UFL cost-sharing prob-
lems introduced in Section 4.2. In the fault-tolerant ver-
sion, there are multiple levels of service, corresponding to
the number of distinct facilities that a player must be as-
signed to. More precisely, an FTUFL cost-sharing problem
is specied by the same data as a UFL problem, but the
cost function C is de ned on vectors S of nonnegative inte-
gersthat are indexed by the players. The cost C(S) denotes
the minim um-cost way of opening facilities and assignseact
player to the prescribed number of distinct open facilities.

For the non-metric version of FTUFL, we can extend
the DMV mecdanism (Section 4.3) to an O(log k)-budget-
balanced, O(log k)-approximate generaldemand acyclic mech-
anism. We discussthis result further in App endix D. In this
section, we focus on the more challenging problem of obtain-
ing improved results for the metric case.

We next describe a cost-sharing method and o er func-
tion for metric FTUFL cost-sharing problems. The method
will also produce a solution to the induced FTUFL instance.
The idea is to employ the Pal-Tardos cross-monotonic cost-
sharing method "7 for metric UFL [23]in an iterativ e way.
While cross-monotonic cost-sharing methods have tradition-
ally beenusedto design GSP mechanismsfor binary demand
problems (seeSection 1), we demonstrate their usein design-
ing cost-sharing mechanisms for general demand problems.
(Our medhanisms need not be GSP; seeRemark F.3.)

Given a metric FTUFL problem with player set U and

1. Let A, denote the playerswith s; r, invoke PT on

the (non-fault-toleran t) UFL instance induced by A
to obtain a feasible solution and cost shares, and set
(i;r;S)= PT(i;A)and (i;r;S)=rforalli2A,.

2. Zero out the cost of the newly opened facilities, and
increasec(q;i) to + 1 for all pairs such that i is already
assignedto q.

The cost-sharing method thus runs in phases,where the

" phaseis a run of the Pal-Tardos cost-sharing method
PT on the set of players A, with s; r. The r'" phase
adds an additional connection to every player in A;, and
assignsa marginal cost share to eac such player equal to
that assignedby PT. Invoking PT openssome facilities,
and we zero out the cost of these facilities to avoid incur-
ring opening costs multiple times acrossphases. To ensure
that ead player is connected to distinct facilities in the -
nal solution, if a useri is connected to a facility g, we set
c(g;i) to +1 . (This also destroys the property that cis a
metric, and therefore complicates the analysis.) Finally, for
every playeri and level of servicer, the o er time (i;r;S) is
simply r. We call the induced mechanism the FTPT medh-
anism.

We use two properties to prove that is valid for . The
rst is cross-monotonicity of T [23]. The secondis the fol-
lowing lemma (proved in App endix F), which assertsthat
the cost function updates can only causecost sharesto in-
crease.

r

Lemma 5.4 Let C be a UFL cost function and A a set of
players. Invoke PT to obtain a feasible solution to the UFL

instance induced by A, and construct a new cost function €
by updating facility and assignmentcosts asin Step 2 alove.
Let e”T denote the Pal-Tardos cost-sharing methad for €.
Then €7 (i; A) PT(i; A) for everyi 2 A.

We can now prove that the FTPT mechanism is acyclic.

Theorem 5.5 The FTPT mechanism M (;

Pr oof. Fix acostshare (i;r;S)with oer time (i;r;S) =
r. De nition 3.4(a) follows from the fact that pairs of G(i; r; S)
can only aect iterations of after that rth one. De ni-
tion 3.4(b) follows from the cross-monotonicity of PT. Def-
inition 3.4(c) requires that  (i; r%S) (i:r:;S) for r%> r.
It suces to establish this for r°= r+ 1. Note that phaser®
has at most as many players as phaser. Applying Lem-
mas 5.4 and the cross-monotonicity of FT completes the

proof. [

) is acyclic.

We also prove guarantees on the approximate budget-
balance and economic e ciency of the FTPT mecdhanism.
Our guaranteesare good provided Rmax = max; R; is small,
such as a constant. (Recall in UFL, Rmax = 1.) Precisely,
we have the following theorem.

Theorem 5.6 The FTPT mechanism is O(R2, )-budget
balanced and O(log k + R2, )-approximate.

The proof of Theorem 5.6 is somewhat technical and we
defer it to the full version.

6. CONCLUSIONS AND OPENPROBLEMS

Our work suggestsmany directions for future researd.
An obvious oneis to improve the approximation guarantees
preserted in this paper. For example, is there an O(1)-
budget-balanced, o(log? k)-approximate acyclic mechanism
for Steiner tree cost-sharing problems? Is there an O(Rmax )-
or even O(1)-budget-balanced acyclic mechanism for met-
ric FTUFL that has reasonable economic e ciency? Con-
versely, what are the fundamental limits on the approximate
budget-balance and e ciency of acyclic mechanisms for dif-
ferent classesof cost-sharing problems? Another direction is
to designand analyze acyclic mechanismswith good approx-
imation guarantees for larger classesof cost-sharing prob-
lems.

General demand cost-sharing problems should be studied
in much greater depth. For example, can Moulin mecha-
nisms be applied to such problems? (The negative results of
Moulin [21] assumefull budget-balance.) Is there a general
mechanism design technique when marginal valuations can
be increasing? What other general demand problems admit
good acyclic mechanisms? In particular, connectivity cost-
sharing problems|in  which eat player seeksa prescribed
number of disjoint paths in a network betweenits sourceand
sink vertices|p osea concrete challenge for our techniques.

Finally , we have few characterizations of cost-sharing mec-
anisms. Moulin [21] provides characterizations under the
assumptions of GSP and full budget-balance. Immorlica,
Mahdian, and Mirrokni [14] provide a partial characteriza-
tion of GSP mechanisms without any budget-balance as-
sumptions. Can we characterize the set of WGSP medch-
anisms (with or without full budget-balance)? To what
extent do acyclic mechanisms exhaust the class of WGSP
mechanisms?
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APPENDIX
A. ADDITION AL EXAMPLES
1/2 1 2
RootC 5 %

Figure 1. GW cost-shares are not cross-monotonic.

Example A.1 The Steiner tree instance in Figure 1 shows
that the AKR-GW cost-sharing method is not cross-monotonic.
We have that (C;fA;B;Cqg) = 3=2 and (C;fB;Cg) =

5=4. The o er times ensurethat Lemma 3.9is still satis ed|

in this case, it is critical that the oer to player A is made
before player C in the set fA; B;Cg so that player C sees
ascendingo ers.



Figure 2: GW for steiner forest not acyclic.

Example A.2 Figure 2 shows a Steiner Forestinstance with
three players, eath corresponding to a terminal pair: pl =
(s1;t1), p2 = (s2;t2) and p3 = (s3;t3). Note that the ar-
rangemert is symmetric w.r.t. to players pl and p2. Sup-
pose that player p3 is composed of a large number of co-
located terminal pairs. A run of AKR-GW on the player set
p1; p2; p3 will assignplayer pl a cost-share1=2+ 1=2+ 1=4+
1=8 = 11=8. Also pl hascost-share1=2+ 1=2+ 1=4+ + + =
10=8+ 3 in the set pl; p3, where can be made arbitrarily
small by increasing the number of terminal pairs co-located
at s3;t3. Thus, deleting player p2 from the set pl; p2; p3
causespl's share to drop. By symmetry, deleting player
pl from the set pl;p2; p3 causesp2's share to drop. The
presenceof this cycle precludes a valid o er function.

This example shows that, in somenatural case,the canon-
ical cost-sharing method of a primal-dual algorithm cannot
be turned into an acyclic mechanism.

B. PROOFSOF THEOREMS 4.4AND 4.5

In this section we analyze the e ciency of the basic PD
acyclic mechanism for NMUFL. We prove the following the-
orem:

Theorem B.1 Basic PD is (Hk + dmax )-approximate for
NMUFL.

Fix a cost function C, that de nes a NMUFL instance
on a universe U. Fix a vector of valuations v. Let S be
the optimally e cien t allocation. Let S° be the setthat the
mechanism M (; ) allocates service for the bid vector v.
Here, and are dened asin Section 4.2. We need to
prove that:

CUSH + V(UNSY  (Hy + dmax )(C(S) + V(UnS) (1)

We rst focus on bounding C%S%. We make use of the
fact that basic PD cost-shares satisfy the core condition
and are dmax budget balanced. In general, a cost-sharing
method is said to satisfy the core condition if for all sets
S U andall subsetsT S, the following condition holds:

(i; S) Cc(T) 2
i27

We can prove the following lemma for any cost-sharing
method

Lemma B.2 If is budgethalanced and in the core, then
cYs) (C(S )+ V(SnS)).

Pr oof. SinceM ( ; )is budget-balanced,

X
sy O
i2s
X X
(i;S) + sy SO
i2S\' S i2SnS

Since the cost-sharesare in the core,Fand the cost function
is increasing, C(S) C(S\ S) i2sis (i;S). This
boundsthe rst summand onthe LHS of the above equation.
To bound the second summand, note that the mechanism
satises IR - so, for any agert i in S, v; (i; S). This
provesthe lemma. [

It is straightforward to establish the following fact.

Fact B.3 Basic PD cost-shares satisfy the core condition.

Instantiating Lemma B.2 for basic PD givesthe following.

Corollary B.4 If
V(SnS))

is basic PD, then C%S)  dmax (C(S )+

Next, we bound the magnitude of the deleted valuations
V(SnsY.

Lemma B.5 V(SnS% H¢ C(S).

Pr oof. Let denotethe order in which M (; ) deletes
playersin SnS°% Fix anagert ; 2 SnS% Let S? be the
set of agerts presert when ; was deleted. Becausev |,

( i;SY), it suces to prove the following inequality:

(i;S)  Hk C(9): ®)
1 ij sns9

First, we claim that agerts in SnS°after ; in the dele-
tion ordering have o er-times (activit y times as per the
primal-dual algorithm) at least that of ;. Formally, 8 ; 2
sns%j > i (j;S) ( i;SY. Consider an arbitrary
such ;. Recall that ; isthe rst player in S?with its val-
uation lower than its cost-share. Soif ( j;SP) < ( i;SD,
then player ;'s bid is at least aslarge asits cost-sharein the
current round. BecausePD cost-sharesare acyclic (Theo-
rem 4.2), De nition 3.4(a) implies that it will have the same
cost-sharein subsequen rounds. Becauseit is not deleted in
the current round, it will not be deleted in any later round.
But this contradicts its membership in S nS°% This proves
the claim.

We now complete the proof of the theorem. Note that
there exists a solution with cost at most C(S) that services
all the agerts in S, in particular, this solution also services
all the agerts in S n S° not before ; in . Also, because
the algorithm is greedy it will pick the cheapest star. and

i has a cost-shareno larger than the other agerts in in SP.
Thus, (i;S”) <5*. Summing over all the agerts in Sns°
yields the required bound. [

Corollary B.4 and Lemma B.5 together prove Theorem B.1.
For DMV, essetially the same proof implies:



Theorem B.6 A DMV mechanism that is
is Hk + _approximate.

budget-talanced

The proof for basic PD can be used without major mod-
i cations. The only change is that becausecost-sharesare
scaleddown by a factor , the bound in Lemma B.5 can be
sharpened to B which is re ected in the statement of the
theorem.

C. PROOF OF THEOREM 4.10

The proof of Theorem 4.10 hinges on the following known
monotonicity lemma for the AKR-GW algorithm, which fol-
lows by induction on the iterations of the algorithm (see
e.g.[11, Lemma 3.25]).

Lemma C.1 Letl denotea Steiner tree instance with sink t
S, and let | ° denote
the Steiner tree instance induced by SnT. Let E(I) and
E(1 9 denote the execution of the AKR-GW algorithm on |

and | % respectively. Let  denotethe rst moment in time
in E(1) at which some source of T joins the connected com-
ponent of t. Suppsethe subsetA V nftgis an active dual
variable at time in E(1). Then:

() if A contains no source of T, then A is also an active
dual variable at time in E(1 9.

(b) if A%is an active dual variable at time
A\ A%6 ;,then A® A.

in E(1% and

Roughly, Lemma C.1 states that removing a subset T of
source vertices can only shatter active dual variables into
smaller ones, up until the time at which the rst sourceof T
becameinactiv e.

Pr oof of Theorem 4.10: Fix a Steiner tree cost-sharing
problem with universe U, a subset S U, and a player
i2S. Let and denotethe canonical cost-sharing method
and o er function for the AKR-GW algorithm, respectively.
To ched De nition 3.4(a), x a subsetT G(i; S). Let
E(S) and E(S nT) denote the execution of the AKR-GW
algorithm on the Steiner tree instances induced by S and
SnT, respectively. By de nition, i joins the connected com-
ponent of t at time (i; S) in E(S), and no player of T has
joined this componert by this time. It follows that no player
of T is contained in the connected component of player i
at or before time (i; S) in E(S). By Lemma C.1(a), the
contributions to player i's cost share are exactly the same
in E(S) and in E(SnT) until the time (i; S), at which time
the player i becomesinactive (in both executions). Hence

(i;S)= (i;SnT), asdesired.

To chek Denition 3.4(b), x T G(i;S)[ (E(i;S)n
fig). By Lemma C.1(b), at each moment in time prior to

(i; S), the connected componert of player i in E(SnT)
contains at most as many players as that in E(S), and does
not contain the sink t. Therefore, by time (i; S), player i
has accumulated at least as large a cost sharein E(SnT) as
in E(S). Sincethe player's cost sharein the latter execution
is xed by time (i; S), the nal cost sharessatisfy (i; Sn
T) (i;s). 0O

D. NON-METRIC FTUFL

In this sectionwe prop osea cost-sharing method for FTUFL.

This is a variation of the cost-sharing methods proposedin

Section 4.3. We will show that the cost-sharesare acyclic
by identifying a valid o er-time function.

An instance of the non-metric uncapacitated fault toler-
ant facility location problem is an instance of the non-metric
uncapacitated facility location problem augmened with re-
quirements. Each agert i 2 U has a non-zero integral re-
quirement ri. To service a requirement vector r, opensa
subsetF® F of facilities, incurring opening costs, and con-
nects eac agert i to ri open facilities, incurring some con-
nection cost. It allocates cost-sharesto eac of the agerts
with non-zero requirement.

The cost-sharing method is an modi cation of the DF
cost-sharing method for non-metric UFL (Section 4.3). The
dierence is that dual-variables of agerts are frozen only
when their requirement level has been attained. For any
agert i and requirement levelj  s;, the cost-share (i;j; S)
and the oer time (i;j; S) are both the equal to the time
when the requirement level j was satis ed. This correspon-
dence between cost-sharesand o er-times ensuresthat Def-
inition 5.2(c) is satis ed as subsequen levels are serviced at
a point later in time. Parts (a) and (b) and De nition 5.2
can be established as in the proof of Theorem 4.2.

Lemma D.1 The mechanism M (; ) is acyclic.

Variants of the standard set-multicover analysis [28] al-
low us to bound the budget-balance and the e ciency of
the mechanism (details omitted). The following bounds are
tight up to constants.

Lemma D.2 The mechanismM (; ) is Hk-budget-talanced.

Lemma D.3 The mechanismM (; ) is O(log k)-approximate.

E. PROOF OF THEOREM 5.3

We begin with a lemma stating that the prices o ered to
a player for a given level of service can only increase with
the number of iterations.

Lemma E.1 For every agentp, and every level j: Supmse
i is made an oer for levelj in round t. Then for every
round t° > t where agent p is still made an oer for level
i, we have (p;j; s) (p:j; 9. Here, s and s° denote the
vector of requirements at roundst and t° respectively.

Pr oof. By De nition 5.2(b), it suces to prove the fol-
lowing claim about o ers that strictly precedethe o er( p;j).
Formally, we claim that if (g;k) 2 L(p;j; s), then k  sJ.
We start by noting the following general fact implied by the
de nitions of L and E:

8(qk) 2 L(p;j; s); L(ak;s)[ E(a;k;s)  L(psi;s) (4)

We now prove the claim by induction. Supposethe claim
is true for around t° t. Let d°=s % By the induction
hypothesis, d®  G(p;j; s) [ E(pij; 5). By(4), d  G(g;k;s).
Therefore, by De nition 5.2(a), (q;k;s) = (qg;k;s).

Recall that in each round o ers are made in increasing
order of service times, and the round is aborted whenever
even one agert rejects. Becausep is made the o er for level
j in rounds t, any (q;k) 2 L(p;j; s), player g was made an
oer at level k, which it accepted. As it is o ered exactly
the sameprice in round t° it will acceptan oer at level k in
round t° Thusk s3 where s®is the requirement-v ector
in round t°+ 1. This provesthe claim. [



We now prove Theorem 5.3.

Pr oof of Theorem 5.3: Suppose an agert reports a
bid vector b; which is dierent from his true valuation v;.
We will use Lemma E.1 to show that reporting v;, does
not reduce agert i's utilit y. Forj = 1;:3; Ry, let the hybrid
vector h! bethe vector de ned ash![k] = vi[k] 8 k = 1;:;]j
and h! [k] = b[k] 8 k = j + 1;:;;Ri. We will prove that, for
j = 1;::Ri, changing i's bid vector from h! * to h! does
not decreasei's utilit y. Sinceh®' = v;, we will be done.

Supposethis is true for h! Lo h! causesno changein the
control o w from h{ ! then we know that the utilit y of agert
i alsodoesn't change. Otherwise, consider the following two
cases.

Casel: b[j] > vi[j]: The only way that the control ow
can changeis that in the run with h! the agert is dropped at
level j in someround, but it continued in the run with h! *.
By misreporting his value, Condition B in conjunction with
the concave utilit y function insures that if the mechanism
terminates in the current round, player's marginal utilities
from level j onwards are not positive. Lemma E.1 implies
that this will continue to be true in subsequer rounds.

Case2: b[j] < vi[j]: Now he stays in in h!, although he
dropped out in h! 1. As the mechanism satis es VP, this
cannot improve the agerts utility. [

As in the binary demands case, we can strengthen the
proof to show every general demands acyclic mechanism is
weakly groupstrategypro of (details omitted).

F. PROOF OF LEMMA 5.4

As discussedin Section 5.2, the cost-sharing method for
the metric FTUFL problem is constructed iterativ ely by re-
peatedly running the Pal-Tardos [23] cost-sharing method,

PT . In this section we prove Lemma 5.4, which states that
the cost updates that we perform can only causecost-shares
of playersto rise. We start by reviewing the PT cost-sharing
method. A detailed description can be found in [23].

Given a facility location instance de ned by agerts U,
facilities F with opening costsf, and a metric conU [ F,
the corresponding PT cost-sharing method p1 is de ned
as follows. Fix an arbitrary subsetS U of agers. First,
there is a notion of time, which is initially 0 and increases
at a uniform rate. At atime t 0, we assaiate with eadh
agert i 2 S a ball of radius t with certer j, where distances
are with respect to the given metric c. We say that an
agen "touc hes" a facility q at time t, if the ball of the agert
includes g at time t. Once such a ball includes a facility
g2 F, the subsequen growth of this ball contributes toward
\lling" this facility. Once these contributions equal the
facility's opening cost f 4, we declare the facility g to be full.
We call the time at which a facility becomesfull the I ling
time of the facility. Precisely, facility g becomesfull at the
time t9 de ned by the equation

maxf O; t°
i2s

c(g;i)g= fq: %)

The PT costshare pr(i; S) ofaagertiin S isthen de ned
as the length of time during which there is no full facility
in agert i's ball; alternativ ely, it is equal the time instant
when it rst touches a full facility.

PT usesa simple rule is usedto decide which facilities to
open. A facility g, which becomesfull at time tq, is opened

if and only if there is no already open facility p within a
radius 2 tq of g. Users are connected to the nearest open
facilities.

We start by stating a useful result that was previously
proven in [23]. For a xed UFL cost function and a xed
player set, asin [23], we de ne contributor sets S, for eadh
facility p. Informally, this is the minimal set of users such
that charging them the same amount can cover the cost of
their connection to p and the opening cost of the facility.
This will be precisely the set of players that touch facility p
when it lls up in arun of the Pal-Tardos algorithm.

The following lemma follows easily from arguments in [23].

Lemma F.1 If afacility pis openal, then every userin Sy
is connected to it.

We are now ready to prove Lemma 5.4. As in the state-
ment of the lemma, x a set U of players, and a UFL cost
function C. Invoke the Pal-Tardos on the set A U of
players to get cost-shares P7. Update the facility loca-
tion instance as described in Section 5.2, to obtain a new
UFL cost function €. Invoke Pal-Tardos on the set A to get
cost-sharese®” Then, we needto show that for all i 2 A,

PT(G;A)  ePT(i;A). We call the rst run of the Pal-
Tardos primal-dual algorithm R and the secondrun R® Let
F denote the set of facilities opened by the run R. We rst
prove a lemma that states that the runs R and R are iden-
tical with respect to any facility that is not in the setF.

Lemma F.2 For all f 2F° the | ling time of facility f in
R is equal to the | ling time of the facility in R°

Pr oof. Proof Sketch: Fix such a facility f arbitrarily .
Note that the player set A is identical in both runs. As
facility f was not openedin R, it is una ected by the cost-
update|the connection costs of all playersto the facility f
and its opening cost are identical in both runs. The de ni-
tion of the primal-dual algorithm of Pal-Tardos proves the
lemma. O

We are now ready to prove the theorem:

Pr oof. Assumeto the contrary that there exists a user
i 2 A suchthat PT(i; A) > e”T(i; A). Let f°denote the
rst full facility that userthe i touchesin run R% We know
that the costshareof PT is equalto the time at which it rst
touchesa full facility. Supposef °2 F. Applying Lemma F.2
then implies that the useri cannot have a larger cost-share
in run R. This yields a contradiction.

Now supposethat f°2 F. For i to have a smaller cost-
sharein round R it must have beentouching f %in round R
at the time whenit rst touched a full facility. Then by the
de nition of contributor sets,i 2 S;o in the run R. So by
Lemma F.1, becausef ° is opened, useri must be connected
to f%in R. The cost-update then insures that useri is at a
distance 1 from facility f °in R® This contradicts the fact
that useri touches facility f%in run R%. O

Remark F.3 This example shows that the FTPT mecdha-
nism is not groupstrategyproof. As shown in the Figure 3,
the instance has 3 facilities and 4 players. The connection
costs from left to right are 0, 1,1+ e, 1+ 2e, 1+ 3e, 3. Fa-
cility f1 has an opening cost of 2e. All other facilities have



Figure 3: FTPT s not groupstrategypro  of.(Edges im-
plied by the metric condition are not shown)

opening costs e. Think of e as a very small positive num-
ber. When FTPT isinvoked on the player setfc;; c;; Cs; CaQ,
player ¢4 is assigned marginal cost-shares3 and 5 for re-
quirement levels 1 and 2 respectively. With the player set
fcz;c3;¢a, Cag is assigned marginal cost-shares3; 3 for the
two requirement levels. Supposethat player ¢4 has a very
large marginal valuation and will always get served. If player
¢ has marginal valuation equalto its cost-sharesfor the two
levels, it can help cs bidding 0 marginal valuation for eac
level and getting deleted|this will reduce the amount that
player cs4 pays for its secondconnection, while player c; will
cortin ue to have a utilit y of 0. Thus, the coalition of players
f c1; c2g successfullymanipulates the mechanism.

Though the underlying cost-sharing method of PT is cross-
monotonic, the failure of groupstrategypro ofnesscan be at-
tributed to the opening rule. Recall the the PT cost-sharing
method has a very simple opening rulelwhen a facility lls
up (say at atime t) it is opened unlessthere is an already
open facility within a radius of 2t. The opening rule causes
the following behavior: With all four players preser, in the
rst iteration, facility f1 opens, f, doesnot, and f3 opens.
Player ¢4 is connected to facility f3. The subsequen cost-
update causesc,s to be connectedto f, in the secondround.
The absenceof player c; causesf; to be the only facility
opened in the rst phase. In this situation, f3 is the rst
full facility that the player c4 touchesin either round.



