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Abstract

Triangle meshes are among the most popular representations of 3D objects. This is mainly due to
their simplicity and the highly efficient software and hardware algorithms used in rendering them.
In this paper, we explore one possible representation of manifold triangle meshes and algorithms
used to manipulate this mesh. Using these algorithms we will explore tradeoffs in representation
and rendering as well as transmission costs.

1 Introduction

Triangle meshes have always been a popular form of representing three-dimensional objects. This is
primarily due to the multitude of efficient hardware and software algorithms in dealing with them.
Algorithms for mesh rendering sometimes use new technologies, or “tricks” of mathematics and computers
to their advantage. Naive approaches, however, are generally slow. Rendering is just one of two major
bottlenecks of the graphics pipeline. The second bottleneck is transmission. Whenever there are shared
vertices in a mesh, the same vertex is processed multiple times in rendering the mesh. This is always the
case, for example, in a manifold mesh when vertices have a fan of triangles around them. This multiple
transmission for large meshes can slow rendering to a crawl.

Faster methods for mesh transmission do exist. For example, the method of using triangle-strips
reduces rendering-time by reducing the number of vertices sent to the renderer. To speed up rendering, the
method of triangle simplification may be used to reduce the number of triangles rendered while keeping the
overall structure of a mesh. This is very useful if the mesh is large, but the distance it is being used from is
also large. There may be large amounts of detail rendered, but not visible. In the following paper, we
primarily explore mesh manipulations (section 3) with a focus on triangle strips (section 3.4), mesh
simplification (section 3.5) and mesh subdivision (section 3.6). Triangle strips are further discussed in
section 4 and simplification and subdivision are further discussed in sections 4 and 5. Before we can
explore these manipulations, however, we must first discuss our chosen representation for manifold triangle
meshes. This representation was used by Rossignac during the Eurographics 2000 conference [1].

2 Mesh Representation

A triangle mesh can be easily represented as a list of triangles. Each triangle has three vertices, and each
vertex is a point in 3D space each of which consists of an x, y, and z value. This representation, however,
is inefficient since the same coordinate point may be stored multiple times. In a manifold mesh, a vertex is
shared by multiple triangles (usually 6, if not more). Rossignac’s representation avoids vertex repetitions
by constructing a separate table of unique vertices. The triangle table then references the vertex table.
Now, instead of one vertex, or three data points, being repeated, only one piece of information (i.e. the
location of the vertex in the table) was repeated. This potentially reduces the storage space needed
threefold.

In our discussion of the mesh data structure, it is useful to make the distinction between vertices
and corners. A vertex refers to a unique x/y/z coordinate triplet. A “corner” refers to a particular corner in



a particular triangle. If 6 triangles share a vertex, then 6 corners (one in each of those triangles) will have
the same index into the vertex table.

The representation of the mesh as a linear table of corners, however, doesn’t give us much of the
information inherent to a manifold t-mesh. For instance, it doesn’t tell us anything about the way the
triangles are organized with respect to each other and it doesn’t tell us how triangles are oriented with
respect to the mesh. Therefore, functions or operators were needed to facilitate the logical traversal and
manipulation of the mesh.

First, a set of baseline operations (see Table 1) needed to be defined and implemented. This
specific implementation of the mesh data structure stores the triangle corners in a one-dimensional array
where values t*3, t*3+1, and t*3+2 refer to the three corners of triangle t. This simplifies the
implementation of the corner operators, which operate on a corner c, an index into the corner table. These
operations are described in Table 2.

Operation Definition
c.v Given a corner ¢, find the vertex that the corner references.
c.t Given a corner c, find the triangle containing it.
c.n Given a corner c, find the next corner in the triangle.
c.p Given a corner c, find the previous corner in the triangle.
c.0 Given a corner c, find the corner opposite it.
cl Given a corner c, find the triangle opposite the corner to its left.
crI Given a corner c, find the triangle opposite the corner to its right.
Table 1: Corner Operations.
Operation Description
C.v The vertex is computed by looking up c's entry in the corner table.
c.t The triangle is computed by taking c¢/3 (rounded down).
c.n The corner is computed by: 3*c.t(c) + ((ct+1) % 3).
c.p The corner is computed by: 3*c.t(c) + ((c+2) % 3).
c.0 The opposite is computed by looking up the opposite in the opposite table.
cl The left-opposite corner is computed by taking the opposite of the previous corner.
cr The right-opposite corner is computed by taking the opposite of the next corner.

Table 2: Corner Operation Descriptions.

co @

Figure 1: Corner operators.




These operations were used to aid in consistently orienting the triangles in the mesh, creating triangle strips
in the mesh, collapsing edges in the mesh, and subdividing triangles in the mesh. A visualization of these
operations is provided in Figure 1. These functions and their algorithms will be further discussed in the
next section.

3 Algorithms

Once corner operations have been defined, they can be used in more complex manipulations of the mesh.
These manipulations, in turn, allowed us to use even more complex manipulations. For example, after
building the corner table, we were able to orient the mesh and build triangle strips. In the end, we had seven
complex operations: Building the vertex and corner tables, constructing an opposite table, orienting the
triangles in the mesh, building triangle strips, estimating vertex normal vectors, edge-collapse
simplification and butterfly subdivision. It is also desirable to maintain a table of triangle normals so that
they can be used in rendering and the vertex normal calculations.

3.1 Building the Corner, Normal, and Vertex Tables

The table of unique vertices and the triangle corner table were constructed as the triangle data was initially
read in. The triangle normals were also computed at this time. The algorithm is as follows:

For all triangles:
Forc=1to3
Read in x, y, z (a vertex coordinate)
Search for the vertex in the vertex table.
If not found, add it.
Store the current vertex’s index in the corner table
End for
Compute and store triangle normal.
End for

3.2 Building the Opposite Table

The opposite table is a look-up table used by the c.o operator. For every corner in the mesh (three for each
triangle), there is a corresponding opposite corner in a triangle adjacent to the current corner’s triangle. See
Figure 1. This corner can be obtained by finding the adjacent triangle that shares two vertices with the
current triangle such that these two vertices are c.n and c.p with respect to corner ¢. The opposite corner
c.o is the corner of this adjacent triangle that is not shared between the two triangles. See Figure 1.

Rossignac [1] suggests constructing this table by creating an intermediate table of triplets. For
each corner ¢, create an entry in this table as follows:

{min(c.n.v, c.p.v), max(c.n.v, c.p.v), ¢}

This table is then sorted and consecutive entries 2k and 2k+1 are paired up. In each pair, the third values of
the triplets are opposite each other. The opposite table runs parallel to the corner table.

3.3 Orienting the Triangles

In order for the c.n, c.p, .1, and c.r operators to make sense, the triangles in the mesh must be oriented
consistently with respect to the mesh. That is, the for each triangle in the data structure, its corners must be
stored such that they all run in the same direction on one side of the mesh, and the opposite direction on the
other side. For a closed manifold mesh, we have the notion of being inside or outside the mesh.

Orienting a mesh involves orienting individual triangles. To orient a triangle, we need to get some
information about the triangle’s orientation in space. If we construct two vectors f and g from two edges



of the triangle and cross them together, we get a normal vector n pointing either to the inside or to the
outside of the mesh depending on the ordering of the corners from which f and g were constructed. We can
then construct a ray r from the current triangle extending in the direction of m, and count the parity of the
intersection of r and the rest of the triangles in the mesh. If the parity is odd then the triangle faces inwards
and two corners need to be swapped to correct its orientation.

Problems with this algorithm can arise when the ray r intersects the mesh at points that are shared
by more than one triangle such as an edge or vertex. Our approach to solving this problem was to cast two
rays, one at a tiny deviation in direction from the other, and compare the parities obtained. If they are
consistent then we can be reasonably sure that both are correct. If they are different, we cast yet another
deviated ray and use its parity. For the models tested, this approach worked. (Further experimentation
could be done to determine the actual probabilistic parameters here, but that is beyond the scope of this
work.)

To orient an entire triangle mesh, one could take a brute-force approach, and simply apply the ray-
casting algorithm for every triangle. However, that operation is expensive and repeating it many times
would be very inefficient. Because we know how the triangles are connected to each other, we can get
orientation information from neighboring triangles that we know to be correct. Our approach is to pick a
random seed triangle and orient it correctly by casting rays. Then, we traverse the mesh from this seed and
correct and mark triangles as we go. If we get stuck before all triangles are visited, we pick a new seed and
repeat. Below is our algorithm for orienting a mesh. Immediately following is the algorithm for orienting
a triangle correctly with respect to a triangle we know to be correct.

Orienting a mesh:

While there are unvisited triangles:
Start at a random unvisited triangle (call this the seed triangle).
Check the orientation of this triangle using the Ray Method described below
If the orientation of the triangle is incorrect:
Make it correct.
Endif
Mark the seed triangle as visited.
¢ = an arbitrary corner of the seed triangle.
While there are non-visited adjacent triangles:
If the c.1.t (the left triangle) hasn't been visited:
Mark it as visited.
Fix orientation with respect to c.t (the current triangle).
c=cl
Elseif c.r.t (the right triangle) hasn't been visited:
Mark it as visited.
Fix orientation with respect to c.t (the current triangle).
c=cr
Elseif c.o.t (the opposite triangle) hasn't been visited:
Mark it as visited.
Fix orientation with respect to c.t (the current triangle).
c=c.0
Endif.
End While.
End While.

To fix the orientation of adjacent triangles given that one is correct, simply check the ordering of the shared
corners, that is, the ones that reference the same vertex. This check is performed on different corners of
each triangle with respect to current corner ¢ depending on which way we want to traverse. In actuality we
only need to check one shared corner. If we are checking the orientation of c.l.t then if ¢.v and c.n.v are the
same, then c.L.t is incorrect. Triangle c.l.t is incorrect if ¢.v and c.p.v are the same. Triangle c.o.t is
incorrect if c.n.v and c.o.n.v are the same. The case for c.o.t is illustrated in Figure 2.
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Figure 2: (a) Incorrectly oriented opposite triangle, (b) Correctly oriented opposite triangle.

3.4 Triangle Strips

With an oriented mesh and triangle operators firmly in place, we can decrease transmission time by using
triangle strips. Ideally, a manifold mesh would require only one long strip to represent it. In this case, the
number of vertices transmitted would be reduced from 3T to T+2, where T is the number of triangles in the
mesh. In reality, it is difficult to represent a model with a single strip. However, any reduction in
transmitted vertices can help improve rendering time.

Creating a triangle strip involves picking a start/seed triangle and specifying a rule or convention
for traversing subsequent triangles from there. For our algorithm, we arbitrarily choose the seed triangle.
From there, we traverse subsequent triangles using the same strategy that we used in orienting the mesh.
We try left, then right, then opposite. If all three fail, we pick a new seed and make a new strip from there.

To actually utilize software or hardware facilities for the fast rendering of triangle strips, we must
derive the correct sequence of vertices for a given traversal of triangles. Our algorithm assumes the
OpenGL triangle strip convention, which naturally creates straight strips. To make the OpenGL t-strip
turn, we repeat vertices depending on the current state of the strip. This notion of the state of the strip is
based on the fact that a “straight” triangle strip requires a sequence of vertices that alternate between left
and right of the last triangle. The “state” of the strip is whether the latest vertex specified made the strip
turn left or right. Given this type of strip, we create zero-area triangles as necessary to accommodate the
“turns” in the traversal. The creation a zero-area triangles involves simply repeating vertices as
appropriate. Our algorithm is as follows:

Generating generalized OpenGL-style t-strips:

¢ = arbitrary corner in seed triangle.
Flag = false.
State = left (we expect a vertex to the left).

Send the seed triangle:
Send vertex c.p.
Send vertex c.n.
Send vertex c.

While Flag = false:
If c.1.t has not been visited then:

Mark c.1.t as visited.

If State = left then:
Send vertex c.l.
State = right.

Else:
Send vertex c.



Send vertex c.l.
Endif.
c=cl
Elseif c.r.t has not been visited then:
Mark c.r.t as visited.
If State = right then:
Send vertex c.r.
State = left.
Else:
Send vertex c.
Send vertex c.r.
Endif.
C=Cu..
Elseif c.o.t has not been visited then:
Mark c.o.t as visited.
If State = left then:
Send vertex c.n.
Send vertex c.n.
Send vertex c.o.
State = right.
Else:
Send vertex c.p.
Send vertex c.p.
Send vertex c.o.
State = left.
Endif.
c=c.o.
Else:
Flag = True.
Endif.
End.

Figure 3: Triangle Strips

Figure 3 shows the result of our triangle strip algorithm. Each color represents a separate t-strip. Clearly,
we see that with our algorithm, more than one strip was necessary to represent the mesh. While we did not
get the optimal decrease in rendering time, there was some. More detailed results and other implications

are discussed later in section 4.



3.5 Normal Estimations

In order to facilitate smooth shading of triangles, the normal of each individual vertex must be known. This
is not an easy problem to solve. The triangle normal can easily be computed by taking the cross product of
two edges. The solution to this problem has two parts. Firstly, we recompute the triangle-normals when we
read in the triangles from the file. We then store these normal vectors in a table. The entries in this table
correspond to entries in the triangle table. Thus, c.t refers to both a triangle and the triangle’s associated
normal vector. To compute a normal vector to a vertex, we simply add up the normals of all triangles that
have a corner referencing the vertex. We then store these new vectors in a table associated with the vertex
table. Here, c.v will refer to both an entry in the vertex table and its associated normal. The algorithm to
compute the vertex normals follows:

For each vertex:
For each triangle using the vertex:
Add the triangle normal to a running sum of normals.
End For.
Add the sum to the table.
End For.

3.6 Edge Collapse Simplification

When the number of triangles gets large, it would be nice to reduce the number of triangles that must be
rendered. This can be done through an edge collapse simplification. A collapse removes an edge and
moves both the vertices this edge uses to the midpoint of the original edge. The triangles incident on these
vertices adjust accordingly and the two triangles incident on this edge disappear (i.e. become zero-area
triangles). An initial algorithm, as described by Watt [2] follows:

For every edge collapse:
Compute the weights of every edge based on the edge-length divided by the dot product of the vertex
normals.
Select the edge with the lowest weight to collapse.
Collapse the edge by taking the mid-point (average of the end-point coordinates) and moving both
vertices to the computed point.
Update all corners referencing the old vertices with a references to the new vertex.
Remove any zero-area triangles (those with two vertices being the same) generated by the collapse.
Re-compute all vertex-normals.

End.

This algorithm has one major flaw. This is that all the vertex-normals need to be recomputed in the mesh.
For large meshes, it may not be the case that a collapse has a large impact on the rest of the mesh.
Therefore, many normals may not have changed. This problem may be avoided by simply recomputing
normal-vectors in a neighborhood of the collapse. This would potentially speed up computation time
significantly.

3.7 Butterfly Subdivision

With simplification, we want to produce a coarser mesh to reduce rendering time. In subdivision, we may
want to increase detail in a mesh by adding triangles. We can increase the number of triangles by a factor
of four by using the Butterfly Subdivision method. This method creates new vertices at the midpoints of
the triangle’s edges. The new triangles then incorporate these new vertices. As illustrated in Figure 4, the
area the triangle occupied then has four smaller triangles instead of one. The algorithm, as described by
Watt [2], follows:



Figure 4: The Butterfly Subdivision

For every triangle:
Calculate the mid-points (average of the end-point coordinates) of each edge. The order of the edges
given a corner c is (¢ & c.n), (c.n & c.p), (c.p & ¢).
The midpoints are labeled as mid0, mid1, mid2, respectively.
New triangles are formed with the following corners: (¢, mid0, mid2), (mid0, c¢.n, mid1), (mid1, c.p,
mid2), (mid0, mid1, mid2), defined in this way, the sub-triangles maintain proper orientation. The
normals of these triangles are inherited from the original triangle.
The old, original triangle is deleted.

End.

4 Results

Even though our triangle strips did not give us the results we had been hoping for, we were still happy with
the resulting speedup. For the Stanford Bunny, which has approximately 3200 triangles, our strips
averaged about 14 triangles per strip. For the Triceratops model, with 2700 triangles, we averaged 15
triangles per strip. This may not seem like anything significant, but it did give our program a small boost.

Simplification and subdivision, on the whole, were reasonably quick on our initial meshes
(Stanford Bunny and Triceratops). Combining simplification with subdivision also had comparable speed,
provided the simplification was done first. When subdivision was done first, however, the number of
triangles increased by an order of 4. This increased the running time of operations proportionally. This
similarity between running times of both simplification and subdivision may primarily be that in the
simplification algorithm, vertex-normals are recomputed after every step for the entire mesh. If the
computation were done in a neighborhood, simplification would be faster than subdivision since we remove
a great number of computations from the algorithm.

5 Implications of Subdivision and Simplification

Both subdivision and simplification have important uses in graphics. For ease of notation, subdivision will
be referred to as R(M) and simplification will be referred to as S(M) where M, in both cases, is a mesh. In
general, a simplification done after a subdivision, S(R(M), yields back a mesh which is roughly identical to
the original. This implies that simplification is the inverse of subdivision (with our algorithms). It is worth
noting, however, that subdivision is not the inverse of simplification. A subdivision done after a
simplification, R(S(M)), only yields the simplified mesh with more triangles. From an aesthetic
perspective, R(R(S(S(M)))) does not yield a pleasing result at all. The model loses much of its detail
though simplification and subdivision does not allow the mesh to regain it. The inverse case,
S(S(R(R(M)))), on the other hand, results in a mesh much like our original model. The simplifications, in
effect, cancel out the subdivisions. This can be seen in Figure 5. In broader terms, R(M) would be a good
tool to increase control over a mesh and to increase detail of shading, and manipulation of individual
segments of the mesh. S(M) is useful when detail is not required and efficiency is the goal. The meshes
look ok up to a point. After this point, results become strange and unpredictable.



Figure 5: Clockwise From the Top-Left: R(S(M),R(R(S(S(M), S(S(R(R(M), S(R(M)

6 Concluding Remarks

As was shown above, three important tools for increasing transmission and rendering are the use of triangle
strips, mesh simplifications and mesh subdivisions. Triangle strips reduce transmission time by
transmitting fewer vertices. Simplification reduces rendering time by rendering fewer triangles. Though,
subdivision decreases rendering speed, it is mentioned in the above list since it is a powerful tool to
increase control of a mesh and to increase detail in a mesh. The current algorithm for triangle strip
generation we have discussed is very basic. It would be good to research a better t-strip generation
algorithm. This would bring us closer to the goal of having one t-strip for the entire mesh. The
simplification algorithm is quite naive as well. Better formulas for deciding which edge to collapse would
be help the integrity of a simplified mesh immensely. As mentioned above, the current formula has
tendencies to create unpredictable results. The mesh subdivision algorithm is, by far, the algorithm in most
need of work. The current algorithm does not much except to increase the number of triangles and increase
control on a mesh. An algorithm which is more of an inverse to mesh simplification would be useful and
would allow programmers to use simplification and subdivision in conjunction with each other to decrease
rendering time.
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