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Abstract— Models for network topology form a crucial compo-
nent in the analysisof protocols.This paper systematicallyinves-
tigates a variety of ewlutionary models for autonomous system
(AS) level Inter net topology. Evolution-based models produce a
topology incrementally, attempting to re ect the growth patterns
of the actual topology. While evolutionary modelsare appealing,
they have generally not agreed as closely with measuements of
real data as non-evolutionary models.We attempt to understand
what factor contributes to a “good” evolutionary model. Our
systematic study consists of a relatively generic evolutionary
model framework, which we populate with differ ent choicesfor
the components.This allows us to compare a variety of instances
of modelsto measuementsfrom real data sets.We study issues
such as the initial topology, the type of preferential connectvity
used when adding edges,and the role of “growth” edgesadded
between existing nodes. We nd that appropriate instantiation
of the framework can provide topologiesthat agree closely with
real data. We also useour work to highlight several crucial open
problemsin topology modeling.

|. INTRODUCTION

Modelsfor network topology form a crucial componentin
the analysisof protocols.Often, a fairly simpletopology(e.g.,
a singlebottlenecKink) is usedbecausesuchmodelsmay ad-
mit analyticsolutions.Increasinglyhowever, the evaluationof
protocolsincludes simulation-basedtudiesusing topologies
that are larger, in an attemptto more accuratelyre ect the
propertiesof networks like the Internet.

Attempts to understandand model the topology of the
Internethave traditionally beenlimited by the dif culty of ob-
taining real data.Fortunately dataon the autonomousystem
(AS) level topology can be inferred using the tablesbuilt by
theinterdomainrouting protocolBGP [1]. Periodicsnapshots
of AS-level topology since November1997 are available as
part of the University of Oregon Route Views project[2]. *

Faloutsoset al. analyzedthe AS-level topology data, fo-
cusing on three instancesover a period of one year [3].
They obsenred that several propertiesof the topology can
be describedusing power laws, of the form . In
particular thesepower laws concernthe outdegree of nodes,
the neighborhoodsize arounda node (de ned by reachable

it should be noted that these snapshotsare more accurately called
approximationsof the AS-level topology They are basedon memging views
from a numberof BGP routers,but do not claim completecoverage.Other
limitations in the real dataare discussedn Sectionll.

nodeswithin
matrix.

hops), and the eigervaluesof the adjaceng

Faloutsos'obsenationshave inspiredthe analysisof older
modelsfor topology which are largely intendedfor router
level modeling(e.g., Tiers[4], GT-ITM [5], Waxman[6]), as
well as developmentof newer modelsthat clearly taget AS-
level representatiorfe.g., BRITE [7] andInet [8]).

One classof newver models,typi ed by the BRITE work,
is evolution-basedin the sensethat it producesa topology
incrementally by adding one node at a time to an existing
topology Evolution-basedmodels are appealingfor several
reasonskFirst, they explicitly modelthe growth of the actual
Internet. They have the potential to lead to insights about
why particular characteristicsare presentin ary snapshotof
a topology Secondthey canbe usedto producea seriesof
shapshotdgor the study of a protocol undera dynamic,time-
varyingtopology Third, they arenaturallyamenablé¢o “what-
if” studiesthat considerthe effect a changein technology
might have on an evolving topology

However, earlierresearchwork [9] nds that degreedistri-
bution driven models,such as Inet, agreemore closely with
real data. Thus, though evolutionary models are appealing
for the reasonslisted above, there is a gap in the quality
of the topologiesthey produce.The goal of this paperis to
systematicallynvestigatea variety of evolutionarymodels We
do this via arelatively genericevolutionarymodelframework,
which we populatewith differentoptionsfor the components.
Our choicesfor speci c componentsare in part driven by
obsenationstaken from the real datasetover time. That is,
we attemptto usethe real data,not in single snapshoform,
but viewed as a historicalrecordof actualevolution.

Our work is closein spirit to the BRITE paper which also
usesa framework to study the effect of different choicesin
an evolutionary model. We differ from BRITE in the types
of componentsve chooseto focus upon. For example, we
explore several different types of preferential connectvity
of quite different avors than the BRITE's choice. We also
considera greaternumberof basic evolutionary eventsthan
BRITE, including the addition of edges between existing
nodes.Finally, we use measurementfrom the real datato
drive choicesin our evolutionary model.



Il. REAL TOPOLOGY DATA
A. Descriptionof data sets

We use data sets from the Route Views project, which
usesmulti-hop BGP sessiondo peerwith ASes at different
locations.The intent of the projectis to provide information,
such as AS-level topology aboutthe global routing system
from mermed views. Though this data is widely used for
topologyresearchijt hasseveral typesof inaccuray:

Incompleteness.

Changet al. [10] combineddatafrom threedatasource:
route seners, RIPE routing registries [11] and Route
Views. They foundthatthe combineddatahas40% more
edgesthan the Routeviews data. However, our result
shav that with the exception of Power Law 2[3], the
valuesof the metricsdiffer by 10% or lessbetweenthe
two setsof the data.We interpretthis to meanthat the
Routeriews datacaptureghe majority of the critical parts
of the topology with the additional edgescontributing
maurginally to metricsoften usedfor evaluation.
Collection failur es.

The data setscontain occasionalinstancesof unusually
small data les. We attribute theseto collectionfailures,
either at BGP collection points or in the processof
recordingthe memgeddata.We arecarefulnot to useary
suchdata les.

Instability .

The instability of BGP routing, such as route apping,
causesdif culties in certain measuresFor example, it
is dif cult to measurehe numberof original edgesthat
appearwith a node(asopposedo growth edgesthatare
addedlater), whenthe nodehasno clear single point of
entry into the topology

B. Evaluationof real data

Before evaluating models for generatingtopologies, we
considerthe valuesof a setof metricson instancesrom the
Route Views data. We have selectedten snapshotdrom the
dataset,coveringa doublingin growth from about3000nodes
to 6000 nodes.?

We take a broadbrushapproachand evaluatea fairly large
collectionof metrics,all previously proposedor evaluationof
topologies.In fact, our work makes clear that this approach
leadsto greatdif culty in reachingconclusionsaboutmodels,
and hencepointsto the evaluationof topologiesas a critical
and unsohed openproblem.

Our measurementesults shav that as the topology gets
larger, the averagenodedegreeincreasesandhencethe graph
is more dense.This increasein density is also evident in
the decreasingliameter averageshortestpath length,andthe
eccentricity despitethe increasein topology size.

Othermetricsshav no cleartrendasthetopologyincreases.

Measureswith this sort of variability are both interestingand
problematicThefactthattherealdataexhibits non-monotonic

2The data sets chosen representsnapshotsthat incrementin size by
approximately500 nodes.

valuesfor certainmetricsseemsto provide evidencethat the
underlyinggrowth mechanismsre not always well-behaed.
In turn, this presents challengeor ary modelingmethodthat
attemptsto capturethis behavior.

Many of thesemetrics are actually surprisingly constant,
varying by about10% even asthetopologysizedoubles.This
perhapsgointsto additionalinvariants(driven by performance
considerationsh the growth of the Internettopology beyond
thoseobsened in the focus on power law behaior.

I1l. EVALUATION OF INET AND BRITE

In this section,we comparetopologiesgeneratedby Inet
and BRITE to the real topology data.We obsenre that while
eachmodelagreeswith the real dataon somemeasureshoth
exhibit disagreemeran othermeasurediencendicatingroom
for improved models.

BRITE is an implementationof the BA-model [12]. In
BRITE, theinitial topologyis formedby randomconnections
of a x ed numberof backbonenodes.New nodesare added
one at a time and connectto exactly neighbors from
thosenodespresentin the topology New edgesare addedto
nodeswith the degree-basegreferentialmethod.The primary
conclusionof the BRITE study is that preferentialconnec-
tivity and incrementalgrowth are key factors contributing
to agreementbetweengeneratedtopologies and power-law
measurementen real AS-level topologies.

TheInetapproachrepresentanotherclassof modelswhich
are not evolutionary Inet generatesa target degree for each
node and then interconnectghe nodesso as to achieve the
target for each node. Preferential connectity is used in
determiningthe connectionswhen there are multiple nodes
with un lled outdegrees.

In our comparisonwe usean instanceof size 5003 nodes
and9514edgesanduseeachgeneratoto producea topology
with a similar numberof nodesandedgesTablel summarizes
the comparison.

[ Metrics | Reaibpo | inet22 | BRITE

averagedegree(avgdgr) 3.80 3.95 3.74
0.74 0.99 0.82
diameter 9 12 9

3.72
6.87
-1.18
0.84
-2.22
0.97

clustering coef cient

averageshortestpath length (aspl) 3.71
8.66
-1.30
0.86
-2.25

0.99

5.12
7.34
-1.81
0.86
-0.57
0.98

eccentricity

degree-freq (dgrfr eq): linear regressionslope(b)
and correlation coeff (r)

power law 2 (pl2): linear regressionslope(b)

and correlation coeff(r)

TABLE |
EVALUATION OF INET AND BRITE

Since Inet explicitly usesa degree sequencealerived from
the real data, as we expect, the Inet topology agreesfairly
closelywith the realtopologyon degree-baseaneasuresuch
asaveragedegree,linear regressionslopeof degreefrequeny
andPower Law 23 It alsoagreeswith the measureof average
shortestpath length.

3Pawver Law 2 refersto the secondpower law found by Faloutsoswhich
is the nodedeagree-frequenc excluding the largest2% of nodes.



Inet disagreesvith the real data,however, on the measures
of clusteringcoefcient, diameterandeccentricity In all cases
the Inet resultsare larger than the real data. Examining the
topology generatingprocedureof Inet, we seethat it tends
to generatdopology with tightly connectectlustersof nodes
anda few spread-oubranchesThis spreadingof the topology
leadsto largerdiametey clusteringcoefcient andeccentricity

We might expectdiameterand averageshortestpathlength
to be correlated.That is, topologieswith low (high) diameter
would be expectedto have low (high) shortestpath length.
The BRITE and Inet topologiesrun counterto this intuition.
For Inet, the structureof a tight “center” and far spreadout
branchedeadsto a smalleraverageshortestpath length and
a large diameter While in BRITE, the nodesin the initial
topology tend to have similar degree. So nev nodes are
connectedmore evenly to existing nodes.The resultis much
less of a “center” to the graph and greaternumber of long
paths.

In additionto the averageshortestpathlength,BRITE also
disagreewwith the real dataon the power law measuresThe
slopeof the linear regressionis signi cantly differentthanthe
real datafor both versionsof degree-frequeng data. This is
causedby the lack of large degreenodesin BRITE.

We concludefrom this analysisthatwhile both methodsare
ableto matchtherealdataon somemeasureshereis roomfor
improved modelsand particularly for improved evolutionary
models.

IV. A GENERIC FRAMEWORK AND ITS POPULATION
A. Framevork

We desirethe ability to study a variety of different evolu-
tionary models.As in BRITE, we adopt the extended BA-
model [12]. Our approachis to use a relatively generic
framawork that canbe populatedwith differentchoicesfor the
basic componentgo producedifferent evolutionary models.
Thebasicevolutionaryframework is straightforvard: we begin
with an initial topology then apply discrete events to the
topology until a stop conditionis met. (SeeFigure1.)

Initialization();
GenlnitTopo();
while ()
EventType = SelectEvent();
switch(EventType)
case 1: AddNode(); break;
case 2: AddEdge(); break;
case 3: DelNode(); break;
case 4: DelEdge(); break;

Fig. 1. Basicprocedureof the frameavork

A key issuein the designof the framework is the choice
of events that can be applied. The BRITE model essen-
tially includes only an AddNode event. Our obsenations
from the real data set lead us to include three additional
AddEdge, DelNode andDelEdge events.With theaddition
of AddEdgeevents,we introducetwo typesof edgesworiginal

edgesthat enter the topology with a new node, and growth
edgesthat are addedbetweenexisting nodes.Connectity is
checled beforeary of the DelNode andDelEdge events.

The choice of speci c event at eachstepis controlled by
a SelectEvent  function. For example,this function might
use probabilitiesto determinethe mix of the four different
typesof events.

Thoughnot highlightedin the pseudocodef the framework
(Figure 1), we keepa notion of timein our evolution. In each
time unit, a certain numberof eventsoccur, eachassociated
with the currenttime stamp.This allows us to associatean
age with a node,which we usein implementingsomeof the
preferentialconnectvity methods.

B. Population of the Frameavork

Thegenericframework is populatedoy instantiatingeachof
the relevant functions. This involves supplying (or choosing)
amethodto generateahe initial topology a functionto control
the frequeny of different event types, a method for each
event type and a stopping condition. This sectiondescribes
the functionsthat we provide and usein our experiments.

1) Initial Topolagy: Theinitial topologyis thestartingpoint
of evolution. In the modelingand simulationresearchworks,
initial topologiescan have differentsemanticneaningsunder
various scenariosFor example, NSFNET can be considered
theinitial topology of the Internet.

We have implementedfour methodsto generatethe initial
topology Eachmethodhasits own setof control parameters.

Incremental with degree preference.This methoduses
incremental creation to generatethe initial topology
Startingfrom one node,additionalnodesare addedone
at a time. The edgesassociatedwith the new node
are connectedto the existing nodes with probability
linearly proportionalto the degreeof existing node.lt is
essentiallyequivalentto the generatiomethodof BRITE.
Degree-basedtopology. This methodusespre-assigned
degreedor eachof thenodeswith degreechoserfrom an
exponentialdistribution. To generatea connectednitial
topology nodesare addedone at a time and connected
to a randomly chosenexisting nodes.This producesa
spanningreeover all the nodes Finally, edgesareadded
betweennodesto Il the assignedoriginal degrees.This
is closeto the methodusedby Inetto generatea complete
topology

Random graph. The initial topologyis a randomgraph
with a specied average degree. Thus far, we have
implementednly “pure” randomgraphswhereeachpair
of nodesis connectedvith x ed probability.
Snapshot.The initial topologyis taken from a speci ed
graph le, which mightbeasnapshofrom arealnetwork
or the topology generatedy anothermodel.

2) Edge Connectivity Method: Both the AddNode and
AddEdge eventsrequirea methodto determinethe endpoint
or endpointsof the edge.We provide threemethodsto deter
mine edgeconnectity, all basedon someform of preferential
connectvity. Speci cally, each existing node is assigneda



weight accordingto an attribute (i.e., degree,actvity or age).
When a new node or edgeis addedinto the topology it
connectsto an existing nodewith probability proportionalto
the weights.

In the degree preferentialmethod,the assignedweight is
linearly proportionalto the degreeof the existing nodesat that
time. It is alsousedin othertopologygeneratorg8], [13]. We
furtherimplementa variationin which the assignedveightis
proportionalto a power of the degreeof nodes.

The following two preferential methods come from the
obsenationsof the real topology data.

The activity of a nodeis measuredby the numberof its
growth edges.Speci cally, given a time , we measurethe
numberof gronth edgesf eachnodebeforeandafter . Nodes
aregroupednto equivalentsetsby the measurementsefore .
For eachequialentset, the averageof the numberof growth
edgesafter correspondgo the averageactuity level after .
In Figure 2(a), we can seeclear correlationof actiity level
beforeand after ( is the 200thday in the gure). In other
words, edgestendto be addedto active nodes.

A variation of the actiity preferentalmethodincludesa
sliding window In this variationthe actvity level is measure
only within a sliding time window. This simulatesvariable
periodsof growth for nodes.

The age of nodeis de ned as the differencebetweenthe
currenttime andthetime thenode rst appearsn thetopology
Figure 2(b) shavs the age of the nodesselectedby growth
edgesin real topologies.This illustrates that growth edges
prefer connectvity to older nodes.
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Fig. 2. Activity and Age preferenceobsered in real topologies

We shouldnote that thereare correlationsbetweendegree,
activity, andage.Oldernodesandnodessubjectto moreactiv-
ity will tendto have higherdegree.Thusthesethreecateyories
of preferentialconnectvity are not entirely independent.

3) Additional comments:Many other topology generators
associatenodeswith a locationin a two dimentionalplaneto
modelgeographidocation. The location(and, more precisely
the distancebetweentwo nodes)is thenusedas a parameter
in determiningthe probability of an edgebetweentwo nodes

We do not use geographiclocation information in our
model.Thenodesn ourmodelareASes,which mightbemore
properly representeds “spread” acrossa region of space A
better(but signi cantly more comple) approachmight be to
selectanumberof peeringlocationsfor eachAS andexplicitly
modeleachwith a vertex, includingauxiliary informationthat
would grouptogetherthe setof peeringlocationsfor the same
AS.

V. EVALUATION

We examine three areaswhere we may improve upon
the BRITE method:initial topology alternatives, preferential
connectvity functions,andthe inclusion of growth edges.

A. Effectof initial topolagy

We comparethreemethodsfor generatinghe initial topol-
ogy: random,degree-basedndincrementalwith degreepref-
erence.We considerfour sizesfor the initial topology: 50,
100, 200 and 500 nodesand three densities:sparse medium
andwell-connectedThe nal topologieshave 5000nodesand
about9500edges.

we summarizethe results of our experimentin [14]. Of
particularnote are the following:

The randommethodgeneratesopologieswith lessclus-
tering structure.Thus the topologieshave larger average
shortestpath length and smaller clustering coefcient

thanthe other methods.

The size of the initial topology has surprisingly little

effect when comparingbetweenmethods.We later ex-

plore the useof a relatively large snapshofrom the real

topologyasan initial topology

The densityof theinitial topologydoesmatter A denser
initial topologyleadsto a tree-like structuresurrounding
a muchdensercore.Denserinitial topologiesalsomakes
the differencedn the methodsmore clear

Finding: Theinitial topology(evenif small)affectsthe nal
topology The methodand densityof the initial topology are
more importantthan the size, at leastfor small to moderate
sizes.

One possible reasonfor the initial topology shaving a
strongimpact on the characteristicof the nal topology is
the preferentialconnectvity. Initial topologieswith different
characteristicestablishratherdiverseinitial attractvenessof
nodes.Theseinitial attractvenesspatternsaffect preferential
connectvity of new nodes/edgedirectly, thus leading to
different nal topologies. It can also explain why initial
topologieswith largeraveragedegreeexposegreaterdifference



betweeninitial topologygeneratiormethods A small average
degree of initial topology cannot distinguish the nodes of
initial topologywell from othernodes.

B. Prefeential connectivity

In this setof experimentswe comparethetopologiesgener
atedby the threedifferentforms for preferentialconnectvity:
degreebased actvity basedand agebased.To eliminatethe
effect of other parametersall the experimentshave similar
nal topology size and the sameinitial topology (50 nodes
andincrementaldegreepreference).

Table Il summarizesthe comparison.We nd that the
degree-basedanethodcomesclosestto the real data,and the
age-basedmethodis least like the real data. The actiity-
basednethodfallsin betweenBoth the ageandactivity-based
methodstend to have larger diameters averageshortestpath
lengthsandeccentricitieghanthe realdata.This indicatesthat
topologiesare less closely connectedWe note that the age-
basedmethodwill treat all nodesof the sameage equally
without regardingto degree.Hence,thereis limited opportu-
nity for a singlenodeto develop a large degree.The activity-
basedmethodalso containsa notion of time sinceactity is
measuredvithin a sliding time window. However this method
is moresimilar to a degree-basedonnectvity. Indeed,onecan
view the actiity-basedmethodas equivalentto degree-based
preferencewith truncation,wherethe truncationcausesonly
the mostrecentlyaddededgesto be countedwhen assessing
degrees.

Preference Real Degree: Activity: Age: Poisson
Method Topology power 1 SlidingWindow Distrib ution
#edges 9514 9375 9493 9588
avg degree 3.80 3.75 3.80 3.84
cluster coeff 0.74 0.88 0.82 0.82
diameter 9 9 12 16
aspl 3.72 3.76 4.97 6.06
eccentricity 6.87 6.67 8.68 11.32
dgrfreq(b,r) | -1.18,0.84 | -1.29,0.87 -2.01,0.97 -2.47,0.93
pl2(b,r) -2.22,0.97 -2.27,0.98 -2.03,0.98 -2.22,0.90
TABLE 1l

DIFFERENT PREFERENTIAL CONNECTIVITY

Finding: Degree-basegreferentialconnectvity (especially
with an exponentslightly greaterthan 1.0) producesbetter
topologiesthan using age or activity asthe basisfor prefer
ence.Theseageandactvity methodssuffer becausehey only
weakly preferhigherdegreenodesandthereforeproducemore
uniform andloosely connectedopologies.

C. Eventmix

Recall that our framework allows speci cation of the fre-
quengy of differenttypesof events.

In our framework, thefrequeng of differenttypesof events
canbe speci ed. The purposeof this setof experimentsis to
evaluatethe effect of varyingthe mix of events.In particular
we focus only on the two addition events (AddNode and
AddEdge) since deletion events are primarily interesting

whenconsideringa seriesof topologies.We vary the percent-
age of AddNode eventsfrom 60% to 100%; the remaining
eventsareAddEdge events.We usedegree-basegreferential
connectvity; a new node has an exponentially distributed
numberof original edges.

[ AddNodes) | 60w | 7ow [ sow [ oow [ 100% |

0.5
9377

0.8
9386
3.75 3.75 3.81
0.85 0.83 0.82
10 9 9
3.93 4.01 4.08
7.36 6.70 6.91
-1.38,0.90 | -1.41,0.88 | -1.47,0.91
-2.24,0.99 | -2.32,0.98 2.34,0.97

TABLE I
ADDNODE:ADDEDGE EVENTS RATIOS

1.0
9519

11
9445
3.78
0.81

10
4.14
7.16

-1.49,0.90
-2.32,0.96

avg initial dgr 1.25
9473
3.79
0.80

10
4.22
7.53

-1.53,0.90

-2.33,0.96

#edge

avg degree

cluster coeff

diameter

aspl

eccentricity
dgrfreq(b,r)
pl2(b,r)

Table Il summarizeghe comparisonWe seethat as the
event mix contains more AddNode events, the clustering
coefcient decreasesand the average shortestpath length
increases.Consistentwith intuition, AddEdge events tend
to producemore closely connectedgraphs,while AddNode
eventstend to producelonger paths.New edgesadd short-
cutsin the topologythat make pathsshorter while nev nodes
causea more tree-like structuresince most newv nodeshave
just one original edge.

Includingmore AddEdge eventsalsotendto help generate
large degreenodes,as can be seenfrom the linear regression
of the degree frequenyg plot. This is also consistentwith
intuition: anew edgeselectdwo endpointsusingdegree-based
preferencdor both endpoint.Hencea new edgecanincrease
the degreeof two large nodes.A new nodewill addedgesto
the topology, but one endpointis x ed at the (relatively low
degree)new node.

Finding: Increasingthe percentageof AddEdge events
yields more closely connectedgraphsand larger nodeswith
large-dgyree.Both trendsare presentin the real data, hence
theinclusionof AddEdge eventsappearsmportantin evolu-
tionary models.

VI. CONCLUSIONS

We concludeby rst presentingan example instantiation
of our framawork which doesespeciallywell whenevaluated
againstto the real data set. Table IV shows the results;
the topology has 10500 nodesand 22500 edges.The initial
topologyis a snapshobf the real topology with about3500
nodes(35% of the nal total). The ratio of AddNode and
AddEdge eventsis 6:4, and edgesare addedusing degree
preferentialconnectvity raisedto a power. For this instance,
the agreemenbetweenthe model and reality is quite close,
and betterthanthe resultsof BRITE or Inet.

This exampleillustratesthe positive resultthat evolutionary
models,if properly instantiated,can producetopologiesthat
agreewith real dataon a numberof measures.



RealTopology | Evolutionary Inet-2.2 BRITE
#node 10494 10500 10500 10500
#edge 21890 22550 21725 20997
clustering coeff 0.73 0.72 0.99 0.91
diameter 10 9 12 9
aspl 3.63 3.70 3.76 5.07
eccentricity 7.18 6.75 8.11 7.30
dgrfreq(b,r) -1.14,0.838 -1.32,0.842 -2.02,0.929 -1.31,0.852
pl2(b,r) -2.17,0.982 -2.40,0.962 -2.79,0.987 | -2.32,0.989

TABLE IV

REAL TOPOLOGY AND GENERATED TOPOLOGIES

However, our study also leads us to conclude that the

following open problemsare critical to the eld of topology
modeling:

Evaluation. It is clearthatwe needa muchbetterunder
standingof how to evaluatemodels.Using a collection

of graphtheoreticmeasuress problematicboth because

the level of agreementnay vary acrossthe metrics(e.g.,
model A doesbetter on metric 1 than model B, while
model B does better on metric 2 than model A), and
becauset is unclearwhich metricsmattermost(e.g., if
metric 1 matters,model A may be “better”). A better
understandingof how metrics relate to issuessuch as
protocolperformances crucial, but appearto be dif cult
to tacklein a generalway. (See[15], [16] and [17] for
initial work in this direction.)

Modeling. Our analysisof the real dataindicatesthatthe
Internetgraph has some propertiesthat are surprisingly
constantyet othersthat behare non-monotonicallyover
time. None of the existing modelshave sufcient time-
varying dynamicsto capturenon-monotonicbehaior.
Theory. The theory community has engagedin the
problem of WWW modeling; there is also a role for
theoreticalfoundations [18], [19] in the AS and router
level modelingarena.
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