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Abstract. !

Serverlesdistributed computinghas receivedsigni cant attention
fromboththeindustryandthe reseach community Amongthe most
popular applicationsare the wide area network le systemsexem-
plied by CFS[4], Farsite[1] and OceanStae [12]. Thesele sys-
temsstore les on a large collectionof untrustednodesthat form an
overlay network. They usecryptagraphic techniquesto secue les
frommaliciousnodes.Unfortunately cryptagraphic techniquescan-
not protecta le holder from a Denial-of-Service(DoS) or a host
comppomiseattadk. Hence mostof thesedistributed le systemsre
vulnemble to targeted le attads, wherein an advesary attemptsto
attadk a small (chosen)setof les by attadking the nodesthat host
them. This paperpresentd_ocationGuad a location hiding tech-
niquefor securingoverlay le storage systemgromtargeted le at-
tacks. LocationGuad has three essentialcomponents:(i) location
key, consistingof a randombit string (e.g., 128bits) thatservesasthe
key to thelocationof a le, (i) lookupguard, a secue algorithmto
locatea le in theoverlaynetworkgivenits locationkey sud thatnei-
therthekey nor thelocationis revealedto anadvesary, and(iii) aset
of locationinferenceguards, which referto an extensiblecomponent
oftheLocationGuad. Thebasiccore of thiscomponenincludesfour
pluggableinferenceguards: (a) lookupfrequencynferenceguard, (b)
end-uselP-addressinferenceguard, (c) le replicainferenceguard,
and (d) le sizeinferenceguard. The combinationof location key,
lookupguard, and location inferenceguards malesit very hard for
an advesary to infer the location of a target le by either actively
or passivelyobservingheoverlaynetwork.In additionto traditional
cryptographicguaranteedike le con dentiality andintegrity, Loca-
tionGuaid can be usedto mitigate Denial-of-Servic§ DoS)and host
compomiseattadks by constructingan efcient le accesscontmol
medhanismwhileaddingalmostzeo performanceverheadandvery
minimal storage overheadto the overlay le systemOur experimen-
tal resultsquantify the overheadof employingLocationGuad and
demonstate its effectivenessgainst DoS attadks, hostcompomise
attadksandvariouslocationinferenceattacks.

1 Intr oduction

A new breedof senerlessle storageservicesjike CFS[4],
Farsite[1], OceanStord12] and SiRiUS [7], have recently
emeged. In contrastto traditional le systemsthey harness
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the resourcesavailable at desktopworkstationsthat are dis-
tributed over a wide-areanetwork. The collective resources
availableatthesedesktopworkstationsamountto severalpeta-
ops of computingpower and several hundredpeta-bytesof
storagespacq1l].

Theseemeging trendshave motivatedsenerless le storage
asoneof themostpopularapplicationover decentralizedver-

lay networks. An overlay network is a virtual network formed
by nodeqdesktopworkstationspn top of anexisting TCP/IP-
network. Overlay networks typically supporta lookup proto-
col. A lookup operationidenti es the locationof a le given

its lename. Locationof a le denoteghe IP-addres®of the
nodethatcurrentlyhoststhe le. Therearefour importantis-

suesthat needto be addressedo enablewide deploymentof

senerlessle systemdor missioncritical applications.

Ef ciency of the lookup protocol. Therearetwo kinds of
lookupprotocolthathave beencommonlydeployed: theGnutella-
like broadcasbasediookup protocols[6] andthe distributed
hashtable(DHT) basedookupprotocolq23, 19, 2Q]. File sys-
temslike CFS,FarsiteandOceanStoreiseDHT-basedookup
protocolsbecausef their ability to locateary le in asmall
andboundecdchumberof hops.

Malicious and unreliable nodes. Senerlessle storageser

vicesarefacedwith thechallengeof having to harnesshecol-

lective resource®f loosely coupled,insecure andunreliable
machinego provide a secureandreliable le-storageservice.
To complicatemattersfurther, someof thenodesin theoverlay
network couldbemalicious.CFSemploys cryptographidech-
niguesto maintain le datacon dentiality andintegrity. Far

sitepermits le write andupdateoperationdy usinga Byzan-
tine fault-tolerantgroup of meta-dataseners (directory ser

vice). Both CFSandFarsiteusereplicationasa techniqueto

provide higherfault-toleranceandavailability.

TargetedFile Attacks. A majordravbackwith senerlessle

systemdike CFS,FarsiteandOceanStorés thatthey arevul-
nerableto tamgetedattackson les. In a targetedattack,an
adwersaryis interestedn compromisinga small setof tamget
les througha DoS attackor a host compromiseattack. A
denial-of-serviceattackwould renderthe target le unavail-
able; a hostcompromiseattackcould corruptall the replicas
of a le therebyeffectively wiping outthetamet le from the
le system. The fundamentaproblemwith thesesystemss
that: (i) the numberof replicas(R) maintainedby the system



is usually much smallerthanthe numberof maliciousnodes
(B), and(ii) thereplicasof a le arestoredat publicly known
locations. Hence,maliciousnodescan easily launchDoS or
hostcompromiseattackson the setof R replicaholdersof a
tagetle (R B).

Ef cient AccessControl. A read-only le systemlike CFS
canexerciseaccesgontrol by simply encryptingthe contents
of eachle, anddistributing thekeys only to thelegal usersof
that le. Farsite,aread-writele systemgxercisesaccesgon-
trol usingaccesgontrollists (ACL) thataremaintainedusing
a Byzantine-ault-tolerantprotocol. However, accessontrol
is not truly distributedin Farsitebecausell usersareauthen-
ticatedby a small collectionof directory-groupseners. Fur
ther, PKI (public-key Infrastructurepasedauthenticatiorand
Byzantinefault tolerancebasedauthorizatiorareknown to be
moreexpensve thana simpleandfastcapability-base@dccess
controlmechanisnj3].

Bearingtheseissuesin mind, in this paperwe present_oca-
tionGuad asaneffective techniqueor counteringargeted le
attacks.ThefundamentaideabehindLocationGuards to hide
theverylocationof a le andits replicassuchthat,alegal user
who possessea le' slocationkey caneasilyandsecurelylo-
catethe le onthe overlay network; but without knowing the
le' slocationkey, anadwersarywould not be ableto evenlo-
catethe le, let aloneaccesst or attemptto attackit. Loca-
tionGuardimplementsanefcient capability-basede access
control mechanisnthroughthreeessentiacomponents.The
rst componenbdf LocationGuards alocationkey, whichis a
randombit string (128 bits) usedasa key to the locationof a
le in theoverlaynetwork, andaddressethecapabilityrevoca-

tion problemby periodicor conditionalrekeying mechanisms.

A le' slocationkey is usedto generatdegal capabilities(to-
kens)thatcanbe usedto accessts replicas. The secondcom-
ponents thelookupguard,asecurelgorithmto locatea le in
theoverlaynetwork givenits locationkey suchthatneitherthe
key northelocationis revealedio anadversary Thethird com-
ponentis anextensiblecollectionof locationinferenceguards,
which protectthe systemfrom traf c analysisbasednference
attacks,suchaslookup frequeng inferenceattacks,end-user
IP-addresénferenceattacks,le replicainferenceattacksand
le sizeinferenceattacks. LocationGuardoresentsa careful
combinationof locationkey, lookupguard,andlocationinfer-
enceguardsaimingat makingit very hardfor anadwersaryto
infer thelocationof atarget le by eitheractively or passiely
observingheoverlay network.

In additionto providing anefcient le accessontrolmech-
anismwith traditional cryptographicguaranteegke le con-
dentiality andintegrity, LocationGuardmnitigatesDenial-of-
Service(DoS) andhostcompromiseattacks,while addingal-
mostzeroperformanceverheadindvery minimal storageover-
headto the le system. Our initial experimentsquantify the
overheadf emplging LocationGuarcanddemonstratés ef-
fectivenessagainstDoS attacks hostcompromiseattacksand
variouslocationinferenceattacks.

The restof the paperis organizedasfollows. Section2 pro-
vides terminology and backgroundon overlay network and
senerless le systemslike CFS and Farsite. Section3 de-
scribesour threatmodelin detail. We presentthe coretech-
niquesof LocationGuardn Sections4, 5, 6 and 7 followed
by abrief discussioron overall systemmanagemerih Section
8. We presenta thoroughexperimentalevaluationof Loca-
tionGuardin Section9, relatedwork in Section10, andcon-
cludethe paperin Sectionl11.

2 Background and Terminology

In this section,we give a brief overview on the vital proper
tiesof DHT-basedverlaynetworksandtheirlookupprotocols
(e.g.,Chord[23], CAN [19], Pastry[20]). All theselookup
protocolsare fundamentallybasedon distributed hashtables,
but differ in algorithmic and implementationdetails. All of
them storethe mappingbetweena particularseach key and
its associateddata (le) in a distributed manneracrossthe
network, ratherthan storingthem at a single locationlike a
conventionalhashtable. Givena search key, thesetechniques
locateits associatediata ( le) in a smallandboundednum-
berof hopswithin the overlay network. Thisis realizedusing
threemain steps.First, nodesandsearchkeys arehashedo a
commonidenti er spacesuchthateachnodeis givenaunigue
identi er andis maderesponsiblgor a certainsetof search
keys. Secondthe mappingof searchkeys to nodesusespoli-
cieslike numericalclosenes®r contiguousregions between
two nodeidenti ers to determinghe (non-overlapping)region
(segment)thateachnodewill beresponsibldor. Third, asmall
andboundedookup costis guaranteedby maintaininga tiny
routingtableanda neighbotist ateachnode.

In thecontet of a le systemthesearctkey canbea lename
andtheidenti er canbethelP addres®f anode.All theavail-
ablenodes IP addressearehashedusinga hashfunctionand
eachof themstorea smallroutingtable (for example,Chord's
routingtablehasonly m entriesfor anm-bit hashfunctionand
typically m = 128 to locateothernodes. Now, to locatea
particular le, its lenameis hashedisingthe samehashfunc-
tion andthenoderesponsibldor that le is obtainedusingthe
concretanappingpolicy. This operatiorof locatingtheappro-
priatenodeis calledalookup

Senerless le systemlike CFS, Farsiteand OceanStoreare
layeredon top of DHT-basedprotocols. These le systems
typically provide the following properties:(1) A le lookup
is guaranteedo succeedf andonly if the le is presentin

the system,(2) File lookupterminatesn a smallandbounded
numberof hops,(3) The les areuniformly distributedamong
all active nodes,and (4) The systemhandlesdynamic node
joinsandleaves.

In the rest of this paper we assumehat Chord [23] is used
asthe overlay network's lookup protocol. However, the re-
sultspresentedh this paperareapplicabl€for mostDHT-based
lookupprotocols.



3 ThreatModel

Adversaryrefersto a logical entity that controlsand coordi-
natesall actionsby maliciousnodesin the system.A nodeis
saidto bemaliciousif the nodeeitherintentionallyor uninten-
tionally failsto follow thesystems protocolscorrectly For ex-
ample,amaliciousnodemaycorruptthe les assignedo them
andincorrectly(maliciously)implement le read/writeopera-
tions. This de nition of adwersarypermitscollusionsamong
maliciousnodes.

WeassuméhattheunderlyinglP-network layeris secure Hence,

(i) a maliciousnodehasaccessnly to the pacletsthat have
beenaddressedo it, (ii) all pacletsaccessedby a malicious
nodecanbe potentiallycorruptedby themaliciousnode.More
speci cally, if the pacletis not encryptedor doesnotinclude
amessagauthenticatiortode(MAC) thenthemaliciousnode
maymodify thepacletto its own interestand(iii) theunderly-
ing domainnameservice(DNS), the network routers,andre-
lated networking infrastructureareassumedo be secureand
hencecannotbe compromisedy anadwersary

An adwersaryis capableof performingtwo typesof attacks
on the le system,namely the denial-of-serviceattack, and

the host compromiseattack. When a nodeis underdenial-

of-serviceattack,the les storedatthatnodeareunavailable.

When a nodeis compromisedthe les storedat that node
could be eitherunavailable or corrupted. We modelthe mali-

ciousnodesashaving alarge but boundedamountof physical

resourcest their disposal.More speci cally, we assumehat

a maliciousnodemay be ableto performa denial-of-service
attackonly ona nite andboundechumberof goodnodesde-

notedby . We limit the rateat which maliciousnodesmay

compromisggoodnodesanduse to denotethe meanrateper

maliciousnodeatwhichagoodnodecanbecompromisedFor

instancewhenthereareB maliciousnodesin the systemthe

netrateat which goodnodesarecompromiseds B (node
compomisegperunittime). Everycompromisedhodebehaes

maliciously Forinstanceacompromiseshodemayattempto

compromiseothergoodnodes.Every goodnodethatis com-

promisedwouldindependentlyecover atrate . Notethatthe

recovery of a compromisechodeis analogougo cleaningup

avirus or aworm from aninfectednode. Whenthe recorery

procesends thenodestopsbehaing maliciously Unlessand

otherwisespeci edwe assumeghattherates and follow an

exponentialdistribution.

3.1 TargetedFile Attacks

Tameted le attackrefersto an attackwhereinan adwersary
attemptgo attackasmall(chosen}etof les in thesystem An
attackona le is successfuif thetamet le is eitherrendered
unavailableor corrupted. Given R replicasof a le f, le f
is unavailable (or corrupted)if atleasta thresholdcr number
of its replicasareunavailable (or corrupted).For example,for
read/write les maintainedby a Byzantinequorum[1], cr =
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dR=3e. For encryptedandauthenticatedes, cr = R, since
the le canbe successfullyrecoveredaslong asat leastone
of its replicasis available (anduncorrupt)[4]. Most P2Ptrust
managemergystemssuchas[25] usesa simplemajority vote
onthereplicasto computeheactualtrustvaluesof peersthus
we havecr = dR=2e.

Distributed le systemdike CFSand Farsiteare highly vul-
nerableto target le attackssincethe target le canbe ren-
deredunavailable (or corrupted)by attackinga very small set
of nodesin the system.The key problemarisesfrom the fact
that thesesystemsstore the replicasof a le f at publicly
knownlocationg[11] for easylookup. For instanceCFSstores
a le f atlocationsderivablefrom the public-key of its owner.
An adwersarycan attackarny setof cr replicaholdersof le
f,torenderle f unavailable(or corrupted). Farsiteutilizes
a small collectionof publicly knovn nodesfor implementing
aByzantinefault-tolerandirectoryservice.On compromising
the directory service,an adwersarycould obtainthe locations
of all thereplicasof atamget le.

Files on an overlay network have two primary attributes: (i)
contentand(ii) location File contentcould be protectedrom
anadwersaryusingcryptographidechniques However, if the
locationof a le on the overlay network is publicly known,
thenthe le holderis susceptibléo DoSandhostcompromise
attacks. LocationGuardorovides mechanismgo hide les in
anoverlay network suchthatonly a legal userwho possesses
a le' slocationkey caneasilylocateit. Thus,ary previously
known attackson le contentswvould not be applicableunless
the adwersarysucceedsn locatingthe le. It is importantto
notethatLocationGuards obliviousto whetheror not le con-
tentsareencryptedHence LocationGuarccanbeusedto pro-
tect les whosecontentscannotbe encrypted say to permit
regularexpressiorbasedkeyword searclon le contents.



4 LocationGuard

4.1 Overview

We rst present high level overview of LocationGuard Fig-

urelshavsanarchitecturabvervien of a le systempowered
by LocationGuardLocationGuardperatesn top of anover-

lay network of N nodes. Figure 2 provides a sketch of the

conceptuabesignof LocationGuard.LocationGuardscheme
guardsthelocationof each le andits accesswith two objec-
tives: (1) to hide the actuallocationof a le andits replicas
suchthatonly legal userswho hold the le' slocationkey can
easilylocatethe le onthe overlay network, and(2) to guard
lookupson the overlay network from being earesdroppedy

an adwersary LocationGuardconsistsof three core compo-
nents.The rst components locationkey, which controlsthe

transformationof a lename into its location on the overlay
network, analogouso atraditionalcryptagraphickey thatcon-

trols the transformatiorof plaintext into ciphertext. The sec-
ond components the lookup guard, which makesthe loca-

tion of a le unintelligible. Thelookup guardis, to someex-

tent,analogougo atraditionalcryptographicalgorithmwhich

malkes a le' s contentsunintelligible. The third component
of LocationGuardncludesan extensiblepackageof location
inferenceguardsthat protectthe le systemfrom indirectat-

tacks. Indirect attacksare thoseattacksthat exploit a le' s

metadatanformationsuchas le accesdrequeng, end-user
IP-addressequivalenceof le replicacontentsand le sizeto

infer thelocationof atarget le ontheoverlaynetwork.

In thefollowing subsectionaye rst presenthemainconcepts
behindlocationkeys andlocationhiding (Section4.2) andde-

scribeareferencanodelfor senerlessle systemshatoperate
onLocationGuardSection4.3). Thenwe presentheconcrete
designof LocationGuards three core components:the loca-

tion key (Section5), the lookup guard(Section6) anda suite

of locationinferenceguards(Section?).

4.2 Conceptsand De nitions

In this sectionwe de ne the conceptof locationkeys andits
locationhiding properties.We discussthe concretedesignof
locationkey implementatiorandhow locationkeys andloca-
tion guardsprotecta le systemfrom tarmgeted le attacksin
thesubsequergections.

Considemanoverlaynetwork of sizeN with aChord-like lookup
protocol . Letf!;f2; ;fR denotetheR replicasof a le

f . Locationof areplicaf ' refersto thelP-addres®f thenode
(replicaholder)thatstoresreplicaf '. A le lookupalgorithm
is de ned asafunctionthatacceptd ' andoutputsits location
ontheoverlaynetwork. Formallywehave :f' ! locmaps
areplicaf ' to its locationl oc on the overlaynetwork P

De nition 1 LocationKey: A locationkey Ik of a le f is
a relatively smallamount(m-bit binary string, typically m =

128) of informationthatis usedby a Lookup algorithm
(f;1k) ! locto customizethetransformatiorof a le into its
locationsuchthatthefollowing threepropertiesaresatis ed:

1. Giventhelocationkey of a le f, it is easyto locatethe
R replicasof le f.

2. Without knowing the locationkey of a le f, it is hard
for anadwersaryto locateary of its replicas.

3. Thelocationkey |k of a le f shouldnotbe exposedto
anadwersarywhenit is usedto accesshe le f .

Informally, locationkeys are keys with location hiding prop-
erty. Each le in the systemis associateavith alocationkey
thatis keptsecretby the usersof that le. A locationkey for
a le f determineghe locationsof its replicasin the overlay
network. Notethatthelookupalgorithm is publicly known;
only a le' slocationkey is keptsecret.

Propertyl ensureshatvalid usersof a le f caneasilyaccess
it providedthey know its locationkey |k. Property2 guaran-
teesthatillegal userswho do not have the correctlocationkey

will notbeableto locatethe le ontheoverlaynetwork, mak-

ing it harderfor an adwersaryto launcha targeted le attack.
Property3 warrantsthatno informationaboutthe locationkey

Ik of a le f is revealedto an adwersarywhenexecutingthe

lookupalgorithm

Having de ned the concepbf locationkey, we presentarefer
encemodelfor a le systemthatoperateson LocationGuard.
We usethis referencemodelto presenta concretedesignof
LocationGuards threecorecomponentsthe locationkey, the
lookupguardandthelocationinferenceguards.

4.3 ReferenceModel

A senerlessle systemmayimplementread/writeoperations
by exercisingaccessontrolin a numberof ways. For exam-
ple, Farsite[1] usesan accessontrol list maintainedamong
a smallnumberof directorysenersthrougha Byzantinefault
tolerantprotocol. CFS[4], aread-onlyle systemmayimple-
mentaccesgontrolby encryptingthe les anddistributingthe
le encryptionkeysonly to thelegal usersof a le. In thissec-
tion we shav how alLocationGuardasedle systemexercises
accesgontrol.

In contrastto othersenerless le systemsa LocationGuard
basedle systemdoesnot directly authenticateary userat-
temptingto accessa le. Instead,t useslocationkeysto im-
plementa capability-base@ccessontrol mechanismthatis,
ary userwho presentshecorrect le capability(token)is per
mittedaccesgo that le. Furthermoreit utilizeslookupguard
and locationinferenceguardsto securethe locationsof les
being accessen the overlay network. Our accesscontrol
policy is simple:if youcannamea le, thenyoucanaccesst.
However, we do notusea le namedirectly; insteadwe usea
pseudo- lenamg128-bitbinarystring)generatedroma le' s
nameand its locationkey (seeSection5 for detail). There-



sponsibilityof accesgontrolis dividedamongthe le owner,
thelegal le usersandthe le replicaholdersandis managed
in adecentralizednanner

File Owner. Givena le f, its owneru is responsibldor se-
curelydistributingf 'slocationkey Ik (only) to thoseusersvho
areauthorizedo accesshe le f.

Legal User. A useru who hasobtainedthe valid locationkey

of le f is calledalegal userof f . Legal usersareauthorized
to accesary replicaof le f. Givena le f'slocationkey Ik,

alegal useru cangeneratghereplicalocationtokenrIt' for its

i™ replica. Notethatwe userlt' asboththe pseudo- lename
andthecapabilityof f '. Theuseru now usesthelookupalgo-
rithm  to obtainthe IP-addresf noder = ( rlt') (pseudo-
lename rlt'). Useru gainsaccesso replicaf ' by presenting
thetokenrlt' to noder (capabilityr|t').

Good Replica Holder. Assumethata noder is responsible
for storingreplicaf '. Internally noder storesthis le content
undera le namerlt'. Notethatnoder doesnotneedto know
the actual le name(f ) of alocally stored le rlt'. Also, by
design,giventheinternal le namerlt', noder cannotguess
its actual le name(seeSection5). Whenanoder recevesa
read/writerequesbna le rlt' it checksf a le namedrIt' is
presentocally. If so,it directly performstherequestepera-
tion onthelocal le rlt'. Accesscontrolfollows from thefact
thatit is very hardfor anadwersaryto guesscorrect le tokens.

Malicious Replica Holder. Let us considerthe casewhere
the noder that storesa replicaf' is malicious. Note that
noder'sresponséo a le read/writerequestanbeunde ned.
Notethatwe have assumedhatthereplicasstoredat malicious
nodesarealwaysunderattack(recallthatupto cr 1 outof
R le replicascouldbe unavailableor corrupted).Hence the
factthata maliciousreplicaholderincorrectlyimplementsle
read/writeoperationor that the adversaryis aware of the to-
kensof those le replicasstoredat maliciousnodesdoesnot
harmthe system. Also, by design,an adwersarywho knows
onetokenrlt' for replicaf ' would notbeableto guesshe le
namef or its locationkey Ik or thetokensfor othersreplicas
of le f (seeSectionb).

Adversary. An adwersarycannotaccesary replicaof le f
storedatagoodnodesimply becausé@ cannotguesghetoken
rit’ without knowing its locationkey. However, whena good
nodeis compromisedan adwersarywould be ableto directly
obtainthe tokensfor all les storedat thatnode. In general,
anadwersarycould compilealist of tokensasit compromises
goodnodesandcorruptthe le replicascorrespondingo these
tokensat ary later point in time. Eventually the adwersary
would succeedn corruptingcr or morereplicasof a le f
without knowing its locationkey. LocationGuardaddresses
such attacksusing location rekeying techniquediscussedn
Section7.3.

In the subsequergectionswe shav how to generate replica
locationtokenrlt' (1 i R)froma le f andits location

key (Section5), andhow the lookup algorithm  performsa
lookup on a pseudo- lename It' without revealingthe capa-
bility rit' to maliciousnodesin the overlay network (Section
6). It isimportantto notethattheability of guardingthelookup
from attackdik e eavesdroppings critical to the ultimategoal
of le locationhiding schemesincea lookup operationusing
a lookup protocol (suchas Chord)on identi er rlt' typically
proceedsn plain-text throughasequencef nodesontheover-
lay network. Hence,an adwersarymay collect le tokensby
simply snif ng lookup queriesover the overlay network. The
adwersarycould usethesestolen le tokensto performwrite
operationonthecorrespondingle replicas,andthuscorrupt
them,without the knowledgeof their locationkeys.

5 Location Keys

The rst and mostsimplistic componenof LocationGuards
theconceptof locationkeys. Thedesignof locationkey needs
to addresshefollowing two questions(1) How to choosealo-
cationkey? (2) How to usealocationkey to generatareplica
locationtoken thecapabilityto accessa le replica?

The rst stepin designinglocationkeys is to determiningthe
typeof string usedastheidenti er of a locationkey. Let user
u betheownerof a le f. Useru shouldchoosea long ran-
dombit string (128-bits)Ik asthelocationkey for le f. The
locationkey |k shouldbe hardto guess.For example,the key
Ik shouldnot be semanticallyattachedo or derived from the
le name(f ) or theownername(u).

The secondstepis to nd a pseudo-andomfunctionto derive
thereplicalocationtokensrit' (1 i R)fromthe lename
f andits locationkey Ik. The pseudo- lename|t' is usedas
a le replicaidenti er to locatethei™ replicaof le f onthe
overlay network. Let E;(x) denotea keyed pseudo-random
functionwith inputx anda secretkey |k andk denotesstring
concatenation.We derive the locationtokenrlt’ = E; (f k
i). Given a replicas identi er rlt', one canusethe lookup
protocol to locateit ontheoverlaynetwork. ThefunctionE
shouldsatisfythefollowing conditions:

1a) Given(f ki) andlk it is easyto computeE  (f ki).

2a) Given (f k i) it is hardto guessE(f k i) without
knowing Ik.

2b) GivenEk(f ki) it is hardto guesghe le namef .

2¢) GivenE (f ki) andf it is hardto guesdk.

Conditionla)ensureshatit is very easyfor avalid userto lo-
catea le f aslongasit is avareof the le' slocationkey Ik.
Condition2a), stateshatit shouldbe very hardfor an adwer
saryto guesghelocationof ataget le f withoutknowing its
locationkey. Condition2b) ensureghatevenif anadwersary
obtainstheidenti er rit' of replicaf ', he/shecannotdeduce
the le namef . Finally, Condition 2c) requiresthat even if
anadwersaryobtainsthe identi ers of oneor morereplicasof
le f, he/shewould not be ableto derive the locationkey |k



from them. Hence,the adwersarystill hasno clue aboutthe
remainingreplicasof the le f (by Condition2a). Conditions
2b) and 2c¢) play animportantrole in ensuringgood location
hiding property This is becausdor ary given le f, someof

thereplicasof le f couldbestoredat maliciousnodes.Thus
anadwersarycould be awareof someof thereplicaidenti ers.

Finally, obsene that Condition1a) and Conditionsf 2a), 2b),

2c)g mapto Propertyl andProperty2 in De nition 1 (in Sec-
tion 4.2) respectiely.

Thereareanumberof cryptographidoolsthatsatis esourre-

quirementspeci edin Conditionsla),2a),2b)and2c). Some
possiblecandidatedor the function E are (i) a keyed-hash
function like HMAC-MDS5 [9], (ii) a symmetrickey encryp-
tion algorithmlike DES[5] or AES[15], and(iii) aPKI based
encryptionalgorithmlike RSA[13]. We choseto usea keyed-

hashfunction like HMAC becausédt canbe computedvery

ef ciently. HMAC-MD5 computationis about40 timesfaster
than AES encryptionand about1000times fasterthan RSA

encryptionusing the standardOpenSSLlibrary [16]. In the

remainingpartof this paperwe usekhash to denotea keyed-

hashfunctionthatis usedto derive a le' sreplicalocationto-

kensfrom its nameandits secretiocationkey.

6 Lookup Guard

The secondandfundamentatomponenbf LocationGuards

thelookupguard.The designof lookupguardaimsatsecuring
thelookupof le f suchthatit will bevery hardfor anadwer-

saryto obtainthereplicalocationtokensby earzesdroppingon

theoverlaynetwork. Concretelyletrit’ (1 i R) denotea
replicalocationtokenderivedfrom the le namef , thereplica
numberi, andf “slocationkey identi er Ik. We needto secure
thelookupalgorithm ( rlt") suchthatthe lookupon pseudo-
lename rlt' doesnot revealthe capabilityrlt' to othernodes
on the overlay network. Notethata le' s capabilityrlt' does
notrevealthe le' sname;butit allowsanadwersaryto write on

the le andthuscorruptit (seereferencele systemn Section
4.3).

Therearetwo possibleapproachet implementasecurdookup
algorithm: (1) centralizedapproachand(2) decentralizecp-

proach. In the centralizedapproachpne could usea trusted

locationsener [10] to returnthe location of ary le on the

overlay network. However, sucha locationsener would be-

comeaviabletargetfor DoSandhostcompromiseattacks.

In this sectionwe presentadecentralizedecurdookupproto-
col thatis built ontop of the Chordprotocol. Notethata native
Chord-like lookupprotocol ( rit') cannotedirectly usedbe-
causeit revealsthe tokenrlt' to other nodeson the overlay
network.

6.1 Overview

The fundamentaldeabehindthe lookup guardis asfollows.
Givena le f 'slocationkey Ik andreplicanumberi, we want

rlt

thy
Figure3: LookupUsingFile Identi er Obfuscationillustration

to nd asaferegionin theidenti er spacevherewe canobtain
a huge collection of obfuscatedokens denotedby f TK 'g,

suchthat,with high probability ( tk') = ( rlt'), 8tki 2 TK'.

Wecalltk' 2 TK' anobfuscateddenti er of thetokenrlt'.

Eachtime a useru wishesto lookup atokenrlt', it performs
alookup on somerandomlychosertokentk' from the obfus-
catedidenti er setTK'. Lookup guardensureghat even if

anadwersarywereto obsene obfuscateddenti er from theset
TK' for onefull year it would be highly infeasiblefor the
adwersaryto guesshetokenr|t'.

We now describethe concreteimplementationof the lookup
guard. For the sale of simplicity, we assumea unit circle for
the Chords identi er space;thatis, nodeidenti ers and le
identi ers arerealvaluesfrom 0 to 1 thatarearrangedn the
Chordring in the anti-clockwisedirection. Let | D (r) denote
theidenti er of noder . If r is thedestinatiomodeof alookup
on le identier rlt',i.e.,r = ( rlt'), thenr is the nodethat
immediatelysucceeds|t' in the anti-clockwisedirection on
the Chordring. Formally, r = ( rlt") if ID(r) geqrlt' and
thereexists no othernodes sayv, onthe Chordring suchthat
ID(r)> 1D(v) rlt'.

We rst introducethe conceptof safeobfuscatiornto guideus
in nding anobfuscateddenti er setTK ' for agivenreplica
locationtokenrIt'. We saythat an obfuscateddenti er tk'
is a safeobfuscationof identi er rit' if andonly if alookup
onbothrlt' andtk' resultin the samephysical noder. For
example, in Figure 3, identi er tk} is a safe obfuscationof
identier rit" (( rlt') = (tk}) =r), while identi er tk}, is
unsafe( ( tkh) =r°6 r).

We de ne thesetTK ' asa setof all identi ers in the range
(rlt"  srg, rlt"), wheresrg denotesa safeobfuscatiorrange
(0 srg < 1). Whenauserintendsto queryfor areplicalo-
cationtokenrlt', theuseractuallyperformsalookuponanob-
fuscateddenti er tk' = obfuscate(rit') =rIt" random(O;srg).
The function random(0; srg) returnsa numberchosenuni-
formly andrandomlyin therange(0; srg).

We choosea safevaluesrg suchthat:

(C1) With high probability, ary obfuscateddenti er tk' is a
safeobfuscatiorof thetokenr|t'.

(C2) Givenanobfuscateddenti er tk' it is very hardfor an
adwersaryto guesgheactualidenti er rit'.

Note that if srg is too small condition C1 is morelikely to
hold, while conditionC2 is morelikely to fail. In contrast,if



srgistoobig, conditionC2is morelik ely to hold but condition
Clis morelikely to fail. In our rst prototypedevelopment
of LocationGuardwe introducea systemde ned parameter
sq to denotethe minimum probability that any obfuscationis
requiredto be safe. In the subsequensectionswe presenta
techniqueto derive srg asafunctionof sg. This permitsusto
quantifythetradeof betweerconditionC1 andconditionC2.

6.2 Determining the SafeObfuscation Range

Obsene from Figure 3 that a obfuscationrand on identi er

rit' is safeif rit' rand > I D(r%, wherer?is the immedi-
ate predecessoof noder onthe Chordring. Thus,we have

rand < ritt 1D(r%. The expressionrlt’ 1D (r% denotes
the distancebetweeridenti ers rit' andl D (r% onthe Chord
identi er ring, denotedby dist (rlt', I D(r%). Hence,we say
thata obfuscatiorr and is safewith respecto identi er rlt' if

andonly if rand < dist(rlt", I D(r9), or equivalently rand

is choserfrom therange(0, dist (rlt', 1 D (r9)).

We useTheorem6.1to shaw thatPr(dist(rit', ID(r9) > rg)

=e "9 N whereN denoteghe numberof nodeson the over

lay network andrg denotesary value satisfying0  rg

1. Sincean obfuscationrand is safewith respectto rlt' if

dist(rlt’, ID(r%) > rand, the probability that a obfuscation
rand is safecanbecalculatedusinge "2 N

Now, onecanensurethatthe minimum probability of ary ob-
fuscationbeingsafeis sq asfollows. We rst usesqto obtain
anupperboundonrand: Bye "2 N sq wehave,rand

—198:(s8) 'Henceijf rand is choserfrom asaferange(0; srg),

wheresrg = w thenall obfuscationsreguaranteedo

be safewith a probabilitygreaterthanor equalto sq.

Forinstancewhenwe setsg= 1 2 20 andN = 1 million
nodes,;srg = 'OgeNﬂ = 2 %0, Hence,on a 128-bitChord
ring rand could be choserfrom arangeof sizesrg = 2128

2 40 = 288 Taplel shovsthesizeof asq safeobfuscation
rangesrg for differentvaluesof sq. Obsenre thatif we set
sq = 1, thensrg = %9 = o Hence,if we want 100%
safety the obfuscatiorrangesrg mustbe zero, i.e., the token
rit' cannotbe obfuscated.

Theorem6.1 Let N denotethe total numberof nodesin the
system.Let dist(x; y) denotethe distancebetweerntwo iden-
tiers x andy on a Chor's unit circle. Let noder? be the
nodethat is the immediatepredecessofor an identi er rlt!

on the anti-clodkwiseunit circle Chor ring. Let1 D (r% de-
note the identi er of the noder® Then,the probability that
the distancebetweenidenti ers rit' and 1 D (r% exceedsrg
is givenby Pr(dist(rit', ID(r%) > rg) = e "9 N for some
0 rg<1

Proof Let Z be a randomvariablethat denotesthe distance
betweeranidenti er rit' andnoder® Letf (rg) denotethe
probability distribution function (pdf) that the noder®is at a
distancer g from theidentier rit', i.e., dist(ID(r9, rit') =

rg. We rst derive the probability distributionf z (rg) anduse
it to computePr(Z > rg) = Pr(dist(rIt', 1D (r%) > rg).

By the uniform andrandomdistribution propertiesof the hash
function the identi er of a nodewill be uniformly andran-
domly distributed between(0, 1). Hence,the probability that
theidenti er of ary nodefallsin asggmentof lengthx is equal
to x. Hence,with probability 4 rg, a given node exists be-
tweena distanceof (rg;rg + 4 rg) from the identier rit'.
WhenthereareN nodesn thesystemtheprobabilitythatone
of themexistsbetweeradistancgrg;rg+ 4 rg)isN 4 rg.

Similarly, the probabilitythatnoneof othernodeN 1 nodes
lie within a distancerg from identier rit' is (1 rg)N .
Thereforef 7 (x) is givenby Equationl.

fz(rgg=N (1 rg" * 1)

Now, usingthe probability densityfunctionin Equationl one
canderive the cumulatve distribution function (cdf), Pr@Z >
rg) = e "9 N using standardtechniquesin probability the-
ory. |1

6.3 Ensuring SafeObfuscation

Giventhatwhensq < 1, thereis smallprobability thatan ob-
fuscateddenti er isnotsafe,i.e.,1 sq> 0. We rst discuss
the motivationfor detectingandrepairingunsafeobfuscations
andthendescribehow to guarantegoodsafetyby ourlookup
guardthrougha self-detectiorandself-healingprocess.

Let noder betheresultof alookuponidenti er rlt' andnode
v (v 6 r) betheresultof alookup on an unsafeobfuscated
identi er tk'. To performa le read/writeoperationafter lo-

catingthe nodethat storesthe le f, the userhasto present
thelocationtokenrlt' to nodev. If a userdoesnot checkfor

unsafeobfuscationthenthe le tokenrlt’ would be exposed
to someothernodev 6 r. If nodev weremalicious,thenit

could misusethis informationto corruptthe le replicaactu-
ally storedatnoder (usingthe capabilityrIt').

We requirea userto verify whetheran obfuscateddenti er is
safeor notusingthefollowing check:An obfuscateddenti er
tk! is consideredsafeif andonlyif rit' 2 (tk';1 D(v)), where
v = ( tk'). By thede nition of v andtk', we have tk'
ID(v) andtk’ rlt' (rand 0). Bytk' rlt'  1D(v),
nodev shouldbetheimmediatesuccessoof theidenti er rt’
andthusberesponsibldor it. If the checkfailed,i.e.,rlt! >
| D(v), thennodev is de nitely notasuccessoof theidenti er
rit'. Hencetheusercan ag tk' asanunsafeobfuscatiorof
rit'. For example,referringFigure3, tk} is safebecause It'
2 (tk};1D(r)) andr = ( tk}), andtk}, is unsafebecauseyIt’
2 (tkh; 1D (r9) andr®= ( tkb).

When an obfuscateddenti er is agged as unsafe,the user
needgo retrythelookupoperatiorwith anew obfuscatedden-
ti er. This retry processcontinuesuntil maxretriesroundsor
until a safeobfuscationis found. Thanksto the fact that the
probability of an unsafeobfuscationcanbe extremely small,



1 Sq 2 10 2 15 2 20 2 25 2 30

Sr g 298 293 288 283 278
E[retries] 2 W 2B 22252
hardnesgyears) | 2% 2% 2% 2% 2™

Tablel: Lookupldenti er obfuscation

thecall for retryrarelyhappensWe alsofoundfrom ourexper
imentsthatthenumberof retriesrequireds almostalwayszero
and seldomexceedsone. We believe that using maxretries
equalto two would sufce evenin a highly conserative set-
ting. Table 1 shavs the expectednumberof retriesrequired
for alookupoperatiorfor differentvaluesof sq.

6.4 Strengthof Lookup Guard

The strengthof a lookup guardrefersto its ability to counter
lookupsnif ng basedattacks.A typical lookupsnifng attack
is calledtherange sieving attadk. Informally, in a rangesiev-

ing attack,an adwersarysniffs lookup querieson the overlay
network, andattemptgo deducethe actualidenti er rlt' from

its multiple obfuscateddenti ers. We shawv thatanadwersary
would have to expend2?® yearsto discover a replicalocation
tokenrlt' evenif it hasobsened 2> obfuscateddenti ers of

rit'. Notethat2?® obfuscateddenti ers would be availableto

anadwersaryif the le replicaf ' wasaccessedncea second
for onefull yearby somelegal userof the le f.

Onecanshawv that given multiple obfuscateddenti ers it is

non-trivial for anadwersaryto catgyorizetheminto groupssuch
thatall obfuscateddenti ers in a groupareactuallyobfusca-
tions of oneidenti er. To simplify the descriptionof a range
sieving attack,we considerthe worst casescenariovherean

adwersaryis capableof cateyorizingobfuscateddenti ers (say

basedn their numericalproximity).

We rst concretelydescribethe rangesieving attackassum-
ing thatsq andsrg (from Theorem6.1) arepublic knowledge.
When an adwersaryobtainsan obfuscateddenti er tk', the
adwersaryknows that the actual capability rit' is de nitely

within therangeRG = (tk';tk' + srg), where(0;srg) de-
notesasq saferange.In fact,if obfuscationsareuniformly

andrandomlychosenfrom (0; srg), thengivenan obfuscated
identi er tk', the adversaryknows nothingmore thanthe fact
thattheactualidenti er rit' couldbeuniformly anddistributed
overtherangeRG = (tk';tk' + srg). However, if apersistent
adwersaryobtainsmultiple obfuscateddenti ers thatbelongto

thesametamget le, theadwersarycansievetheidenti er space
asfollows. LetRG1; RGy; i RGpig denotetherangescor-

respondingo nid randomobfuscationsn theidenti er rlt'.

Thenthe capabilityof thetamet le is guaranteedo lie in the

sievedrangeRGs = \ ™ RG;. Intuitively, if the numberof

obfuscateddenti ers (nid) increasesthe size of the sieved

rangeRGs decreases.

Let E[RGs] denotetheexpectedsizeof thesievedrange.The-
orem6.2shavsthatE[RGg] = % Hence,if the saferange
srg is signi cantly largerthannid thenthelookup guardcan
toleratetherangesieving attack.Recalltheexamplein Section

6wheresq= 1 2 2°,N = 1(f, thesaferangesrg = 2%8.
Supposeéhatatamget le is accessedncepersecondor one
year;this resultsin 22> le accessesAn adwersarywho logs
all obfuscateddenti ers over a yearcould sieve the rangeto
aboutE [jRGsj] = 2%3. Assumingthatthe adwersaryperforms
a brute force attackon the sieved range,by attemptinga le
readoperationat the rate of onereadper millisecond,the ad-
versarywould have tried 23° readoperationgperyear Thus,
it would take the adwersaryabout2%3=2% = 228 yearsto dis-
covertheactual le identi er. Tablel summarizethehardness
of breakingthe obfuscationschemefor differentvaluesof sq
(minimum probability of safeobfuscation)assuminghatthe
adwersaryhaslogged2?® le accessefoneaccesgersecond
for oneyear)andthatthe nodespermitat mostone le access
permillisecond.

Discussion.An interestingobsenationfollows from theabove
discussiontheamountof timetakento breakthe le identi er
obfuscatiortechniquds almostindependenof the numberof
attaclers. This is a desirableproperty It implies that asthe
numberof attaclersincreasesn the system,the hardnessof
breakingthe le capabilitieswill not decreaseThereasorfor
locationkey basedsystemgo have this propertyis becaus¢he
time takenfor a bruteforceattackona le identi er is funda-
mentally limited by the rate at which a hostingnodepermits
accessesn les storedlocally. Onthe contrary a bruteforce
attackon a cryptographickey is inherentlyparallelizableand
thus becomeamore powerful as the numberof attaclersin-
creases.

Theorem 6.2 Letnid denotehenumberof obfuscateddenti-
er sthatcorrespondo atarget le . LetRGs denotethesieved
range usingtherange sieving attad. Let srg denotethe max-
imumamountof obfuscatiorthat couldbesq safelyaddedto
a le identi er. Then,the expectedsizeof range RGs canbe
calculatedby E[[RGsj] = 32.

Proof Let tki,. = rlt' randmax andtki, = rit
randmin denotethe minimum andthe maximumvalue of an
obfuscateddenti er that hasbeenobtainedby an adwersary
whererandnax andrandni, arechoserfrom the saferange
(0;srg). Then,wehavethesievedrangeRGs = (tki., tkii, +
srg), namely from the highestlower boundto the lowestup-
perbound. The sievedrangeRGs canbe partitionedinto two
rangesRGmin  andRGpax , WhereRGin = (tkl. ;rit')
andRGmax = (rlt';tk!.. + srg). Thuswe have E [[RGsj] =
E[iRGmin J] + EURGmax J]

Thesizeof the rangeRGmin , denotedasjRGn,n j, equalsto
randmin sinceis rit'  tkj,,« = randmin . We shav that
the cumulative distribution function of randn,, is given by
Equation2.
nid
r
1 "9

Pr(randmin > rg) = sTg

(2)

Sincean obfuscatiorr and is choseruniformly andrandomly
overarange(O;srg), forO rg srg, the probability that



ary obfuscatiomr and is smallerthanr g, denotecdy Pr (rand
rg), is % Hence the probability thatary obfuscatiorr and
is greaterthanrgis Pr(rand > rg) =1 Pr(rand rgQ)
=1 % Now we computethe probability that randmin
=minfrand,, rand,; ; randnig g is greaterthanrg. We
have Pr(randmin > rg) = Pr((r%\dl > rg) © (randy >
rg) A A (randyg > rg) = "% Prrand, > rg) =
nid
1o
Now, using standardtechniquesrom probability theory and
Equation2, one can derive the expectedvalue of randnyy, :
E[JRGnmin j] = E[randmin ] %. Symmetrically one can
show thattheexpectedsizeof rangeRGax iSE[[RGmax j]
%. Hencethe expectedsize of sieved rangeis E[jRGsj] =
E[jRGmin j]+E[jRGmaxj] % I

7 Location InferenceGuards

Location inferenceattacksrefer to thoseattackswhereinan
adwersaryattemptsto infer the location of a le usingindi-
recttechniquedhatexploit le metadatanformationsuchas
le accesdrequeng, le size,andso forth. LocationGuard
includesasuiteof four fundamentahndinexpensve inference
guards:lookupfrequeny inferenceguard,end-usetP-address
inferenceguard, le replicainferenceguardand le sizeinfer-
enceguard. LocationGuardalso includesa capability revo-
cationbasedocationrekeying mechanismasa generalguard
againstary inferenceattack. In this section,we presentthe
four fundamentainferenceguardsandthe location rekeying
techniqudn detalil.

7.1 Passve InferenceGuards

Passve inferenceattacksreferto thoseattackswhereinanad-
versaryattemptsto infer the location of a target le by pas-
sively observingthe overlay network. We presenttwo infer-
enceguards:lookup frequeny inferenceguardand end-user
IP-addresinferenceguardto guardthe le systemagainsttwo
commonpassve inferenceattacks. The lookup frequeng in-
ferenceattackis basedn theability of maliciousnodesto ob-
sene thefrequeny of lookup querieson the overlay network.
Assumingthattheadwersaryknowstherelative le popularity
it canusethetarget le' slookupfrequeng to inferits location.
The end-uselP-addressnferenceattackis basedon assump-
tion that the identity of the end-usercanbe inferred from its
IP-addressy an overlay network noder, whenthe userre-
questanoder to performalookuponits behalf. Themalicious
noder couldlog andreportthis informationto theadwersary

7.1.1 Lookup FrequencylnferenceGuard

In this sectionwe presentookup frequeng inferenceattack
thatwould help a stratgjic adwersaryto infer thelocationof a
tamget le ontheoverlaynetwork. It hasbeenobseredthatthe
generabopularityof thewebpagesaccessedverthe Internet

follows a Zipf-lik e distribution [25]. An adwersarymay study
the frequeng of le accesseby snifng lookup queriesand
matchthe obsered le accesdrequeng pro le with a actual
(pre-determinedyequeng pro le toinferthelocationof atar-
get le 2. Notethatif thefrequeng pro le of the les storedin
the le systemis at (all les areaccessedavith the samefre-
gueng) thenanadwersarywill not be ableto infer ary infor-
mation.Lemma7.1formalizesthe notionof perfectlyhidinga
le from afrequeng inferenceattack.

Lemma 7.1 LetF denotethecollectionof les in the le sys-
tem. Let ? denotethe appaent frequencyof accesseso le
f asperceivedby an advesary. Then,the collectionof les
is perfectlyhiddenfrom frequencyinferenceattack if ¢ = c:
8f 2 F andsomeconstant.

Corollary 7.2 A collectionof read-only les can be perfectly
hiddenfromfrequencynferenceattad.

Proof Let ; denotetheactualfrequeny of accessesna le
f . Setthe numberreplicasfor le f to beproportionalto its
accesdrequeny, namelyR; = % ¢ (for someconstant
¢ > 0). Whena userwishesto readthe le f, theuserran-
domly choose®nereplicaof le f andissuesalookupquery
onit. Fromanadwersarys pointof view it would seenthatthe
accesdrequeng to all the le replicasin the systemis iden-
tical, namely 8f 7 = g-=c(1 i Ry for le f).
By Lemma7.1, anadwersarywould not be ableto derive ary
usefulinformationfrom afrequeng inferenceattack. |

Interestinglythereplicationstratgy usedin Corollary7.2im-
provesthe performanceandload balancingaspectof the le
system.However, it is not applicableto read-write les since
anupdateoperationon a le mayneedto updateall the repli-
casof a le. In thefollowing portionsof this section,we pro-
posetwo techniquedo atten the appaentfrequeny pro le
of read/write les.

Guard by Result Caching. The rst techniqueto mitigate
thefrequeny inferenceattackis to obfuscatehe apparentle

accesdrequeng with lookup resultcaching. Lookup result
caching,asthe nameindicates refersto cachingthe resultsof
alookupquery Recallthatwide-areanetwork le systemdike
CFS, Farsiteand OceanStorgermit nodesto join andleave
the overlay network. Let usfor now consideronly nodede-
partures. Considera le f storedat noden. Let ¢ denote
the rate at which usersaccesseshe le f. Let g denote
therateat which a nodeleavesthe overlay network (ratesare
assumedo be exponentially distributed). The rst time the
useraccesseshe le f, thelookup result(namely noden)
is cached. The lookup resultis implicitly invalidatedwhen
the userattemptsto accessle f the rst time after noden

2This is analogousgo performinga frequeng analysisattackon old sym-
metrickey cipherslike the Caesas cipher[24]



leavesthe overlay network. Whenthe lookup resultis invali-
datedtheuserissuesa freshlookup queryfor le f. Onecan
shav thattheapparenfrequeng of le accesasobsenedby
anadwersaryis ¢ = % (assumingexponentialdistri-
bution for ¢ and gep). The probability that ary given le
accesgesultsis a lookup is equalto the probability that the
noderesponsibldor the le leavesbeforethe next accessand
is given by Priookup = ffe"e Hence,the apparentle
accesdrequeng is equalto the productof theactual le ac-
cessfrequeng ( ) andthe probability thata le accesge-
sultsin a lookup operation(P riqokup). INtuitively, in a static
scenariovherenodesnever leave the network ( gep £),
9 deps andwhennodedeave the network very frequently
( dep £), ? ¢ . Hence,morestaticthe overlay net-
work is, harderit is for an adwersaryto performa frequeny
inferenceattacksinceit would appearasif all les in the sys-
temareaccessedtanuniformfrequeny gep.

It is very importantto notethata nodem storinga le f may
inferf 'snamesincetheuserhasto ultimatelyaccessodem to
operateon le f. Henceanadwersarymayinfer theidentities
of les storedat maliciousnodes.However, it would be very
hardfor anadwersaryto infer les storedatgoodnodes.

Guard by File Identi er Obfuscation. Thesecondechnique
that makesthe frequeng inferenceattackharderis basedon
the le identi er obfuscationtechniquedescribedin Section
6. Letfq;fo; :fne denotethe les storedat somenoden.
Lettheidenti ers of thesereplicasberlty;rity;  rltys . Let
thetamet le bef;. Thekey ideais to obfuscatethe identi-
ers suchthatan adwersarywould not be ableto distinguish
betweenan obfuscateddenti er intendedfor locating le f;
andthatfor someother le f; (2 j nf) storedatnoden.

More concretely when a userperformsa lookup for f 1, the
userwould choosesomerandomidenti er in therangeR; =
(rity M' ;rlt1). A clever adwersarymay clusteriden-
tiers basedon their numericalclosenessand performa fre-
queng inferenceattackon theseclusters.However, onecould
defendthe systemagainstsucha clusteringtechniqueby ap-
propriatelychoosingasafeobfuscatiorrange.Figure4 presents
the key intuition behindthis idea diagrammatically As the
rangeR; overlapswith therangeof moreandmore les stored
at noden, the clusteringtechniqueand consequentlyhe fre-
queng inferenceattackwould performpoorly. Let R; \ R;
denotethe set of identi ers that belongsthe intersectionof
rangesR; andR,. Then,givenanidentier tk 2 R; \ Ry,
anadwersarywould not ableto distinguishwhetherthelookup
wasintendedfor le f, orf,; but the adwersarywould de -
nitely know thatthe lookup wasintendedeitherfor le f; or
f,. Obsene that amountof information inferred by an ad-
versarybecomespoorerand pooreras moreand moreranges
overlap. Also, asthe numberof les (nf ) storedatnoden in-
creasesgven a small obfuscationmight introducesigni cant
overlapbetweerrangesof different les storedatnoden.
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Figure4: CounteringFrequenyg AnalysisAttack by le identi er
obfuscationX 1 X 2, Y1Y2 andZ1Z» denotetherangesof the
obfuscateddenti ers of les f1;f;;f3 storedatnoden. Frequeng
inferenceattacksworksin scenarid(i), but notin scenariq(ii). Given
anidenti er tk 2 Y1Z4, it is hardfor anadwersaryto guesswvhether
thelookupwasfor le f1 orf,.

The apparentaccesdrequeng of a le f is computedasa
weightedsumof the actualaccesdrequenciesf all les that
sharetheirrangewith le f. Forinstancetheapparenticcess
frequeng of le f, (seeFigure4)is givenby Equation3.
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The apparentaccesdrequenyg of a le evensout the sharp
variationsbetweerthefrequencie®f different les storedata
node,therebymakingfrequeng inferenceattacksigni cantly
harder We discussmoreon how to quantify the effect of le
identi er obfuscatioron frequeng inferenceattackin our ex-
perimentakection9.

7.1.2 End-User|P-Addr essinfer enceGuard

In this section,we describean end-usedP-addressnference
attackthatassumeshatthe identity of an end-usercanbein-
ferredfrom his/herlP-addressNote thatthis is a worst-case-
assumptionjn mostcasest may not possibleto associatea
userwith oneor a smallnumberlP-addressesThis is partic-
ularly trueif the userobtainsiP-addresslynamically(DHCP
[2]) from alargelSP (InternetServiceProvider).

A usertypically locatetheir les ontheoverlaynetwork by is-
suinga lookup queryto somenoder on the overlay network.
If noder were maliciousthenit may log the le identiers
looked up by a user Assumingthat a useraccessesnly a
small subsetof the total numberof les on the overlay net-
work (includingthetarget le) theadwersarycannarrov down
the setof nodeson the overlay network that may potentially
hold thetarget le. Onepossiblesolutionis for usersto issue
lookupqueriesghroughatrustedanonymizerTheanorymizer
acceptdookupqueriedrom usersanddispatcheg to theover-
lay network without revealingthe users IP-addressHowever,
the anorymizer coulditself becomea viable tamgetfor the ad-
versary

A more promising solutionis for the userto join the over-
lay network (just like othernodeshosting les onthe overlay
network). Whenthe userissueslookup queries,it is routed



throughsomeof its neighborsjf someof its neighborsarema-

licious, thenthey maylog thesdookupqueries.However, it is

non-trivial for anadwersaryto distinguishbetweerthe queries
that originated at the userand thosethat were simply routed
throughit.

For the sale of simplicity, let us assumethat q denotesthe
numberof lookupsissuedper userper unit time. Assuming
thereareN users,the total lookup trafc is N q lookupsper
unit time. Eachlookupon an averagerequires% log, N hops
on Chord. Hence,the total lookup trafc is Nq * % log, N
hops per unit time. By the designof the overlay network,
thelookuptraf ¢ is uniformly sharedamongall nodesin the
system. Hencethe numberof lookup queries(per unit time)
routedthroughary nodeu is  * 2N log, N =q* 3 log, N .
Therefore theratio of lookup queriesthat originateat a node
to thatroutedthroughit is —3% =_2_ ForN = 1(f,

q 3 log, N log, N
thisratiois about0.1, therebymakingit hardfor anadwersary
to selectvely pick only thosequeriesthat originatedat a par
ticular node. Further not all neighborsof a nodearelikely to
bebad;hencejt is ratherinfeasiblefor anadwersaryto collect
all lookuptrafc o wing throughanoverlaynode.

7.2 Host CompromisebasedinferenceGuards

Host compromisebasedinferenceattacksrequire the adwer

sary to perform an active host compromiseattack before it

caninfer the location of a tamget le. We presenttwo infer-

enceguards: le replicainferenceguardand le sizeinference
guardto guardthe le systemagainsttwo commonhostcom-
promisebasednferenceattacks.The le replicainferenceat-
tack attemptsto infer the identity of a le from its contents.
Notethatanadwersarycanreachthe contentsof a le only af-

terit compromiseshereplicaholder(unlesshereplicaholder
is malicious). The le sizeinferenceattackattemptsto infer
theidentityof a le fromits size.If thesizesof les storedon
theoverlay network aresufciently skewed,the le sizecould
by itself be sufcient to identify atamget le.

7.2.1 File ReplicalnferenceGuard

Despitemakingthe le capabilitiesand le accesdrequencies
appearandomto anadwersary the contentsof a le could by

itself reveal the identity of the le f. The le f couldbeen-
cryptedto rule out the possibility of identifyinga le from its

contents.Evenwhenthereplicasareencryptedanadwersary
canexploit thefactthatall thereplicasof le f areidentical.
Whenanadwersarycompromises goodnode,it canextracta
list of identi er and le contentpairs(or ahashof the le con-
tents)storedatthatnode.Notethatanadwersarycouldperform
afrequeny inferenceattackonthereplicasstoredat malicious
nodesandinfer their lenames.Hence|f anadwersarywereto

obtainthe encrypteccontentsof oneof thereplicasof atamet
le f, it couldexaminethe extractedlist of identi ers and le

contentsto obtainthe identitiesof otherreplicas. Once,the
adwersaryhasthelocationsof cr copiesof a le f, thef could
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be attacled easily This attackis especiallymoreplausibleon
read-only les sincetheir contentsdo not changeover along
period of time. On the otherhand, the updatefrequeny on
read-write les mightguardthem le replicainferenceattack.

We guardread-only les (and les updatedvery infrequently)
by makingtheir replicasnon-identicalthis is achiezed by en-
crypting eachreplicawith a differentcryptographickey. We
derive the cryptographickey for thei™ replicaof le f using
its locationkey Ik ask' = khash (f ki k “cryptkey'). Furthey
if oneusesa symmetrickey encryptionalgorithmin cipher
block-chainingmode(CBC mode[15, 5]), thenwe could re-
ducethe encryptioncostby usingthe samecryptographidey,
but adifferentinitialization vector(iv) for encryptingdifferent
le replicaskk' =khash (f k ‘cryptkey') andiv' =khashy (f
ki k ivec').

We shaw in our experimentalsectionthatevena smallupdate
frequeng onread-write les is sufcient to guardthemthe le
replicainferenceattack. Additionally, one could alsochoose
to encryptread-write le replicaswith differentcryptographic
keys (to male the replicasnon-identical)to improve their re-
silienceto le replicainferenceattack.

7.2.2 File SizelnferenceGuard

File size inferenceattackis basedon the assumptiorthat an
adwersarymight be aware of the target le' s size. Malicious
nodes(and compromisednodes)report the size of the les

storedat themto an adwersary If the sizeof les storedon
the overlay network follows a skewed distribution, the adwver-

sarywould be able to identify the target le (muchlike the
lookup frequeng inferenceattack). We guardthe le system
from this attackby fragmenting les into multiple le blocks
of equalsize. For instance,CFSdivides les into blocks of
8 KBytes eachandstoreseach le block separately We hide
the locationof thej ™" block in thei®™ replicaof le f using
its locationkey Ik andtokenr|t(i) = khash; (f ki k j).

Note thatthe last le block may have to be paddedto make
its size 8 KBytes. Now, sinceall le blocksareof the same
size,it would bevary hardfor anadwersaryto perform le size
inferenceattack.lt is interestingo notethatdividing les into
blocksis usefulin minimizing the communicationoverhead
for smallreads/write®n large les.

7.3 Location Rekeying

In additionto theinferenceattackdistedabove, therecouldbe
otherpossibleinferenceattackson a LocationGuardasedle

system.In duecourseof time, the adwersarymight be ableto
gatherenoughinformationto infer thelocationof atamet le.

Locationrekeying is agenerabdefenseagainstbothknownand
unknowrinferenceattacks.Userscanperiodicallychoosenew
location keys so asto renderall pastinferencesnadeby an
adwersaryuseless This is analogoudo periodic rekeying of
cryptographickeys. Unfortunately rekeying is an expensve
operation:rekeying cryptographideys requiresdatato bere-



encryptedrekeying locationkeysrequiresles to berelocated
on the overlay network. Hence,it is importantto keepthe
rekeying frequeny smallenoughto reduceperformancever
headsandlarge enoughto secureles ontheoverlay network.
In our experimentssection,we estimatethe periodicity with
which locationkeys have to be changedn orderto reducethe
probabilityof anattackon atarget le.

8 Discussion

In this sectionwe brie y discussanumberof issuegelatedto
security distribution andmanagementf LocationGuard.

Key Security. We have assumedhatin LocationGuardased
le systemst is theresponsibilityof the legal usersto secure
locationkeys from anadwersary If a userhasto accesghou-

sandof les thentheusermustberesponsibldor thesecreg

of thousandf locationkeys. One viable solution could be

to compileall locationkeys into onekey-list le, encryptthe

le andstoreit ontheoverlaynetwork. Theusernow needgo

keepsecretonly onelocationkey thatcorrespondso the key-

list. This 128-hitlocationkey could be physically protected
usingtamperproof hardwaredevices,smartcardsetc.

Key Distrib ution. Securedistribution of keys hasbeena ma-
jor challengein large scaledistributed systems.The problem
of distributing locationkeys is very similar to thatof distribut-
ing cryptographickeys. Typically, keys are distributed using
out-of-bandtechniquesFor instancepnecould usePGP[18]
basedsecureemail serviceto transferlocationkeysfrom a le
ownerto le users.

Key Management. Managinglocation keys ef ciently be-
comesanimportantissuewhen(i) anownerownsseveralthou-
sand les, and(ii) the setof legal usersfor a le vary signi -

cantly over time. In the formerscenariothe le ownercould
reducehekey managemertostby assigningonelocationkey
for agroupof les. Any userwho obtainsthelocationkey for
a le f would implicitly be authorizedto accesghe groupof
les to whichf belong. However, the later scenariomay se-
riously impedethe systems performancen situationswhere
it mayrequirelocationkey to be changedeachtime the group
membershigghanges.

The major overheadfor LocationGuardarisesfrom key dis-

tribution andkey managementAlso, locationrekeying could

beanimportantfactor Key security distribution andmanage-
mentin LocationGuardusing group key managemenproto-

cols[8] areapartof our ongoingresearchwork.

Otherissuesthat are not discussedn this paperinclude the
problemof a valid userillegally distributing the capabilities
(tokens)to anadwersary andtherobustnes®f thelookuppro-
tocol and the overlay network in the presenceof malicious
nodes. In this paperwe assumehat all valid usersare well

behaed andthe lookup protocolis robust. Readeramay re-
fer to [22] for detaileddiscussioron the robustnesof lookup
protocolson DHT basedverlay networks.
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9 Experimental Evaluation

In this sectionwe reportresultsfrom our simulationbasedex-

perimentsto evaluatethe LocationGuardapproachfor build-

ing securewide-areanetwork le systems.We implemented
our simulatorusinga discreteevent simulation[5] model,and
implementedthe Chord lookup protocol [23] on the overlay
network compromisingof N = 1024 nodes. In all experi-

mentsreportedin this paper arandomp = 10% of N nodes
arechoserto behae maliciously We setthe numberof repli-

casof a le to beR = 7 andvary the corruptionthreshold
cr in our experiments.We simulatedthe badnodesashaving

large but boundedpower basedon the parameters (DoS at-

tackstrength), (nodecompromiseate)and (noderecovery

rate)(seethethreatmodelin Section3). We quantifytheover

headdueto LocationGuardanddemonstrate¢he effectiveness
of LocationGuaragainstDoSandhostcompromiséasedar-

get le attacks.

9.1 LocationGuard

Operational Overhead® We rst quantify the performance
andstorageoverheadsncurredby LocationGuardLet uscon-
sideratypical le read/writeoperation.Theoperationconsists
of thefollowing steps:(i) generatehereplicalocationtokens,
(i) lookupthereplicaholdersontheoverlay network, and(iii)
procesghe requestat replicaholders. Step(i) requirescom-
putationsusing the keyed-hashfunction with location keys,
which otherwisewould have requiredcomputationsusing a
normal hashfunction. We found that the computationtime
differencebetweerHMAC (a keyed-hasHunction)andMD5
(normalhashfunction)is negligibly small (orderof a few mi-
croseconds)singthestandarddpenSSlLibrary [16]. Step(ii)
involvesa pseudo-randomumbergenerationfew microsec-
ondsusingthe OpenSSlLlibrary) andmay requirelookupsto
beretriedin theeventthatthe obfuscateddenti er turnsoutto
be unsafe. Given that unsafeobfuscationsare extremelyrare
(seeTable 1) retriesare only requiredoccasionallyand thus
this overheadis negligible. Step (iii) addsno overheadbe-
causeour accesheckis almostfree. As long astheusercan
presenthecorrectpseudo- lenamgtoken),thereplicaholder
would honorarequesbnthat le.

Now, let uscomparethe storageoverheadat the usersandthe
nodesthat are a part of the overlay network. Usersneedto
storeonly anadditional128-bitlocationkey (16 Bytes)along
with other le meta-datdor eachle they wanttoaccessEven
auserwhousesl million les ontheoverlaynetwork needgo
storeonly an additional L6 MBytesof locationkeys. Further
thereis no extra storageoverheadon the restof the nodeson
the overlay network.

Denial of Sewice Attacks. Figure5 shaws the probability
of an attackfor varying anddifferentvaluesof corruption

3As measurean a 900 MHz Intel Pentiumlil processorunningRedHat
Linux 9.0
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Figure5: Probabilityof a TamgetFile Attack
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Attack

threshold(cr). Without the knowledgeof the locationof le
replicasan adwersaryis forcedto attack(DoS) a randomcol-
lection of nodesin the systemand hopethat that at leastcr
replicasof thetarget le is attacled. Obsenre thatif the mali-
ciousnodesare more powerful (larger ) or if the corruption
thresholdcr is very low, thenthe probability of an attackis
higher If anadwersarywereawareof theR replicaholdersof
atamet le thenaweakcollectionof B maliciousnodessuch
asB = 102(i.e.,10%of N) with = B = -5 = 0:07, can
easilyattackthetamet le. Also, for a le systemto handlethe
DoSattacksona le with = 1, it would requirealargenum-
ber of replicas(R closeto B) to be maintainedfor each le.
For example,in thecasewhereB = 10% N andN = 1024
thesystenmeedgo maintainaslargeas100+replicasfor each
le. Clearly without locationkeys, the effort requiredfor an
adwersaryto attackatamget le is dependenbnly onR, butis
independenbf the numberof goodnodes(G) in the system.
On the contrary the locationkey basedtechniquesscalethe
hardnesf an attackwith the numberof good nodesin the
system.Thusevenwith averysmallR, thelocationkey based
systemcan make it very hardfor ary adwersaryto launcha
taigeted le attack.

Host CompromiseAttacks. To furtherevaluatethe effective-
nessof locationkeys againsttamgeted le attackswe evaluate
locationkeys againsthostcompromisettacks.Our rst exper
imenton hostcompromiseattackshavs the probability of an
attackon the taiget le assuminghatthe adwersarydoesnot
collect capabilities(tokens)storedat the compromisedhodes.
Hencethetarget le is attacledif cr or moreof its replicasare
storedateithermaliciousnodesor compromisechodes Figure
6 shavs the probability of anattackfor differentvaluesof cor
ruptionthresholdcr) andvarying = — (measureéh number
of noderecoveriespernodecompromise) We ranthe simula-
tion for a durationof 1% time units. Recallthat £ denotes
themeantime requiredfor onemaliciousnodeto compromise
agoodnode. Note thatif the simulationwererun for in nite
time thenthe probability of attackis alwaysone. This is be-
causeatsomepointin time,cr or morereplicasof atamet le
would beassignedo maliciousnodeqor compromisechodes)
in thesystem.
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Figure6: Probabilityof a TargetFile Attack
for N = 1024nodesandR = 7 usingHost
CompromiséAttack (with no token
collection)
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Figure7: Probabilityof a TargetFile Attack
for N = 1024nodesandR = 7 usingHost
CompromiseéAttack with tokencollection

from compromisedodes
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Table2: MeanFractionof GoodNodesin Uncompromisecbtate
(e

From Figure 6 we obsene that when 1, the systemis
highly vulnerablesincethe noderecovery rate is lower than
thenodecompromiseaate.Notethatwhile a DoSattackcould
toleratepowerful maliciousnodes( > 1), the hostcompro-
miseattackcannottoleratethe situationwherethe nodecom-
promiserateis higherthantheir recovery rate( 1). Thisis
primarily becausef the cascadingffect of hostcompromise
attack.Thelargerthenumberof compromisedodeswe have,
the higheris the rateat which othergood nodesare compro-
mised(seethe adwersarymodelin Section3). Table2 shavs
themeanfractionof goodnodesG9 thatarein anuncompro-
misedstatefor differentvaluesof . Obsenrefrom Table2 that
when = 1, mostof the good nodesarein a compromised
state.

As we have mentionedn Sectiord.3,theadwersarycouldcol-

lectthe capabilities(tokens)of the le replicasstoredatcom-

promisednodes;thesetokens can be usedby the adwersary
atary pointin futureto corruptthesereplicasusinga simple
write operation. Hence,our secondexperimenton hostcom-

promiseattackmeasureshe probability of a attackassuming
that the adwersarycollectsthe le tokensstoredat compro-
misednodes.Figure7 shavsthe meaneffort requiredto locate
all thereplicasof atamget le (cr = R). Theeffort required
is expressedn termsof the fraction of goodthat needto be

compromisedy theadwersaryto attackthetarget le.

Note thatin the absencef locationkeys, an adwersaryneeds
to compromiseat mostR good nodesin orderto succeeca
targeted le attack.Clearly, locationkey basedechniquesn-
creaseherequiredeffort by several ordersof magnitude.For
instancewhen = 3, anadwersaryhasto compromiser 0% of
thegoodnodesn the systemin orderto increasehe probabil-
ity of anattackto a nominalvalueof 0:1, evenunderthe as-
sumptionthatanadversarycollects le capabilitiesfrom com-
promisednodes. Obsene that if an adwersarycompromises
every good nodein the systemonce,it getsto know the to-
kensof all les storedon the overlay network. In Section7.3
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Table3: Time Interval betweerLocationReKeying (normalizedby
L time units)

we had proposedocationrekeying to protectthe le system
from suchattacks. The exact period of locationrekeying can
be derivedfrom Figure7. For instancewhen = 3, if auser
wantsto retainthe attackprobabilitybelowv 0.1, thetime inter
val betweerrekeying shouldequalthe amountof time it takes
for anadwersaryto compromiser0% of the goodnodesin the
system. Table 3 shaws the time taken (normalizedby %) for
an adwersaryto increasehe attackprobability on a taget le
to 0.1 for differentvaluesof . Obsenrethatas increases,
locationrekeying canbe moreandmoreinfrequent.

9.2 Location InferenceGuards

In this sectionwe shav the effectivenesof locationinference
guardsagginstthe lookup frequeng inferenceattack,andthe

le replicainferenceattack.For amorecomprehense evalu-

ationof inferenceguardsreferto ourtech-repor{21].

Lookup Frequency Inference Guard. We have presented
lookup result cachingand le identi er obfuscationas two
techniquedgo thwart frequeng inferenceattack. Recallthat
our solutionsattemptto atten the frequeng pro le of les
storedin the system(seeLemma?7.1). Note that we do not
changethe actualfrequeng pro le of les; insteadwe atten
theapparenfrequeng pro le of les aspercevedby anadwer
sary We assumehat les areaccesseth proportionto their
popularity File popularitiesarederived from a Zipf-lik e dis-
tribution [25], wherein,the popularityof thei" mostpopular
le in thesystemis proportionalto Ii with = 1.

Our rst experimenton inferenceattacksshaws the effective-
nessof lookup resultcachingin mitigating frequeng analy-
sis attackby measuringhe entropy [14] of the apparentre-
queny pro le (measuredas numberof bits of information).
Giventhe apparenticcesdrequencie®f F les, namely ?l,
2., . 7 ,theentropy S is computedasfollows. Firstthe
. ? = 1 Then,
iz1 log, { . Whenall les areaccessedni-
formly andrandomly thatis, ?. = Fi forl i F, the
entroy S is maximumSnax = log, F. Theentrofy S de-
creasesstheaccesgro le becomesnoreandmoreskewed.
Note thatif S = log, F, no matterhow clever the adwersary
is, he/shecannotderive ary usefulinformationaboutthe les
storedat good nodes(from Lemma7.1). Table4 shaws the
maximumentropy (Smax ) andthe entrogy of a zipf-like dis-
tribution (S;ipr ) for differentvaluesof F. Note that every
additionalbit of entroyy, doublesthe effort requiredfor asuc-
cessfulattack; hence,a frequeny inferenceattackon a Zipf
distributed4K les is about19times(2'? 7:7°) easiethanthe
ideal scenariowhereall les areuniformly andrandomlyac-
cessed.

frequenciesare normalizedsuchthat
E

S = o

I
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Table5 shavs theentropy of apparentle acces$requeny as
perceved by anadwersarywhenlookup resultcachingis em-
ployedby thesystemfor F = 32K les. We assuméhatthe
actualaccesdrequeng pro le of theseles followsaZipf dis-
tribution with the frequeng of accesgto the mostpopular le
(f1) normalizedto one accessper unit time. Table5 shavs
theentrogy of theapparentookupfrequeng for differentval-
uesof gep (the meanrate at which a nodejoins/leaves the
system).Obsereif gep is large,the entrogy of apparentle
accesdrequeny is quite closeto thatof Zipf-distribution (see
Table4 for 32K les); andif the nodesaremorestable( gep
is small),thentheapparenfrequeng of all les would appear
to beidenticallyequalto gep.

In our secondexperiment,we shav the effectivenessof le
identi er obfuscatiorin mitigatingfrequeng inferenceattack.
Figure 8 shows the entrofy of the apparentle accessfre-
queng for varying valuesof sq (the probability that obfus-
catedqueriesare safe,seeTheorem6.1) for differentvalues
of nf , the meannumberof les per node. Recallthat an
obfuscateddenti er is safeif boththe original identi er and
the obfuscateddenti er areassignedo the samenodein the
system. Higher the value sg, smalleris the safeobfuscation
range(srg); andthus,the lookup queriesfor a replicaloca-
tion tokenaredistributedover asmallerregionin theidenti er
space. This decreasethe entropy of the apparentle access
frequeng. Also, asthe numberof les storedat a nodein-
creasegherewouldbelargeroverlapshetweerthesaferanges
of different les assignedo a node(seeFigure4). This evens
out (partially) the differencesbetweendifferentapparentle
accesdrequenciesandthus,increasedts entroyy.

File Replica InferenceGuard. We studythe severity of le
replicainferenceattackwith respectto the updatefrequeny
of les in the le system.We measuredhe probability that
an adwersarymay be ableto successfullylocateall the repli-
casof atarget le usingthe le replicainferenceattackwhen
all thereplicasof a le areencryptedwith the samekey. We
assumehatthe adwersaryperformsa hostcompromiseattack
with = 3. Figure9 shawvs the probability of a successfuht-
tackonatarmet le for differentvaluesof its updatefrequeny
anddifferentvaluesof rekeying durations.Note thatthetime
periodat which locationkeys arechangedandthetime period
betweenle updatesarenormalizedby 1 (meantime to com-
promisea good node). Obsene the sharpkneein Figure 9;
oncethe le updatefrequeng increasedeyond3 (thricethe
nodecompromiseate)thenprobability of a successfuhttack
is very small.

Notethat , therateatwhich a nodecanbe compromisedy
onemaliciousnodeis likely to be quite small. Hence evenif
a le isinfrequentlyupdatedit couldsurvive a le replicain-
ferenceattack. However, read-only les needto be encrypted
with differentcryptographickeys to make their replicasnon-
identical. Figure 9 alsoillustratesthat lowering the time pe-
riod betweerkey changedowersthe attackprobability signif-
icantly. Thisis becauseachtimethelocationkey of a le f is
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changedall the informationcollectedby an adwersaryregard-
ing f would berenderecentirelyuseless.

Infer enceAttacks Discussion.We have presentedechniques
to mitigate somepopularinferenceattacks. There could be
otherinferenceattackshathave notbeenaddresseth this pa-
per. Eventhelocationinferenceguardspresentedh this paper
doesnotentirelyrule outthe possibilityof aninferenceattack.
For instance evenwhenwe usedresultcachingand le iden-
tier perturbationin combination,we could not increasethe
entropy of apparentookupfrequeng to thetheoreticalmaxi-
mum (Spax in Table4). Identifying otherpotentialinference
attacksanddevelopingbetterdefensesgainsttheinferenceat-
tacksthatwe have alreadypointedoutin this paperis a partof
our ongoingwork.

10 RelatedWork

Senerlessdistributed le systemslike CFS [4], Farsite[1],
OceansStorgl2] and SiRiUS [7] have receved signi cant at-
tention from both the industry and the researchcommunity
Thesele systemsstore les onalargecollectionof untrusted
nodesthat form an overlay network. They usecryptographic
techniqueso secureles from maliciousnodes.Unfortunately
cryptographidechniquegannotprotecta le holderfrom DoS
or hostcompromisattacks.LocationGuargresentsow over-
headandhighly effective techniqueso guarda distributed le
systemfrom suchtargeted le attacks.

ThesecureOverlay Service{SOS)paper[11] presentanar
chitecturethat proactively preventsDoS attacksusing secure
overlay tunnelingand routing via consistenthashing. How-
ever, the assumptionsaindthe applicationsin [11] arenotice-
ably differentfrom that of ours. For example,the SOS pa-
per usesthe overlay network for introducingrandomnesand
anorymity into the SOSarchitectureto make it dif cult for
maliciousnodesto attacktarget applicationsof interest. Lo-
cationGuardtreatsthe overlay network as a part of the tar
getapplicationsve areinterestedn andintroducerandomness
andanorymity throughlocationkey basechashingandlookup
basedle identi er obfuscationmakingit dif cult for mali-
ciousnodesto tamget their attackson a small subsetof nodes
in the systemwho arethereplicaholdersof thetamet le of

0.740.76 0.78 0.8 0.820.840.860.88 0.9 0.920.940.96 1 2 3 4 5 6 7 8 9
Probability of Safe Perturbed Query (sq)

Figure8: CounteringLookup Frequeng
InferenceAttack Approachll: File Identi er
obfuscation

File Update Frequency
Figure9: CounteringFile ReplicaFrequeng
InferenceAttack: LocationRekeying
Frequenyg Vs File UpdateFrequeng

interest.

TheHydraOS[3] proposedh capability-basede accesgon-
trol mechanism.LocationGuardmplementsa simpleand ef-
cient capability-baseéccessontrolon awide-areanetwork
le system.The mostimportantchallengefor LocationGuard
is thatof keepinga le' scapabilitysecretandyetbeingableto
performalookuponit (seeSectionb).

Indirectattackssuchasattemptgo compromisecryptographic
keys from the systemadministratoror use fault attackslike
RSAtiming attacksglitch attacks hardwareandsoftwareim-
plementatiorbugs[17] have beenthe mostpopulartechniques
to attackcryptographicalgorithms. Similarly, attaclersmight
resortto inferenceattackson LocationGuardinceabruteforce
attack(evenwith rangesieving) on locationkeys is highly in-
feasible.

11 Conclusion

We have described_ocationGuard atechniquefor securing
wide areasenerlessle sharingsystemdrom targeted le at-

tacks. Analogousto traditional cryptographickeys that hide
the contentsof a le, LocationGuardchidesthe location of a
le on anoverlay network. LocationGuardprotectsa tamget
le from DoS attackshostcompromiseattacksand le loca-
tion inferenceattacksby providing a simpleandefcient ac-
cesscontrol mechanisnwith minimal performanceand stor

age overhead. The unique characteristicof LocationGuard
approachis the careful combinationof location key, lookup
guard,andanextensiblepackageof locationinferenceguards,
which makesit very hardfor an adwersaryto infer the loca-
tion of a tamet le by eitheractively or passiely observing
the overlay network. Our experimentalresultsquantify the
overheadof emplgying location guardsand demonstratehe
effectivenessof the LocationGuardschemeagginst DoS at-

tacks,hostcompromiseattacksandvariouslocationinference
attacks.

Our researchon LocationGuardcontinuesalong several di-
mensionsFirst, we arecurrentlyworking onidentifying other
potentialandpossiblymoresophisticateéhferenceattacksand,
aimingat developingbetterdefensesgainstvariousinference
attacks.Secondwe areactively working on securekey distri-



bution algorithmsand investigating factorsthat canin uence
the frequeny andtiming of rekeying process. Furthermore,
we have startedthe developmentof LocationGuardoolkit as
avalue-addegbackagehat canbe pluggedon top of existing
DHT-basedP2PsystemsWe believe locationhiding is anim-
portantpropertyandthatLocationGuardnechanismaresim-
ple,secureef cient andapplicableo mary large-scaleverlay
network basedapplications.
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