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Abstract

Modern mobile processoroffer dynamicvoltage and frequeng scaling, which can be usedto reducethe enegy
requirement®f embeddedndreal-timeapplicationsby exploiting idle CPUresourceswhile still maintainingall appli-
cations'real-timecharacteristicsHowever, accuratepredictionsof taskrun-timesare key to computingthe frequencies
and voltagesthat ensurethat all tasks' real-time constraintsare met. Pastwork hasusedfeedback-basedpproaches,
whereapplications'pastCPU utilizations are usedto predictfuture CPU requirements.Inaccuratepredictionsin these
approachesanleadto misseddeadlines)essthan expectedenegy savings, or large overheadslueto frequentvoltage
andfrequeng changesPrevioussolutionsignoreotherindicators'of future CPUrequirementssuchasthefrequeny of
1/0 operationsmemoryaccessesyr interrupts.This paperaddressethis shortcomingor memory-intensie applications,
wheremeasuredaskrun-timesandcachemissratesareusedasfeedbackfor accurateun-timepredictions.Cachemiss
ratesindicatethe frequeng of memoryaccesseandenableusto derive thelatenciesntroducedby theseoperationsThe
resultsshavn in this paperindicateimprovementsn the numberof deadlinesnetandtheamountof enegy saved.

1 Intr oduction

Background. The increasingenegy demandf more powerful mobile processorganleadto shorterbatterylivesand
greaterheatdissipation. In orderto reducethesedemandswhile preservinghigh performance gnegy-avarenesas
becomea critical factorin the designof mobile andembeddedystems.As a result,nev methodsfor dynamicenegy
managemenhave beenintroduced,e.g., dynamicvoltageandfrequeny scaling(DVFS). DVFS takesadwantageof the
guadraticrelationshipbetweersupplyvoltageandenegy consumptiorjl], which canresultin signi cant enegy savings.
However, DVFS techniqueposea dif cult challengeto real-timesystemsnot only mustDVFS be usedto reduceenegy
consumptionput it mustdo sowithoutimpactingthe desiredquality of serviceofferedby the systento applicationsand
endusers.Recentapproacheto solving this issuebaseghe frequeng/voltagecomputationsisedby the scheduleon its
predictionsof future taskrun-times[8, 4]. However, theseapproachefgnorethatapplications'run-timesalsodependon
I/0, memoryaccessesndinterruptsresultingin inaccuraciesn run-timepredictions.

Thispaperaddressemaccuracies run-timepredictionshy removing oneof theirmajorcausesthe utilization of mem-
ory resourcesMemory-intensie applicationsjncludingimageandvideo processingandscienti ¢ applicationsyequire
frequentaccesse® memory which contritutessubstantiallyto their total run-times particularlyin systemsvhereDVFS
not only changeshe CPU's clock frequeng, but alsothe frequeng of the bus linking CPU andmemory Utilizing all
tasks' schedulingattributes,a DVFS algorithm can computethe total CPU utilization, and consequentlythe frequeny
andvoltagecombinatiorthatmaximizesthis utilization (i.e., 100%).However, inaccuraciedn predictingtasks'run-times
can causesystemutilization to exceed100%, therebyleadingto misseddeadlinesand frequentfrequeng and voltage
re-computationsOverestimatinghe utilization canresultin inef cient enegy managementThekey ideaexploredin this
paperthereforejs to dynamicallymonitoratask's cachemissrate,which indicatethe memoryoverheadexperiencedy
thetask. Thesemissratesareusedasinputsby the DVFS algorithmusedto betterpredictrun-timeandmoreaccurately
computethe frequenciesand voltagesto be usedfor task execution. Experimentalresultsutilize the frequeng scaling
capabilitiesof an XScale-basedvaluationboard.Futurework will extendtheseresultsto voltagescaling.

Related Work. Previous work on DVFS algorithmsfor real-timeschedulergescribedn [4] and[5] relies on worst-
casetask executiontimes, whereaswe use cachefeedbackdatato approximateactualexecutiontimes. This is a rst



steptowardsmoreaccurateun-time predictionsandoptimal enegy savings; our future work will addresdgurthercauses
for inaccuraciese.g.,disk andnetwork I/O delays. Therehasalsobeensubstantiaprior work thatexaminesthe effects

of DVFS on cacheperformance.In [3], the authorsevaluateenegy saszings dueto the reducedcachemiss penaltiesat

lower clock frequenciesCompile-timetechniquessuchasthe oneproposedn [2] have exploited thesestall periods.On-

line algorithmsincluding[7] utilize performancecountersavailablein modernmicroprocessorto achieve similar enegy

savingswithout the needfor recompilingapplications.

2 Dynamic Voltageand FrequencyScaling

Real-Time CPU Scheduling To efciently supportreal-timeapplicationsgachtask hasaperiod associatedywhere
theendof the currentperiodis thedeadline Eachtask is guaranteed timeunitseachperiod , andthescheduleuses
EarliestDeadlineFirst (EDF) amongall currently eligible' tasks(i.e., tasksthathave notyet executedor theirtime slices
in their respectie periods).If ataskmissedts deadlinethe schedulewriolatedthereal-timeguaranteeto this task.

Clock frequenciesaretypically computedsuchthatthe restutilization of the CPU is exploited by slowing down task
execution.We computea new clock frequengy whenever the systemutilization changese.g.,whentasksjoin or leave the
run queue.Thecurrentutilization of all tasksis computedwith:

— 1)

is the servicetime allocatedto task at the default clock frequeng andthis servicetime increasesvhenthe clock is
sloweddown. For eachclockfrequeny , ascalingfactor  canbeobtainedby executinga sampleprocessing-intenge
codeat boththe default frequeny and anddividing the measuredun-times: . Thisis repeated
for eachavailableclock frequeng (or corevoltage)for a givenprocessarThe goalof frequeng scalingis to getasclose
to 100%utilization aspossiblej.e.,

— 2

where istheyetunknavn scalingfactor To guaranteghatbest-efort tasksarenot staned,we canreplace with
,e.g., . Then canbedeterminedvith:

— 3)

Theresulting is comparedo the previously obtainedscalingfactors,andthescalingfactor  closesto  ( )is

selectedandtheclock frequeng is adjustedo frequengy

Note that otherapproachesxist that computedifferentscalingfactorsfor eachindividual application,however, these
approachebave highercomputationabverheadsNeverthelessthe solutionintroducedn this papercouldalsobeapplied
to theseapproached-owever, this commonapproactio DVFS assumethattherun-timescanbe predictedoy monitoring
previous CPU requirementsignoringthat otherfactors(e.g.,l/O utilization) canaffect the run-times,makingthe predic-
tionsinaccurateThisissueis addressetly theremaindeof this paper

Run-Time Prediction. Intuitively, the scalingfactor would be the ratio of the clock frequencies.However, various
factorscausea changein . Figurel shavs the performanceof threeapplicationsyelative to the maximumfrequeng.
On the x-axis, we display the differentfrequenciesupportedby our XScale-basedievice: the rst numberdepictsthe
coreclock frequeng (rangingfrom 99MHz to 398MHz); the secondhumberis the bus frequeng (rangingfrom 50MHz
to 196MHz). This resultsin 5 differentfrequeng settings.Note however, thatthe fourth and fth settingsdiffer only in
thebusfrequeng. Thethreeprogramsselectedaredcache-missa C programwritten speci cally to generatalatacache
missedy performingmemoryaccessesn alargearray;gzip,thepopular le compressiompplication;andcjpey, aJPEG
imagecompressorThetheoreticaline shavs the expectedratio, assuminghatthe executiontime waslinearly relatedto
the CPUfrequeng. With memory-intensie programdik e gzip anddcache-missgxecutiontimesdiffer substantiallyfrom
thetheoreticalline, sincethe executiontimesof theseprogramsaremore dependenbn the bus frequeng thanthe CPU
frequeng. If asimplelinearmodelwereusedto determinethe  factors,it would underestimat¢he utilization at lower



01 f

Relative Performance

Memory Access Rate (Cache Misses / Instructions)

05 T
dcache-miss —=—
ozip —e—
cipeg

. . . . .
99 MHz 199 MHz 298 MHz 398 MHz 398 MHz 0.001
(50 MHz) (99 MHz) (99 MHz) (99 MHz) (198 MHz) o 5000 10000 15000 20000 25000

CPU Frequency (Bus Frequency) Time (ms)

Figure 1: Relatve performanceof threeapplicationsat Figure2: Datamemoryaccessateof gzip.
variousclock frequencie®ntheIntel XScalePXA255.

clock frequenciesresultingin misseddeadlinesandoverestimatehe utilization at higherclock frequenciesresultingin
wastedenegy. Theresultsin Figurel point outtheimportanceof consideringcachemissratesin the DVFS approach.

Theremainderof this paperwill usethe MemoryAccesRate(MAR)to quantifythe rateof cachemisses.As opposed
to themissrate, MAR is de ned in Equation4 astheratio of datacachemissedo instructionsexecuted.

(4)

Figure2 shavs gzip's MAR plottedovertime. Applicationslik e gzip experiencea large variationin MAR, with therate
changingby afactorof overahundred Dueto thisvariation,asinglesetof  valueswould notbesufcient for theentire
executionof gzip. Thereforejt is critical to determinghe appropriatesetof ~ factorsfor eachprocesss currentbehaior.

Notethatthesemeasurementsave beenperformedon an XScaleprocessagra modernmobile scalarprocessowith a
7-stagepipelineandout-of-ordercompletion.While modernprocessorsanhide certainmemorylatenciesthehundredof
cyclesresultingfrom DRAM accessesancausesigni cant performancdosseq6]. Thereforewe useMAR asindicator
for theperformanceenaltiesncurredby memoryaccesses.

3 CacheMiss RatesasFeedbackfor DVFS

Approach. To improverun-timepredictionsfor DVFS, we proposd&o monitorcachemissratesusinga softwarefeedback
loop. Our approactusesperformancecountersto countthe numberof datacachemissesandinstructionsexecuted.and
keepaweightedaverageof the MAR for eachprocessFromthis value,the CPU schedulecanpick anappropriatematrix
of scalingfactorswhichwill moreaccuratelyestimatehe processs executiontime underthe availablefrequencies.

Our approachs implementedn an Intel Sitsangevaluationboardwith an XScalePXA255 processar The PXA255
processohasthreecachesa 32KB instructioncache(32-way associatiity), a 2KB L1 mini-datacache(2-way associati-
ity), anda 32KB L2 datacache(32-way associatiity). All cachesusetheround-robinpolicy.

Performance Counters. Many processorsupportsomeform of performanceountersor optimization. Thesehardware
counterssupportthe monitoring of numeroustypesof events,suchas memoryaccesseand pipeline stalls. The Intel
XScalePXA255processohasthree32-bit performanceountersonewhich countsclock cyclesandtwo general-purpose
counterswhich maybeusedto monitorary of 16 possiblesvents,selectablén softwarevia acon gurationregistert.

For theseexperimentsit is importantto chooseperformancecounterswhich are not affectedby frequeny changes.
Sincethe executiontime varieswith frequeng, cachemissever clock cycleswould vary for a givenprogramdepending

Ihttp://iwwwintel.com/design/mdprodbref/2527&docs.htm



onthefrequeng. Thereforefor the computatiorof MAR, instructionsexecutedwaschosennsteadof clock cycles. Un-
fortunately the PXA255 doesnot provide a performancecounterfor combinedcachemissesonly separatenesfor the
instructionanddatacaches.Due to the limitations of the processqrdatacachemisseswvaschosen.Hence the de nition

of theMAR astheratio of datacachemissedo instructionsexecutedEquationd).

Monitoring of CacheMiss Rates. To implementanenegy-avarescheduleusingcachefeedbackwe rst mustapprox-
imate the executiontime of a processwith a given MAR. If we take a programs executiontime, and breakit into two
componentstime spentexecutinginstructionsandtime spentstalledon memoryaccessesye getthefollowing formula:

(6)

where is a constantdependenbn CPU clock frequeng, and is a constantdependenbn bus
frequeng. To nd thevaluesfor thesetwo constantsa testprogramwas designedo generatea speci ed missrate by
performingmemoryaccessesnalargearray Thetestprogramwasrunwith multiple MARs ateachsupportedrequeng,
andusinglinear regressionthe executiontimeswereusedto determinehe constants and . Theexperimental
determinatiorof the constantensureghat processotechniquego hide memorylatenciesareconsideredi.e.,
only indicatesthe memorylatencieghatcould not be hiddenby the processar

Thescalingfactorsfor eachfrequeng canbe calculatedusingtheratio of the executiontimesfrom theequationabove.
Calculatingthesescalingfactorsat runtime would add extra overheado eachscheduleinvocation,so twelve matrices
of scalingfactorswere precalculateéind compiledinto the DVFS module. The twelve matriceswere selectedsuchthat
matrix correspondso the scalingfactorsfor processewith anMAR of . A eld wasaddedo Linux'staskstruct

to keepaweightedaverageof theMAR for eachprocessandcodewasaddedo selectheappropriatematrixof ~ factors
ateachscheduleinvocation.

4 Experimental Evaluation

To testthe effectivenesof thecachefeedbackoop, four differentprogramsarerun undervariousserviceconstraints Two
of theprogramschoseraretestcasesiesignedo generatalatacachehits andmisses.The othertwo programsgijpeg, and
gzip, arechoserto berepresentatie of commonmemory-boundr real-timemultimediaapplications.For the dcache-hit
testcase with the lowestMAR, thereis little differencebetweerthe resultsof the theoreticalfrequeny scalingandthe
feedbacKoop. Thisis to be expected sincethe theoreticalalgorithmdoesnot considermemoryaccessesOn processes
with ahigherMAR, suchasdcache-misandgzip, the performancexhibitsthe S-shaped@urvein Figurel. In thesecases,
thefeedbacKoop helpsconsere enegy atlower utilizationsandalsohelpsavoid misseddeadlinesat higherutilizations.
Tablel summarizeshe 68 testcasesgetailedresultshave beenomittedfor brevity.

Utilization (%)
TestProgram|| 10 [ 15[ 20 [ 25 30 [ 35 40| 4550 55 60 65 70 7580 85 [ 90 |
dcache-misg| - | - | - | $ | $ | -|-|-|$|$|$ ||| +]|-]|+]|-
gzip|| - | - | - | S| S| -|-|-|S|S|S)| -] -|-|#H]|H#]| -
cpeg || - | - |- | $| S| -] -|-]|S|S || -|--1-|%#|-
deache-hit| - | - | - | - | - | - | - |- | -|-|-|-|-|-|-1-1-
Legend:

$ Bothalgorithmsmeetthedeadline put thefeedbackoop conseredenegy by runningatalowerfrequeny
thanthetheoreticaklgorithm.

# Bothalgorithmsmeetthe deadline but the feedbacKoop conseredlessenegy thanthe theoreticalalgo-
rithm.

+ Thetheoreticablgorithmmissests deadline put thefeedbacKkoop avoidsamisseddeadlineby raisingthe
frequeng.
- BoththetheoreticaklgorithmandfeedbacKoop executeatthe samefrequeng.

Tablel: Testprocesses.



In the majority of casesthereis no differencebetweernthe executionunderthe theoreticalalgorithmandthe feedback
loop, dueto the PXA255's limited numberof frequenciesSincethereareonly vefrequengy combinationsavailable,the
theoreticallgorithmusuallypicksthe optimumfrequeng. In mary casesthefeedbackoop reducesnegy consumption
by selectinga lower frequeng thanthe theoreticalalgorithm. In thesecasesthe bus speeds usuallythe limiting factor
for performance. Since multiple CPU frequenciessharethe samebus speed,the feedbackloop can selectthe lowest
CPU frequeng, resultingin a lower enegy consumptionover the theoreticalalgorithm. However, in a few testcases,
thefeedbacKoop is over-aggressie whenminimizing clock frequenciesgausingit to performworsethanthetheoretical
algorithm. In thesecasesputsidefactorssuchas|/O responsdime and context switchinglikely increasethe execution
time of theprocessnorethanexpectedresultingin amisseddeadline In furtherresearchwe intendto implementamulti-
resourcdeedbaclkalgorithm,measuringandtakingthesefactorsinto consideratiowhenchoosingoptimalfrequencies.

Overall, the feedbacKoop resultsin fewer misseddeadlinesn 3% of the casegested.In another25% of the casesthe
feedbacHloop resultsin alower operatingrequeng. This leadto anaveragefrequeny savingsof 8.1%.

5 Summary and Conclusion

Dynamicvoltageandfrequeng scalingallows for a reductionin enegy consumptiorandin heatdissipationfor mobile
devices.However, mostDVFS algorithmsarenotwell-suitedto real-timeapplicationssincethey will eithermissdeadlines
or wasteenepy if the executiontime of the processs miscalculated.Utilizing the processos performancecountersto
monitor memoryaccessesye proposeto betterpredictprocessexecutiontime usinga feedbackoop. Here,the DVFS
approactronsiderghe recentnumberof cachemissesderiving the overheadgor accessingnemory andtherebybetter
predictinganapplications run-time,resultingin moreprecisevoltageandfrequengy computations.

Whentestedwith four applicationsundervariousutilizations, the cachefeedbackmethodresultsin an enegy savings
in 25%o0f thecasegested At high utilizationsandhighmemoryaccessates thefeedbacKoop raisedthe CPUfrequeng,
avoiding misseddeadlinesn 3% of the casegdested.

In future researchwe plan to monitor additionalresourcego usein our feedbackioop, including I/O requestsand
context switchingoverheads While the approachintroducedin this paperrelieson frequeng scaling,the XScale-based
evaluationboardusedin our experimentsalso supportsvoltagescaling. Therefore,our future resultswill leverageboth
frequeng andvoltagescalingto achiere optimalenegy managemeresults.
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