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Mot vation

# Router buffers are important in packet networks.
» Absorb rate variations of incoming traf c.
» Prevent packet losses during bursts of packets.
# Increasing buffer space increases the utilization of the
link and decreases the loss rate.
# But also increases queueing delays.
s S0 we want smallest possible buffers.
#® Fundamental Question: What is the minimum buffer

requirement to satisfy constraints on the utilization and
loss rate ?
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Why Is Buffer Sizelmportant ?

#® Router buffer size affects:
s Utilization of the link.
» Loss rate of the link.
» Fairness among TCP connections.

#® Results by Morris (1997):
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Rulesof Thumb

#® Router vendors suggest 500ms of buffering.
s Why 500ms ?

# Bandwidth Delay Product rule: Capacity of link times
the “typical” RTT.

s Which RTT should we use ?

o What if there are many TCP o ws with different
RTTs ?

» How do different types of o ws (large vs small) affect
the buffer requirement ?

® Several variants of this rule.
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RelatedWork

#® Open Loop Approaches - Cao et al.(2002) and
Paschalidis et al. (2001)

>

Considered the input traf ¢ to be an exogenous
process e.g. Poisson Process

Loss probability for a M/M/1/B queue is p = 18 G

But TCP is not open-loop. TCP o ws react to delays
and losses.

Also, nding an accurate model for Internet traf c
and parameterizing it is dif cult.
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Related Work (contd.)

#® Appenzeller et al. (2004)

>

An aggregate of many heterogeneous TCP o ws
becomes almost completely desynchronized, and
window size processes are independent.

Aggregate window size distribution tends to normal,
and gueue size distribution also tends to normal.
(Central Limit Theorem)

Mean and standard deviation of the queue size.

Result: buffer requirement for full utilization
decreases with square root of N.

o - CT%Q

But did not consider the loss rate at the link.
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Related Work (contd.)

# Morris (1997 and 2000)

o First work to consider the effects of a number of TCP
O WS.

s Showed that the loss rate increases with N.

s Bandwidth Delay Product of buffering may be grossly
Insuf cient In practice, leading to timeouts and
unfairness.

» Flow proportional queueing (FPQ): Buffer should be
proportional to the number of o ws.

s But did not distinguish between different o ws active
at the link.
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Related Work (contd.)

o AQM schemes

>

X

RED, ARED, REM etc.

Try to control the average gueue size independent of
the physical buffer size.

Cannot directly control the loss rate.

Parameter tuning is often compilcated and
scenario-dependent.

Not deployed in the Internet.

Do not solve the main problem: How much buffer
should we have to satisfy utilization and loss rate
constraints ?
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Objectives

# Full utilization : The average utilization of the link should
be at least » 100% when the offered load is
suf ciently high.

#® Maximum loss rate ). The loss rate p should not exceed p,
typically 1-2% for a saturated link.

$ Minimum queueing delays.

9>

Increasing B increases and decreases p, but also
Increases the maximum queueing delays.

High queueing delays cause higher transfer latency
and jitter.

Increase cost and power consumption.

We should satisfy utilization and loss rate constraints
with minimum amount of buffering possible.
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Traf c Model

Various types of o ws at the target link:
# Locall y Bottlenec ked Persistent (LBP) TCP o ws
s Large TCP o ws limited by losses at the target link.

s The throughput R can be approximated by R = %

» Loss rate pis equal to the loss rate at the target link.

#® Remotely Bottlenec ked Persistent (RBP) TCP o ws
s Large TCP o ws which also satisfy above equation.
s Experience losses in links other than the target link.

® Window Limited Persistent TCP o0 ws

s Large TCP o ws, throughput limited by the
advertised window.

® Short TCP o ws and non-TCP traf c
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Traf ¢ Model (contd.)

# Key Assumption: LBP o ws account for most of the
traf ¢ at the target link (80-90 %)

s Why? Because we ignore the buffering requirement
of non-LBP o ws.

o These ows also contribute to the utilization and loss
rate at the target link.

o Our scheme will be applicable in links where the
above assumption holds.

s Edge links, links in access networks are candidates.

7
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Utilization Constraint - One TCP Flow

o o

A single TCP ow (RTT T) at target link (capacity C).

Let the window size be WM when it causes a buffer
overow, and wmax  CT + B.

Loss causes window reduction to
WMn = Wmax=p = (CT + B)=2.

For full utililzation even when window IS minimum,
wmn - CT

This gives: B = CT (The Rule of Thumb)
First proposed by Villamizar and Song (1994).

Impor tant assumption: The window Is reduced by a
factor of two only.
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Util. Constraint - Multiple TCP Flows

Ny heterogeneous LBP ows with RTT T;, i=1;::: Ny.

Consider the worst-case scenario: (Global Loss
Sync hronization) .

During a particular congestion event each of the Ny,
o ws reduces its window from W™ to W™" ‘where

W.min = \ymax —o

I I :
Before the congestion event, the backlog of ow i at the
buffer is Qmax = wmax it

Wi“t: the amount of bytes from ow i “in- ight”
We have that W' '=wf ' for all i (Padhye:98)
P
The aggregate backlog is Qma = = & (wmax ity
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Util. Constraint - Multiple TCP Flows

. P .
Similarly, Qmn = = N5 (wmin  wflty g

For the minimum buffer requirement, we consider the
extreme case in which W™ =w!t for all i, and so
Qmin =0.

Hence the maximum backlog is QM = NywW''t,

P .
But 3 RMn = C

in Wimin oWt
And RN = W = W
From which we ge
Qmax:NWfIt: Np R_min-l-.:P_b o C
b 1=1 I | i=1 T N
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Util. Constraint - Multiple TCP Flows

P
— AMmax — Np , C
WesetB = Q" = 2} F T

B can be written agaiB as a bandwidth-delay product
B=CTe, Where Te= 1% prbt— = pgho

1= N N .
=1 5 Mo -, b 1=T,

Te IS called the effective RTT of the N, o ws, equal to
the harmonic mean of their RTTs.

Intuition: Flows with smaller RTTs have larger share of

window backlogged in the buffer, than o ws with larger
RTTs.

Practical Implication: A few connections with very
large RTTs cannot signi cantly in uence the buffer
requirement, as long as most o ws have small RTTs.
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Partial Synchronization Model

In practice, o ws are not completely synchronized.

Partial synchronization: Only a subset of o ws see
simultaneous losses.

Loss Burst Length: Number of packets lost by N, ows
during a congestion event.

Loss burst length increases almost linearly with Ny,
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Partial Synchronization Model (contd.)

Consider a congestion event with the average
loss-burst length Ly,

The fraction of o ws that see at least one loss Is
aNp =1 (@ &)
Ln,  Np.
W is the average window size of a o w before loss burst

N,W CT + B, because the link is saturated and buffer
IS full before the loss burst.

The window size W%after the congestion event will be
WO= q(Np)5 + [1  g(Np)J(W + M)

For the link to be saturated after the congestion event,
NyW? CT.
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Partial Synchronization Model (contd.)

.. — g(Np)CT 2M Np[1 q(Nyp)]
This gives, B = 7 o(Np) :

Some Remarks:

For the case of global loss synchronization, g(Ny)=1
and the resulting buffer requirement becomes B = CT.

The effect of partial loss synchronization is to reduce
the buffer requirement, since B decreases as Ny
Increases.

To account for heterogeneous connections, replace T In
the equation with Te.

Te IS the effective RTT.
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Validation
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the buffer requirement.
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estimates the buffer re-
guirement.
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Utilization and LossRate

The service that end-users perceive can be quite poor
when the loss rate is more than 5-10%.

Particularly for short and interactive o ws.
High loss rate causes unfairness (Morris:97)
Upper bound the loss rate to p. Assume pis 1%.
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Relation betweenlossrate and N

Consider N homogeneous LBP o ws at the target link.
Link capacity C, owRTTs T.
p will be proportional to the square of Ny,

0:87
(—)2
Valid only when p < 5%.
Hence 0 _
Np PCT=0:87
to maintain loss rate at less than p.

But this requires admission control.
Such schemes not deployed yet
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Flow Proportional Queueing

First proposed by Morris (2000).

Increasing the RTT of the ows as Ny increases should
keep loss rate constant.

RTT equals propagation delay plus queueing delay
T=Tp+ Tg

Larger buffer leads to larger queueing delay.
To meet loss rate constraint p, queueing delay Is

— 087
Tq= cPENp  Tp.

B CTy=KyNp, CT,
— 87
Kp= .

Assuming queueing delay equals B=C.
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Flow Proportional Queueing(contd.)

Intuition: Each o w should have a window of K,
packets, either stored in buffer (B term) or elsewhere In
the path (CT, term).

Practically, K, 9 packets for p=1%, and K, 6
packets for p=2%.

Differences with Morris' FPQ scheme
Morris did not take into account the term CT,,.
Set K, arbitrarily to 6 packets.

Applied the rule for all active o ws, while we
consider only LBP o ws.
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Integrated Model

Separate results for utilization and loss rate constraints.

To satisfy both constraints, B has to satisfy the most
string ent of the two requirements.

B for utilization decreases with N, while B for loss rate
Increases with Ny,.

Np. Crossover point.

(
2 _ B = q(N b)CTe2 2Ic\|/(|l\ll\|b3[1 q(Np)] if Np < N, "

Networking and Telecommunications Group Seminar, Nov 17 2004 — p.24/39



Integrated Model

Validation:
Simulations using ns2.
Heterogeneous o ws, Ny varied from 1 to 200.
Utilization constraint ~=98% and loss constraint p=1%
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Integrated Model

B = maxfB ;Bpg

where:
B = d(Np)CeTe 2M Np[1 g(Nyp)]
2 dq(Np)

Bp = Kpr CeTe
Np: number of LBP ows at target link

Ce: effective capacity for LBP ows

bNbl—T . effective RTT of LBP ows
bo1=T,

M : Maximum Segment Size for LBP ows
Kp = 0:87:IO P (9 packets for p=1%)
dNp) =1 (1 1=Np)"No

LN N p: where is the loss synchronization factor

b

MNat Lei A-Tal s
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Parameter Estimation - N, and Cg

Zhang et al. (2002): Techniques to classify TCP o ws
based on rate limiting factors.

Congestion limited.
Window limited.
Opportunity (or Application) limited.

We detect window limited and opportunity limited o ws
using these methods.
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Parameter estimation- Ny

Distinguishing between LBP and RBP o ws:

Intuition: For a LBP o w, rate reduction should be
preceded by a loss at the target link .

For RBP o ws, rate reduction will not always be
accompanied by a loss at the target link (due to losses
In other links).

Packet Losses at target link
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Parameter Estimation - Te.

Need to measure RTT of each LBP o w to calculate Te.

Jiang et al. (2002): Passive algorithm to measure TCP
Round Trip Times from packet traces.

Based on time spacing between TCP handshake
packets and/or data packets.

High accuracy for large TCP o ws.
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Parameter Est. - Loss Synchronization

Need to measure loss synchronization factor g(Ny) for
N, LBP o ws.

Depends on the loss burst length Ly, .
If loss trace is available, measure Ly, directly.

If loss trace Is not available, use approximation
LN, Np, with a suitable value of
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Evaluation - Setup

Using ns2 simulations
Multi-level tree topology
Wide range of RTTs (20ms to 550ms).
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Evaluation - Setup(contd.)

Target link capacity 50Mbps.
Number of LBP o ws varied from 1 to 400.
20 RBP ows, 10 window limited o ws.

Mice o ws with average size 14 packets, exponential
Interarrivals.

Load due to non-LBP traf ¢ (R) is varied between 5%
and 20% of target link capacity.
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Evaluation - Method

Run simulation once with the target link buffer set to
B = CTavg (Rule of Thumb).

Estimate parameters Ny, Te and Ly, .
Set loss rate constraint p=1%.

Determine buffer requirement according to BSCL
formula.

Run simulation again with predicted buffer, and
measure utilization and loss rate.

Compare with Stanford scheme, Rule of Thumb.
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Results- LossRate
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Results- Utilization

For a large number of o ws, all three schemes achieve
full utilization.

For smaller number of ows, BSCL sometimes leads to
underutilization.

Due to the probabillistic nature of loss
synchronization.
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Results- Buffer Sizes

Ny CTavg Stanford model | BSCL
2 1600 1131 336
7 1159 438 233
13 953 264 196
15 850 219 100
17 881 213 93

20 838 187 127
40 767 121 278
60 673 86 388
80 714 79 576
100 710 71 683
120 672 61 897
140 696 58 1098
160 696 55 1285
180 672 50 1521
200 689 48 1673
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Robustnesso Err ors

Measurement errors can occur in Ny, Te and Ly, .

Observation: Overestimation and underestimation
errors up to 20% in Ly, or in T do not affect the results.

Underestimation errors in Ny can lead to the loss rate
constraint being violated.

Overestimation errors in N do not affect the results.

"= 20% underestimatiq
---- 10% underestimatiq
-- 10% overestimation 7
-~ 20% overestimation

535

Loss Rate

0 100 150
Actual number of LBP flows
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Summary

Derived a buffer sizing formula (BSCL) for congested
links, taking into account both utilization and loss rate of

the target link.

Applicable for links in which 80-90% of the traf c comes
from large locally bottlenecked TCP o ws.

Account for the effects of heterogeneous RTTs and
partial loss synchronization.

Validated the results through simulation.
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Thank You !
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