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Abstract— We propose an algorithm for building 3D models
of the airway tree from Computed Tomographic (CT) images.
Our procedure �rst computes a set of core pointsthat tend to
concentrate along the centerlines of the airway tree branches.
This point set, after a �ltering step, is used to build a set of
wall points that concentrate on the walls of the airways. Finally,
a triangulated surface is build from the wall points using a
Delaunay-based reconstruction procedure.

I. I NTRODUCTION

Respiratory diseases are common, particularly in industrial
areas or large urban agglomerations in developing countries.
Pathologies that could affect suf�cient lung function include
tumors, pulmonary embolism, atelectasis, pneumonia, em-
physema, asthma, bronchiectasis, and many others. Certain
lung diseases can be diagnosed based on the airway wall
thickness measurements, diameter, branching geometry and/or
rate of tapering. Even though airway tree abnormalities can
be detected based on 2D slices, the ability to extract a full 3D
model of the airway tree from a 3D image has several key
advantages. For example, slice based measurements can be
inaccurate if the airway is not perpendicular to the slice. Also,
information available from the slices is deprived of useful
context, making it harder for a radiologist to keep track of
the generation number of an airway, the structure of nearby
airways or the overall shape of a segment. Three dimensional
airway tree segmentation may also turn out to be useful in
simulation and optimization of drug delivery directly to the
lungs through inhalation [1].

In this paper, we describe a method that allows one to
reconstruct a three-dimensional model of the airway tree from
a Computed Tomography (CT) lung image. This is a highly
nontrivial problem because of the noise and other artifacts
present in a typical CT scan. Even though airways generally
appear dark on the CT scan, their intensity can vary across
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the airway tree because of noise and interpolation artifacts
for segments of small diameter. Therefore, any recent airway
segmentation method (including ours) uses local thresholds.

In contrast to other airway segmentation algorithms (out-
lined in Section II), our method relies on the spatial distribu-
tion of point sets de�ned by the input image for estimation
of the centerlines of airways as well as for reconstruction of
their walls. By generating these points based on local analysis
of the data, we effectively deal with noise, varying intensity
inside the airways as well as contrast variation. The outcome
of the local analysis is conveniently represented as a cloud
of wall points, most of which tend to concentrate along the
walls of the airway tree. The set of wall points is converted
into a global 3D airway tree model using a Delaunay-based
reconstruction procedure.

The structure of the paper is as follows. First (Section II)
we discuss previous work on airway tree segmentation from
CT images. In Section III we describe the major stages of our
algorithm: building the core point set, �ltering out outliers
in the core point set, construction of the wall point set and
building the triangle mesh representation of the airway from
the wall point set. Experimental results obtained for clinical
datasets are discussed in Section IV. We �nish with a brief
discussion of possible future work to improve our algorithm
in Section V.

II. PREVIOUS WORK

Airway tree segmentation has been an active research area.
A number of reconstruction algorithms based on region-
growing, morphology and rule-based reasoning have been
proposed.

The paper [2] introduces a 3D painting algorithm that ex-
tracts bronchus area by gradually increasing a region growing
threshold until the segmented area leaks into the lung. The area
just before the leak takes place is identi�ed as the bronchus
area. Our algorithm also uses leak-bound region growing for
construction of a 3D model of the airway tree from wall points
(Section III-D). However, in our case, this process dependson
the distribution the wall points rather than the voxel intensities.
We also use a 2D variant of region growing to generate the
core points (Section III-A), although we use expansion speed
instead leak detection to determine the desired (in our case,
local) threshold.

The algorithm described in [3] uses seeded region growing
to segment the airway and vascular trees. The paper also gives
a procedure for computing the central axis of the airway tree,
which is useful for a variety of quantitative measurements.



Like the algorithm of [2] (and unlike the method presented in
this paper), this method is based on a global threshold which
induces loss of accuracy for small branches of the airway tree.

The method of [4] takes advantage ofa priori knowledge
about the structure of the airway and vascular trees and their
interrelationships and is based on a combination of three-
dimensional seeded region growing for large airways, rule-
based two-dimensional segmentation of 2D slices to identify
airways of small diameter and merging of airway regions to
obtain a 3D tree structure. This approach has been re�ned in
[5], where fuzzy logic techniques were used to improve the
speci�city of the rule-based approach. The work [6] presents
an airway segmentation algorithm based on morphological
�lters, marking techniques based on the concept of connec-
tion cost and conditional watershed based segmentation. The
method was applied to segment airways from CT images of
sheep lungs. Application of 3D mathematical morphology,
diffusion limited aggregation, energy-based modeling andfrac-
tal dimension to reconstruction of airways in human lung
images is described in [7]. An algorithm based on adaptive
region growing, morphological operations and pre�lteringto
increase robustness at the cost of discarding smaller branches
is introduced in [8]. The paper [9] describes a fully automatic
method for segmenting the airway tree in three dimensions
based on grey-scale morphological �lters applied in two-
dimensional slices. In [10] the authors propose a hybrid
bronchi segmentation which iterates masked region growing,
wave propagation and template matching stages. The paper
[11] presents an approach based on fuzzy connectivity, that
uses small adaptive regions of interest to follow the airway
branches as they are segmented. Parameters for segmentation
in each region of interest are automatically selected so that
leaks are avoided.

Finally, let us mention several results on computing one-
dimensional skeletons of airways, for example, [12], [13],
[14], [15]. This problem is motivated by bronchoscopy path
planning problem or virtual bronchoscopy applications. Our
core point set can be thought of as a set of samples near the
airway centerlines. Designing a robust algorithm for retrieving
the tree structure from the core point set would allow to
reconstruct a skeletal representation of the airway tree. We
plan to address this problem in future research.

III. A LGORITHM

The algorithm proposed in this paper proceeds in four steps.
First, we generate a set ofcore pointsthat tend to concentrate
near the centerlines of the intensity valleys (Figure 1). The
set of core points is �ltered to reduce the number of outliers
(Figure 6). The resulting point set is then used to generate
wall pointson the walls of these valleys, in particular on the
walls of airways (Figure 7). Finally, a triangulated 3D model
of the airway tree is computed from the wall points (Figure 8)
using a procedure based on Delaunay tetrahedralization.

A. Core points

The goal of this step is to generate a set of core points,
forming dense streaks near the centerlines of airways. Gener-

Fig. 1. 15,000 lowest uncertainty core points for four CT scans. Notice the
streaks of points running along the centerlines of the airways.

ally, this point set will contain numerous outliers that do not
correspond to airways (Figure 1).

The core points are generated based on analysis of all
axis-oriented (i.e. parallel to thexy, xz or yz plane) two-
dimensional slices of the input three-dimensional CT scan.An
axis-oriented slice is a 2D grey-scale image. For each slice,
we examine the evolution of connected components of the set
of pixels obtained by thresholding as the threshold increases
(from the minimum to the maximum pixel intensity). Here,
thresholding the image yields union of pixels whose intensities
do not exceed the threshold. Pixels are de�ned as closed axis-
oriented rectangles with disjoint interiors, forming a tiling of
the image.

Since the airways are low intensity and have tubular shapes,
their 2D sections are likely to have regular (roughly, elliptical)
shape and be topologically simple (more precisely, simply
connected, i.e. connected and with no holes), provided the
airway's centerline and the section plane intersect `transver-
sally' (i.e. at an angle signi�cantly greater than0). Note that
the centerline of any airway segment is intersected at angleat
least atcos� 1(

p
6

3 ) � 35 degrees (this is the angle between
the diagonal of a cube and any of its faces) by axis-oriented
slices at a dense set of points. For example, if the centerline
is parallel to thex-axis, it intersects slices parallel to theyz
plane at the angle of90 degrees (but does not intersect or is
tangent to slices parallel toxz or xy planes: this is why we
use slices perpendicular to all three coordinate axes).

Core points are computed as centroids of topologically
simple components resulting from thresholding at the moment
their expansion is slowest (in other words, when they hit a
steep wall). In addition to computing its coordinates, for every
core point we attempt to estimate the suitable local threshold
de�ning the airway area (this is the threshold for which the
component's expansion is slowest) and an uncertainty measure
of the core point (in this case, an estimate of the minimum
expansion speed for the component over its lifetime).

1) Components resulting from thresholding:To analyze
the connectivity of the sets resulting from thresholding, we
start from empty set of pixels and insert pixels one by one
in order of increasing intensity. ByS we shall denote the
union of pixels inserted so far. Below,8-connectivity is used
to determineS and its properties and4-connectivity is used
when dealing with the complement ofS. As a result of
adding a new pixel toS, the topological structure of connected
components ofS may change: new components may appear,
some components may merge and some may change the
topology (i.e. holes in the components can appear or disappear;
by holes we mean bounded connected components of the
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Fig. 2. A set (union of pixels shown in black) with three holes(each one
shaded with a unique pattern). Note that the holes exist because the pixels
are considered closed: there is no path leading from any point in a hole
to any point in the unshaded white area (the unbounded component of the
complement of the black set). For the same reason, there is nopath leading
from component2 to component3 in the complement of the set.

(c)(b)(a) (d)

(e) (f) (g)

Fig. 3. Adding a new pixel (shown in grey) toS (nearby pixels ofS
are shown as black squares); In cases (a) and (e), there is no topology
change (thus, no topological event takes place). In all other cases we have a
topological event; (b) - two components with no holes merge into one with no
holes; (c) - a hole in a component disappears; (f) and (g) - components with
no holes merge into a component with holes; (d) - components with holes
merge; notice that the number of holes behaves in a way described at the end
of Section III-A.1, for example, in (d), each of the two blackcomponents has
one hole (thus, the total number of holes in the adjacent components is2),
a = 2 and b = 3 ; the component resulting from adding the grey voxel has
3 = 2 + b � a holes.

complement – see Figure 2). We shall call these structural
changes involving the components ofS topological events.
Examples of topological events as well as voxels which do not
induce a topological event when inserted intoS are shown in
Figure 3.

We keep track of the connected components ofS using
the disjoint-set datastructure [16, Chapter 21] on the set of
all pixels. For each pixelp that is inserted, we look up the
connected components of those of the8 neighboring pixels
that are already inS and merge them and the pixelp into
a single component. Moreover, for each componentF of S
maintain:

(i) Topology (i.e. the number of holes) ofF
(ii) Size (number of pixels inF )
(iii) Center of mass ofF
(iv) Minimum intensity of a pixel inF
(v) A binary boundary �agindicating whether the com-

ponent contains a pixel on the boundary of the slice.
All of the above quantities are updated each time a new pixel

p is inserted intoS. Logical OR is performed on the boundary
�ags components adjacent top to obtain the boundary �ag
of the component containingp after its insertion intoS.
Minimum of intensity minima of the merged components
yields the intensity minimum of the new component. Size can
be obtained by summing the sizes of the adjacent components

Fig. 4. Computing 2D contours. Filled disks are centers of pixels in a
connected componentF of the setS (the union of pixels below the threshold),
circles are centers of other pixels and the thick line is the contour de�ned by
F . Note that the threshold is calledisovalueif used to determine contours.
By a grid interval we mean an interval connecting the center of a pixel with
the center of one of its four neighbors (on the right, on the left, below and
above).Grid squaresare squares formed by four grid intervals. The contouring
algorithm generates one or two contour intervals for each grid squareZ with
at least one vertex inF and at least one vertex outsideF . The intervals
connect pairs of points on the edges ofZ in a way depending on which
vertices ofZ are in F and which are not (all14 possible cases are shown
on the bottom). The endpoints of the intervals are computed as points with
intensity equal to the isovalue, assuming that the intensity varies linearly along
the grid intervals.

and adding1 (to account for the new pixel). Center of mass can
be obtained by properly weighting (proportionally to the size)
the centers of mass of the adjacent components and thep's
coordinates. Finally, the topology of a connected component
can be maintained as follows. If all8 vertex neighbors ofp are
outsideS, a new component with no holes (containing only
p) is introduced. If all4 edge neighbors ofp are already inS,
a hole disappears from the component that will containp after
it is added toS. Otherwise, we can compute the topology of
that component based on the number of adjacent components
(denote it by a) and the numberb of components in the
intersection of the boundary ofp and the setS just before
inserting p into it. The number of holes in the component
containingp right after it is inserted is equal to the sum of
numbers of holes of all adjacent components plusb minusa
(Figure 3).

2) Admissible components:An admissible componentof S
is a component with no holes that does not contain a boundary
pixel. With each admissible componentF of S, we maintain its
characteristic at the moment of its slowestexpansionsince the
last topological event involving that component. Components
of S are unions of a �nite number of pixels and hence their
growth is a discrete process. A componentF grows if a
pixel with one of its8 neighbors inF is added to the set
S (and therefore also toF ). The area of a component is
a piecewise constant function of the threshold and therefore
its rate of change is not a useful quantity (it is either zero
or in�nity). Thus, we measure the expansion speed of an
admissible componentF based on the evolution of thecontour
de�ned by that component rather than the increase of the size
of the component itself. We use a 2D variant of the marching
cubes algorithm (described in Figure 4 for completeness) to
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last pixel added before p

Fig. 5. Computing the expansion speed of a component ofF whenp is added
to the component. The inner polygonal line is the contour corresponding to
isovaluet1 (intensity at the last pixel added beforep) and the outer line is
the contour corresponding to isovaluet2 (intensity of p). To compute the
expansion measure, we divide the area between the two contours (given by
the difference of areasA(t2 ) � A (t1 )) by t2 � t1 times the length of the
contour corresponding to isovaluet 1 + t 2

2 (half way between the two shown
in the �gure).

compute the contours.
As a measure of the expansion speed of a componentF ,

we use the ratio of the rate of change of area enclosed by the
contour de�ned byF to its perimeter (roughly speaking, it
measures the average velocity of the contour under increasing
isovalue). The rate of change of the area between isovalues
t1 and t2 can be approximated using the �nite difference
A (t 2 ) � A ( t 1 )

t 2 � t 1
, where A(t) denotes the area enclosed by the

contour de�ned by isovaluet. We approximate the expansion
speed betweent1 and t2 as the ratio of that �nite difference
and the perimeter of the contour for the average isovaluet 1 + t 2

2 .
Thus, the expansion speed forF between the two thresholds
is given by

A(t2) � A(t1)
(t2 � t1)P( t 1 + t 2

2 )
; (1)

where byP(t) we denote the perimeter of the contour de�ned
by F and the isovaluet.

The ratio (1) is computed whenever a new pixelp is added
to the componentF , with t2 equal to the intensity ofp and
t1 – equal to the intensity of the latest pixel that was added
to F before p (Figure 5); however, the computation is not
performed if t1 = t2 since in this case the formula becomes
singular. For any admissible componentF , we maintain the
minimum value of the expansion measureR(F ) since the
last topological event involvingF , the corresponding average
thresholdT(F ) = t 1 + t 2

2 and the centroidM (F ) for that
threshold. Whenever an admissible componentF becomes
inadmissible as a result of topological event or adding a pixel
on the boundary of the image, we insertM (F ) into the set of
core points. We also associate theuncertainty measuregiven
by R(F ) and theseparating thresholdT(F ) with that point.
The separating threshold will play the role of a local threshold
for our segmentation technique.

To reduce the number of core points, we do not generate
a core point if all pixels inF have intensity greater than a
prede�ned constant. The constant should be a conservative
upper bound on the intensity inside the airway tree (so that

Fig. 6. Core points from Figure 1 after the �ltering step.

points inside the airway are not lost). A nontrivial bound like
this is quite easy to �nd for images coming from the same
source and acquired using similar settings.

B. Filtering out outliers

The set of core points contains numerous outliers (Figure 1).
However, most of them can be eliminated by exploiting
coherence between the `true' ones, which tend to come in
streaks running along the centerlines of airways. This leads to
the following method for discarding most of the outlier core
points. We �rst select 15,000 core points of lowest uncertainty.
Let C be the set of selected points.

The desirable number of points (15,000) was determined
experimentally. The results are quite stable with respect to
changes of that number. Selecting 30,000 points leads to
roughly the same results. Selecting less than 15,000 points
may cause some a small (if at least 10,000 points are selected)
number of branches to disappear from the reconstruction. We
chose to use a constant number of points since the sizes of
the scans we worked with did not vary signi�cantly (all had
between57 and 103 Million voxels). For higher resolution
scans, this number should be increased so that it stays roughly
proportional the cube root of the voxel count (a large fraction
of the core points of lowest uncertainty is distributed along
one-dimensional airway centerlines; the number of core points
along the centerlines is likely to stay roughly proportional to
the cube root of the number of voxels). A slightly greater
increase may be desired, however, since a signi�cant fraction
of the selected points are outliers, concentrated along other
intensity valleys or just scattered in random places. Their
fraction within the low uncertainty core points may increase
together with the size of the input image.

By I (q1; q2) we shall denote the interval connecting two
pointsq1 andq2. The distance between a pointq3 and interval
I (q1; q2) is de�ned as the distance betweenq3 and the point on
the interval closest toq3. For every pointq 2 C we �nd a unit
vectord for which the number of points inC that are less than
� away from the intervalI (q; q+ �d ) is maximum (where� and
� are user-speci�ed constants; note that the intervalI (q; q+ �d )
connectsq and the point� away fromq in the direction of
d). If the maximum is greater than a prede�ned constantN ,
we mark all points less than� away fromI (q; q+ �d ). After
all the points inC are processed, we output all marked points.
The resulting point set is called the�ltered core point set(see
Figure 6 for examples). Note that for all datasets presented
here, we used� = 10, N = 8 and � = 1 and we assumed
that the grid is uniform of size1 (basically, this is because the
grid size was not taken into account when computing the core



Fig. 7. Wall points generated using the �ltered core point sets shown in
Figure 6.

points). These thresholds work very well since centerlinesof
airway trees that can be seen on CT scans consist of roughly
straight segments of length at least� . Therefore, for most
points in C near the airway centerline, one is able to �nd
an interval of length� that closely follows that centerline.
Core points are likely to be densely distributed along such an
interval. Since the length of the interval is10, we are likely to
�nd at least 10 points less than� away. UsingN = 8 adds a
margin of safety: the point is not rejected if a core point is not
generated for a low number of slices intersecting the interval
or if the search for the optimal interval (described below) does
not work well enough.

To �nd the optimal direction for a pointq 2 C, we count
points less than� away from the intervalI (q; q+ �d ) for 100
randomly selected direction vectorsd and return the best of the
selected direction vectors. When searching for nearby points,
we restrict the search to points that are less than�= 2+1 away
from the midpoint ofI (q; q+ �d ) using the approximate nearest
neighbor data structure of [17], [18] to increase ef�ciency.
Clearly, a more sophisticated optimization method can be used
in the place of the one described above. On the other hand,
our approach is very simple to implement and seems to work
very well in practice.

C. Wall points

Wall points are constructed from �ltered core points as
follows. For each pointq, we randomly select200 three-
dimensional unit length vectors. For each selected vectord, we
follow the ray starting atq in the direction ofd until it reaches
a point with intensity equal to the separating threshold ofq.
That point is output as a wall point. By itsuncertaintywe shall
mean the uncertainty ofq (cf Section III-A.2). To compute
intensity at a point other than samples available from the input
3D image (centers of voxels), we use trilinear interpolation. If
the ray leaves the input 3D image without encountering a point
with intensity greater or equal to the separating threshold, we
output the intersection of the ray with the boundary of the
image.

The above ray following procedure can be implemented in
a number of ways. We chose a simple implementation that
samples the ray at an evenly spaced set of samples, until a
sample of intensity higher than the separating threshold is
found. Then, we search for the wall point between that and
the previous sample along the ray using the bisection method.

Since we are going to reconstruct the airway surface from
the wall points later on (Section III-D), the desired density

of the distribution of the wall points is related to the notion
of local feature size[19], [20]. Local feature size is de�ned
as the distance of a point on the (unknown) surface to be
reconstructed from its medial axis. In [19], the authors prove
that their algorithm always produces correct results if there
is a sample no more than0:06 times the local feature size
away from any point of the surface to be reconstructed. In
practice, reconstruction algorithms work very well for much
worse sampling densities. In our case, we would like to be able
to correctly reconstruct airway branches that are two or three
voxels wide and therefore we should ensure that the sampling
is well below the grid size. Although optimal sampling rate
is impossible to predict since the most desirable output is not
known a priori, our experiments show that using200 rays
for every core point usually provides suf�cient sampling rate:
increasing that number does not improve the output.

Since the vectorsd were chosen randomly, there is a
possibility of signi�cant differences in the output from run
to run. However, even though the wall points do differ from
run to run, they are (with very high probability) densely
distributed on the airway tree walls because of the large
number of selected direction vectors. Because of this, the
algorithm for reconstructing a surface from these points in
most cases produces almost identical results. We encountered
only one dataset with signi�cant variation of the output. The
variation can be reduced by using more than200 rays per
�ltered core point when generating the wall points and more
than100directions per core point when �ltering the core point
set (see Section IV-B).

Since the number of rays used for a speci�c core point
does not depend on the distance from the airway wall and the
distribution of the �ltered core points may not be uniform, the
wall points generated as described above are not uniformly
distributed on the airway's surface. To reduce the number
of wall points (and therefore the running time and storage
requirements of the procedure that constructs triangle mesh
airway model from the wall points described in Section III-
D) we decimate the wall points as described below. We chose
to use parameters that lead to sampling density of roughly
one third of the grid size (assuming that the the wall points
before decimation are at least this dense). Our experiments
show that increasing that sampling rate leads to unnecessary
increase in running time and storage requirements without any
improvement in the quality of the output.

The decimation procedure works by invalidating some of
the wall points. Initially, all points are labelled as valid. We
scan the wall points in order of increasing uncertainty. For
each pointu that is marked as valid, we invalidate wall points
(other thanu) less than one third of the grid size away from
u (by grid size we mean the average spacing between pixels
along x� , y� and z� directions). After all wall points are
scanned, we output points that have not been invalidated. An
ef�cient implementation of this process may be based on the
approximate nearest neighbor data structure [17], [18].

D. From wall points to a triangle mesh

Our approach to construction of a triangle mesh model of
the airway tree from the wall point set is motivated by the



Fig. 8. Top row: initial reconstructions computed from the wall points; bottom
row: �nal reconstructions of the airways (i.e. largest connected components
of the meshes shown in the top row).

algorithm for building surfaces from unorganized points [19],
[20]. However, the point sets we deal with in this paper are less
structured than those used in [19], [20]: they contain numerous
outliers and are generally quite noisy (Figure 7).

We �rst compute the Delaunay tetrahedralization of of the
set of all wall points using the Quickhull algorithm [21]. Let
D be the set of the resulting Delaunay tetrahedra. We now
select a small number ofseed points, with as many as possible
(but not necessarily all) contained in the airway area. For the
examples shown in this paper, we just used100of �ltered core
points of lowest uncertainty. However, lowest uncertaintycore
points often do not belong to the airway area (for example,
esophagus often contains a number of such points). Thus, for
some input images, user intervention might be necessary to
select the suitable seed points.

Let O � D be the set of all tetrahedra containing at least
one of the seed points. LetB � D consist of all tetrahedra
whose one face is contained in the boundary of the convex
hull of the set of wall points (i.e. is a boundary face of the
Delaunay tetrahedralization). Consider the familyE of subsets
of D consisting ofO, B and one-element sets containing
all tetrahedra inD but outsideO and B . The family E is a
subdivisionof D : any two sets inE are disjoint and the union
of all these sets isD . We are going to coarsen the subdivision
E by iteratively replacing a pair of its sets by their union.
At each stage,E will contain exactly one superset ofO (the
airway set) and exactly one superset ofB (the boundary set).
Sets inE other than the airway and the boundary set will be
calledunclassi�ed.

By a Delaunay trianglewe mean a face of any tetrahedron
in D . An internal Delaunay triangleis a Delaunay triangle
that is not contained in the boundary of the convex hull of
the wall point set. Each internal Delaunay triangle is a face
of exactly two tetrahedra inD . To perform coarsening, we
scan the internal Delaunay triangles in order of decreasing
circumradius. For each triangle, we determine setsK and L
of the subdivisionE containing its incident tetrahedra. If these
sets are distinct and at least one of them is unclassi�ed, we
replaceK andL by their unionK [ L in E.

Fig. 9. Airway trees reconstructed from �ve of the test CT scans. Each row
shows the same tree from six different viewpoints. The last row shows only
airways in the right lung because of incompleteness of the CTscan. Note that
narrowing of the left upper lobe bronchus can be seen in the images shown in
the top row. The meshes shown here have259114, 224458, 60788, 228946
and151106 triangles (respectively).

When the coarsening process is �nished, we compute the
initial reconstruction, consisting of all triangles whose exactly
one incident tetrahedron in the boundary set. Apart from the
airway tree, the initial reconstruction contains a number of
small components that need to be discarded. A commonly
seen relatively large component is the air in esophagus (for
example, near the trachea in Figure 8, upper left, or just below
the bifurcation of the trachea in Figure 8, upper right). The
�nal output is computed as the largest connected component
of the initial reconstruction. The triangles of the �nal recon-
struction are likely to have small circumradii because setsof
the subdivision which meet at large triangles are likely to be
merged during the coarsening process.

Even though the basic procedure described above produces
good results, we noticed that they can be improved by a simple
heuristic to prevent merging large unclassi�ed sets with the
boundary set. If one of the componentsK andL to be merged
is the boundary set and the other one is unclassi�ed, we do
not merge them if the size of the unclassi�ed set (measured
as number of elements, i.e. tetrahedra) is larger than a user-
selected limit (we found out that100works well in all cases).
The coarsening process can be implemented ef�ciently using
the disjoint-set datastructure described, for example, in[16].

IV. EXPERIMENTAL RESULTS

The scans we used in experiments with our algorithm
consisted of about80 Million voxels on average (individual
sets spanned the range between57 and 103 Million voxels).



Before running out procedure, we equalized the mean intensity
of slices of the input image: for every slice we divided the
intensity of every voxel in the slice by the mean intensity
of that slice. We applied this step because neighboring slices
signi�cantly varied in intensity for some of the test scans for
no clear reason.

Examples of airway trees obtained for the test datasets are
shown in Figure 9 and Figure 11 (right tree in each pair).
Images leading to the trees shown in the �rst two rows of
Figure 9 have been acquired using a Siemens Sensation64
CT scanner (Forcheim, Germany) and are of spatial resolution
0:4mm� 0:4mm� 0:6mm. The other trees shown in this �gure
were obtained from images acquired with a Siemens Sensation
16 scanner (spatial resolution:0:6mm � 0:6mm � 1mm).
Three trees shown in Figure 11 (bottom) were reconstructed
from publicly available high resolution scans obtained from
[22] (datasets namedAgecanonix, ObelixandTragicomixwith
spatial resolutions0:47mm � 0:47mm � 0:5mm, 0:74mm �
0:74mm � 1mm and 0:59mm � 0:59mm � 1mm, respec-
tively).

The parameters used in the algorithm (such as the number of
selected core points, number of direction vectors used when
computing the wall points or when �ltering the core point
set and others) were set based on experiments with six lower
resolution scans (among these, the datasets leading to the three
trees on the bottom of Figure 9). The same parameters were
used to extract all trees shown in all �gures in this paper except
for the bottom row of Figure 15.

The average running time of our prototype implementation
was about8 minutes on a 2GHz Pentium M laptop. We found
out that the dependence of the running time on the size of the
input image was close to linear. The breakdown of the running
time between the consecutive stages of the algorithm (averaged
over all datasets we experimented with) was as follows:

- Computation of the core points (Section III-A):70%
- Filtering the core point set (Section III-B):10%
- Computation of the wall points (Section III-C):7%
- Computing the triangle mesh (Section III-D):13%,

about a quarter of which was spent on computing the
Delaunay tetrahedralization

The time required for computation of the core points depends
on the size of the input image; however, the other parts of
the algorithm operate on the set of core or wall points and
therefore their running time is not directly related to the size
of the input image. Thus, for larger datasets, the percentage
of time spent on computation of core points was larger than
for smaller datasets. The peak memory usage we observed
(when computing the Delaunay tetrahedralization needed for
construction of triangle mesh from wall points) was about300
Megabytes.

A. Quality of reconstruction

To assess correctness of the output, we obtained a manual
segmentation of the tree shown in the second row of Figure 9
by selecting about 10,500 points scattered near the centerlines
of the airways. The selected points overlaid with the recon-
struction obtained using our algorithm are shown in Figure

Fig. 10. Points near the airway centerline speci�ed manually overlaid with
the airway model computed using our algorithm (the dark shape). Notice that
the output is consistent with the manually speci�ed points,although it fails
to recover the highest generation branches of the tree that are still visible in
the input image, or is able to recover them only partially.

Fig. 11. Comparison of our results with the output of [2]. Tree output by
our algorithm is the shown on the right for each pair. In the case shown in
the top right corner, a large part of the tree is missing in thereconstruction
obtained using the method of [2]. However, this is also the case where we
observed high variations of the output from run to run (Figure 15). Images in
the bottom row show trees obtained from datasets available from [22].

leaks branches reconstructed as 
components disconnected from the tree

Fig. 12. Two examples of leaks and several airways reconstructed as
disconnected from the airway tree and therefore missing from the �nal result.

branches missed because

core points inside airways
but outside the reconstructed 
tree

of stenosis

a streak of core points outside
the airway tree (resulting
from air in esophagus)

Fig. 13. Filtered core points and wall points overlaid with the �nal
reconstruction. Notice that the branches of the output treeare shorter than the
corresponding streaks of �ltered core points. Also, two larger branches are
missing from the �nal reconstruction because of signi�cantstenosis (Figure
14).



Fig. 15. Trees output by10 runs of our algorithm for one of the test datasets for different parameter values. Upper row:100 direction vectors for core point
set �ltering and200 for construction of wall points; lower row:200 direction vectors for core point set �ltering and500 for construction of wall points.

Fig. 14. Consecutive slices through the CT scan (cropped to the area of
interest) showing two examples of airway stenosis resulting in branches of the
airway tree (shown in Figure 13) missing from the output. Foreach example,
the upper row shows the slice images and the lower row shows the same
slices with the output tree scan-converted into them (shownin white). Arrows
point to the airway areas missing from the output. Note that in the second
example the connection between the missing branch and the rest of the tree
can hardly be seen in the input image.

10. One can see that the reconstruction is correct for low
generation airways (in this case, up to generation4). The
accuracy decays as the generation increases. Our algorithm
was able to reconstruct a few airways of generation10, but
no airways of generation11.

We also compared the output of our algorithm with the
results obtained using the thresholding approach of [2] (Figure
11). Our algorithm produces more complete trees with longer
branches.

B. Problems and shortfalls

Problems of our approach we observed in our experiments
are illustrated in Figures 12, 13, 14 and 15. Recall that the
�nal reconstruction is obtained by deciding which tetrahedra
of the Delaunay tetrahedralization of the set of wall points
are contained in the airway tree. Erroneous decisions lead to
wrong or suboptimal results. If tetrahedra that are outsidethe
tree are classi�ed as belonging to the tree one encounters a
`leak': the output tree contains regions outside the true airway
tree. Examples of leaks are shown in Figure 12. The dual
problem is that some tetrahedra that are inside the true airway
tree are classi�ed as being outside. In some cases, this may
lead to gaps in airway branches and missing branches in the
�nal reconstruction (Figure 12, right). Theoretically, itis also
possible that a signi�cant portion of a tetrahedron is inside the
airway and a signi�cant portion is outside. Such tetrahedra

may affect the quality of the �nal reconstruction no matter
how they are classi�ed.

Clearly, the problems discussed above are a result of poor
distribution of the wall points, e.g. large number of outliers or
areas where wall points are not distributed densely enough on
the airway walls for the reconstruction algorithm to classify
the Delaunay tetrahedra correctly. The poor distribution of the
wall points can, in turn, be a result of poor distribution of
the core points. Gaps in the streaks of core points along the
centerline of an airway (which can be caused by low intensity
of the airway walls in the input image), may cause low density
of wall points in in the part of the airway wall near the gap and
cause problems described above. For thin airways, problems
occur even for small gaps. This is the main reason why all
branches of the �nal reconstruction of the tree are shorter than
the corresponding streaks of �ltered core points (Figure 13).

Since core points are obtained based on local analysis of the
input image, some of them may not correspond to airways. In
many examples shown here, streaks of core points correspond-
ing to air in the esophagus were found (an example is shown
in Figure 13). In all cases, they gave rise to small connected
components of the initial reconstruction and therefore were
not included in the �nal output. However, in some cases, they
may become blobs connected to the airway tree. Improving
the core point set would clearly help avoid such problems.

The dataset that was hardest to deal with contained a number
of airway narrowings (the resulting tree is shown in the top
row of Figure 9). We found two large branches that were
missed by our algorithm because of stenosis (Figure 13). Slices
through the input CT scan showing airway bifurcations that
the procedure failed to capture are shown in Figure 14. Also,
this is the only scan we encountered for which the variance
of the result from run to run (due to random choices made
by our algorithm) was signi�cant for the parameters used
throughout this paper (Figure 15). However, the results stop to
vary signi�cantly if the number of direction vectors used for
�ltering of the core point set (Section III-B) and construction
of the wall point set (Section III-C) are increased from100and
200 to 200and500, respectively (this parameter change leads
to roughly30 per cent increase in the running time and does
not affect the output for any other dataset we experimented
with).



V. D ISCUSSION

We described an algorithm for airway segmentation from
CT scans, combining the topological analysis of 2D slices
and simple point-based 3D reconstruction algorithms. There
are several future research directions that look interesting. We
would like to be able to reconstruct the one-dimensional tree
structure from noisy point clouds such as the sets of core points
or �ltered core points obtained in this paper. We would also
like to improve the reconstruction by designing better �lters
for the core point set (for example, �lters taking into account
the uncertainty information available for core points).

Clearly, we will be looking for opportunities to validate
the output of our algorithm in a more complete way, in
particular assessing how well it captures the airway walls.
Such a validation (at least for scans performed on animals)
may be based on comparing our results with dissection results.
A more straighforward approach could use scans of airway
phantoms.

We also think that the idea of running our algorithm several
times and combining the results (which are likely to vary
slightly, especially for high generation airways) to obtain a
better quality reconstruction is worth examining.

Finally, the procedure for building a triangle mesh recon-
struction from the set of wall points seems to be suboptimal
and, in some cases, lose information about smaller airway
branches. We are planning to investigate ways of �ltering
the wall point set as well as variants of the reconstruction
algorithm customized to work with in our setting, for example
attempting to take advantage of the expected tubular tree
structure of the output.
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