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Abstract.

Many tasks of contemporary Molecular Biology rely increasingly on au-
tomated techniques for the discovery of interesting patterns and assaiations
among them, both in individual sequencesand across sequencefamilies. A
number of computational models and tools have been set up in recert years
in responseto these needs.This paper concerrates on approades basedon
discrete combinatorial algorithms. As the order of magnitude of sequencesand
sequencerepositories scalesup to genomic proportions, problems of massivwe
pattern and assaiation discovery posedaunting methodological and algorith-
mic challenges.Sevral formulations of pattern discovery implicate tables and
synopseswhich, far from being a fraction of the input size, grow non-linearly,
even exponertially with it. Often, thesephenomenaare intrinsic to the problem
formulations and are not easily reverted. In somecases,a prudent mixture of
combinatorial, algorithmic and statistical properties enableus to cortrol suc
paradoxes. The focus of the presert paper is thus on suc \space-conscious"
approadiesto pattern discovery. The paper re°ects mostly recert experience
and work by its author, and doesnot pretend to be exhaustive.

1 Intro duction

The terms pattern dismvery and rule dismvery refer usually to a classof problemsand

toolsthat revolve around the iderti cation of regularities such asrepetitions, cadences,
motifs, and joint or connectedoccurrencegshereofin elemenary discreteobjects of some
basickind, notably, sequencedere,| concertrate on combinatorial problemsand tools

that nd predecessoris an arsenalof pattern matchingtechniquesdeweloped sincethree

decadesgoin connectionwith problemsofthe time, e.g.,the designand construction of

compilers.From this perspective, the distinction betweenpattern matching and pattern

discovery is that the rst onedealswith matching and searting with assigneddiscrete
arrangemeis or structures, while the secondpurports to the extraction or inference
of patterns or relationships that are not (fully) known a priori. Thus, a modelling

componert about what constitutes a pattern is in generalabsen from matching and

more or lessprominert in discovery.
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There is unrelerting accunulation of data, especially nucleotide and protein se-
guencestoo scattered,abundart and obscureto be examinedand understood without
the help of a computer. In Molecular Biology, sequenceaegularities nd deepimplica-
tions at various levels of biological function and structure, whencethe extraction and
classi cation of suc featureshasintertwined with the very dewvelopmert of the eld. In
fact, Bioinformatics hasbeenthe natural incubator and test-bed for advanceddiscovery
and mining techniquesat large. As WEB sites and data banks amassknown proteins,
DNA sequencesand 3D structures, increasinglyfast and sophisticateddiscovery tools
are sough. With their inherertly scatterednature, the recent sequencingand annota-
tion projects have set forth antagonist trends, represeted by data explosionon one
hand, and a growing needfor integration and cross-correlationon the other. Manual
seard for relationshipsin the growing collection of data is no longer feasible,and this
circumstancehas madeadvancesin motif and rule discovery one of the foremostneeds.
In addition, capabilitiesakin to automatically cluster, classify and annotate data across
the traditional boundariesof individual databasesare rapidly becomingthe only means
of accessand will have to supplart traditional methods.

Actually, this state of a®airscapturesan ubiquitous trend of current ICT: asdata
and information accurulate at a pacehardly suitable for immediate and thorough ac-
cess,the bottlenedk in communication and computation drifts away from the channel
or medium and movestowards the perceptualbandwidth of the nal user.Correspnd-
ingly, the seart for increasedcapabilitiesto interpret and Tter usefulinformation gains
momertum. At the corelevel, sud capabilitiesfeedon more powerful pattern discovery
techniques.

The generalgoal of pattern discorery may be describked as nding frequen, a pri-
ori unknown patterns or assaiations thereof amongthe objects storedin a given data
repository, both with or without the assumptionof somedomain-sgeci ¢ prior knowl-
edge.The tenet is that a pattern, assaiation or rule that occursmore frequertly than
onewould expect is potertially informative and thus interesting.

The discovery of signi cant patterns and correlationsamongthem posesinteresting
problemsof modelling and algorithm design.When pursued on a massie scale,some
sud discovery tasks posechallengesof epistemicnature, as tables and synopsesoften
seemto grow fasterand biggerthan the phenomenahey are meart to summarize.This
scenariointercepts a more generalrisk of data in°ation, which is particularly preser
at the crossingof disciplinesthat work by dissectingand classifying, notably, the Life
Sciencesand disciplinesthat work by induction and synthesissud as Math, Statistics
and Computer Science.The problem seemsto reside with some misconception,that
data processingnecessarilyleadsto a compaction of the input data, whereasit might
actually lead to its explosion.

The focusof the presen paper is on \space-conscious'tonbinatorial approatesto
pattern discovery. The paper mostly re°ects recen experiencesand work by its author,
and doesnot aim at providing a generalsurvey of the area.For this, | referthe interested
readerto, e.g.,[19, 36]. Primarily in what follows, we shall examine formulations of
pattern discovery that seemto implicate tables and synopsediggerthan the subject of
study. This might defy the very purposeof building them. Often thesephenomenaare
intrinsic to the problem formulations and cannot be cortrolled. In somecaseshowe\er,
a prudent mixture of combinatorial algorithmic and statistical properties enableus, if
not to revert sud paradoxes, at leastto bring them under cortrol.
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2 Searching for unusual words

The probabilistic analysis of biosequencess a denseand fertile area of investigation,
and hasled to arich massof resultsand applications(see,e.g.,[35, 41]). To give just one
example,insight into generegulation and function may be gainedthrough the exposure
of unusually frequert substring patterns. Onceit is determinedthat a setof genesshare
someregulatory behavior, one can look in their upstreamregion for sharedsubwords,
which might unveil the inner madinery of promoters. Approaches sud as, e.g., in
[27], proceedby detecting over-represeted substringsin thoseregions.This is done by
enumerating the words up to a certain length and then cheding them individually in
terms of departure from expected frequency basedon someassumedmodel and score
function.

With biological sequenceand whole genomeseingincreasinglyamassedand com-
puting power steadily increasing,it becomesconceiable to set up much bigger, even
exhaustive subword tables of whole genomes,and then look for surprising words in
them. It is then natural to ask how many entries should such a table accommalate.
In principle, a sequenceof 1,000 characters might cortain up to 1;000=2 = 500 000
distinct words. (This results from adding up the number of choicesfor the endpoint of
a word beginning at ead one of the 1,000positions). Sud a table risks being unprac-
tical and uninformative. For one thing, it is certainly bulkier than the original string.
A natural objection to this way of courting is that we are only interestedin detecting
statistically surprising substrings. Howewer, this does not per se remove the parada.
In a typical progressionthe rst step of the procedureis to assumeor derive a source
model. Then, onede nesor inherits somemeasureof deviation from expectedbehavior,
and choosesa threshold value beyond which a string is over or under-represeted. Once
all this is done, an observd string of n charactersis introducedand examined.Sud a
string might still be pathological enoughto cortain £( n?) over-represeted substrings.
As for under-represeted strings, theseare subject to a striking asymmetryin the realm
of unusual words: exceptfor the at most n2=2 distinct substringsthat could t in our
string, the £(2") words of length up to n are not there in the rst place and thus
are likely to be listed as underrepreseted. In conclusion,statistical tables of the kind
consideredrisk to be heavier than the sequenceshat they were set up to Iter and
succinctly describe in the rst place.

Someknown but still surprising facts of combinatorial algorithms on words tell
us that if we partition the subwords in equivalenceclasseshasedon their lists of oc-
currences,then the number of equivalenceclassess linear in the textstring. For any
probabilistic model, it would be enoughthen to list for ead classthe scoreof the most
surprising word in that class.Remarkably, sudh tables not only take spacelinear in
the input size, but they can be built in linear time subject to certain monotonicity
conditions that are met by a variety of scores[9, 10, 11]. A few formal details are in
order.

Giventwo words x andy, the start-set pos,(y) of y in x is the set of occurrences of
y in X, i.e., pos(y) = fi :y = x;:iix;g for somei andj,1- i- j - n. Twostringsy
and z are equivalert on x if pos(y) = posx(z). The equivalencerelation instituted in
this way is denotedby ~ , and partitions the set of all strings over § into equivalence
classesWe use C(w) to denote the equivalenceclassof w with respect to x. In the
string X = agaagagaagaagagaagaga, for instance, f ag; agag forms one such C-class
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and so doesf agaa;agaag, agaagag. Recall that the index of an equivalencerelation is
the number of equivalenceclassesn it. The following important \left-context" property
is adapted from a landmark paper by Blumer et alii [18].

Fact 2.1. The index k of the equivalencerelation ~ , obeysk - 2n.

Pro of: For any two substringsy and w of x, if pos,(w)\ pos(y) is not empty then
y is a pre x of w or vice versa(i.e., (C(y) p C(w) or vice versa). If x is extendedby
appendingto it a symbol not appearing anywhere else,then the containment relation
on subsetsof the form pos, forms a tree with jxj + 1 leaves, ead correspnding to a
di®eren position, and in which ead internal node has degreeat least 2. Therefore,
there are at most jxj internal nodesand 2jxj + 1 nodes,or equivalenceclassesin total.
Taking now bad the spuriousleaf of position (jxj + 1) yields the claim. @

It is easyto seethat the bundle of words in a sameequivalenceclassis represeted
by a burst of consecutie pre xes of a sameword. The reader familiar with subword
trees (seetop of Figure 1) recognizedimmediately that theseare the words ending at
somebranching node in the tree together with all pre xes of it that endin the middle
of the precedingarc. The symmetric relation basedon the end-setleadsto equivalence
classedormed ead by a few consecutie sutxes of a samelongestword. The natural
habitat for sudh a partition is the set of nodesof the directed acyclic word graph (dawg)
for string x. The relationship of the dawgto the subword tree is illustrated in Figure
1. The bulk of the dagwconsistsof the nite automaton A recognizingall substrings
of x. Denote by [w] the set of all strings that have occurrencesn x terminating at the
sameset of positions asw. Then, A has a distinct state for eah sud class,and, for
any state [w] and any symbol %2 §, a transition edgeleadingto state [wa]. There are
algorithms to build the dawgof x in time and spacelinear in jxj, for which | refer to
the literature. The remarkable property of this structure that for any word x, the dawg
of x hasa number of statesQ sudh that jxj+ 1- Q- 2jxjj 2 andanumber of edges
E sudthat jxj - E - 3jxji 4.

Given now a probabilistic model, it is enoughto list for ead class(i.e., node in
either the subword tree or dawg the longestword in that classand the length and
scoreof the most unusual word in it. Any other word and scoreis either implicit in
theserepresemativ es, or uninteresting, or both. Note that theseresults do not mean
that now the number of unusual words must be linear in the input, but just that their
represemation and detection can be made sud: becauseof the underlying combina-
torics of the subword of a word, it sutcesto consideras candidate surprising words
only the menbers of an a priori well identi ed set of \represertative" words, where
the cardinality of that set is linear in the text length. By the represetativ es being
identi able a priori we meanthat they can be known beforeany scoreis computed. By
neglectingthe words other than the represemativeswe are not ruling out that those
words might be surprising. Rather, we maintain that any sud word: (i) is implicit in
the represematives, and (ii) does not have a bigger scoreor degreeof surprise than
its represetativ e (hence,it would add no information to compute and give its score
explicitly). All theseconstructionsextend rather easilyto deal with setsof sequences.

As an example, Figure 2 shaws two sample outputs obtained from application of
a software tool implemerting theseconcepts.The program computesvarious scoresof
departure from expectednumber of occurrencedor all wordsin a sequencer sequence
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Figure 1: The dawgfor AT TTAAT AA (shown at the bottom) may be derived from the digital
tree of all suxxes of AT TTAAT AAC (top - C is usedhereasany \endmarker"), by merging
all isomorphic subtrees(middle), and then removing all structures related to the endmarker.

family, under someof the establishedprobabilistic models. This is possibleto compute
and display sincethe words are in fact grouped into a linear number of equivalence
classes.For enhancedvisualization, increasing departure of a word frequency from
expectation is renderedby bigger and bigger font, whencethe program was dubbed
Verbumculus It may be practical to limit the number of words displayed within a pre-
assignedength range.In our case the maximum allowed length was 8. The two tries in
the gure refer to two di®eren pairs of segmets, of a few hundred basesead, where
the rst segmen in ead pair is from Salmonellaand the secondfrom Ecoli. The seg-
merts producing the gure on the left comefrom positionally related regionsof the two
genomesthose on the right from unrelated regions. The di®eren sizesand populous-
nessof the two treesdenouncedo the naked eye that the vocabulary of subwords that

are surprisingly sharedby the two segmets of the left gure is considerablyricher than
that on the right.
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Figure 2: Surprisingly sharedwords betweentwo related (left) and unrelated (right) noncading
segmets, one from Salmonellaand the other from Ecoli. A word's increasingdeparture from
its expected frequencyis renderedby proportionally increasedfont size.

3 Empirical probabilities and Mark ov source modelling

A preliminary problem of statistical sequenceanalysisis posedby the derivation of a
suitable probabilistic model aswell asof the parametersassaiated with it. Coding, com-
pression,macine learning and classi cation provide the badkground for thesestudies.
In theseconexts, one pervasive problem is that of learning or estimating probabilities
from the obsened strings, those quartities being in actuality rather ctitious ertities
or models, not known in practice. From the standpoint of computation, the problem
is twofold, as interesting algorithmic questionsrevolve rst around the computational
costinherert to the processof learning or estimating probabilities within someclassor
model, and then around the task of classifyingsequencesAs highlighted in the previous
section, the occurrencesof all subwvords of a word can be courted in linear time and
space.Thesesimple courts may thus be usedin setting empirical word probabilities.
When it comesto empirical conditional probabilities, howewer, courts are already less
straightforward.

Most popular approatesto sourcemodelling rely on uniform, xed-memory Markov
models. For details, | shall refer to, e.g., [23, 37, 3§ in a cortext of predictive and
universalcodes,[1, 22, 16, 39] for learning and classi cation. In practice, the syrthesis
and useof the correspnding automata is not satisfactorily excient in terms of time and
spacecomplexity. One certral parameterfor a Markov model is its memory length L.
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Sincethe correspnding automaton must have onedistinct state for ead word of length
L, then the number of states grows exponertially with memory Thus, the automaton
risks to becomerapidly biggerthan the training sequenceor sequencdamily.

Asi it turns out, the structure of somespecialkinds of uniform, xed-memory Markov
modelsmay bene t from Fact 2.1. For sequences applicationsthat rangefrom natural
language,to speet, handwriting, and molecularsequenceanalysis,the autocorrelation
or \memory" of the systemdeca/s exponertially fast with length: beyond somemax-
imum length L, the empirical probability distribution of next symbol given the last
L°> L symbols does not change appreciably It is possibleand customary to model
thesesourcesby Markov chains of order L, this maximum usefulmemory length. Even
so,the exponertial growth in sizeby sut automata makesthem rapidly unpractical. In
their work on Machine Learning, Ron et alii [39] introducedmuch more compact, tree-
shaped variants of probabilistic automata (called PSTs) under the maximum memory
length assumption. Thesevariants were subsequetly adapted and applied successfully
to learning and prediction of protein families [16] (cf. Fig. 3).

In the original construction, the processof learning the automaton from a given
training setS of sequencesequires£( Ln?) worst-casetime, wheren is the total length
of the sequencesn a family S and L is the length of a longest substring of S to be
consideredfor a candidate state in the automaton. The construction starts with a tree
T consistingonly of the root node (i.e., the tree assa@iated with , ) and adds paths as
follows. For ead substring s considered,it is chedked whether there is some symbol
¥%in the alphabet for which the empirical probability of observingit after s is both
signi cant and signi cantly di®eren from the probability of observingit after suf (s).
Whene\er these conditions hold, the path relative to the substring (and possibly its
necessanbut currertly missingancestors)are addedto the tree. More formally, given
the set S of sequencesthe core of the paradigm iterates until S becomesempty, as
follows.

1. Pickanys 2 S andremoves from S;
2. If thereis a symlol %42 § suchthat: P(34s) , (1+ ®)°nin; and
P(%s) r P(%s)

POASUTTix(3) * | P(Asuffix(s)

thenaddto T the node carespndingto s andall the nodeson the path to s from the
deemstnodein T that is a su+x of s;

3. If jsj < L thenfor every322 §, if P(34¢s) , Pmin; thenadd3£¢s to S.

Here P denotesempirical probabilities or frequenciesandr , 1 and P, areparam-
eter values. Thus, the body of the algorithm consistsof cheding all substringshaving
empirical probability at leastP,, andlength at most L. Although the number of sub-
strings passingthesetests may be smallerin practice, there are in principlenj |+ 1
possibledi®eren strings for ead |, which would leadto £( Ln?) time just to compute
and test empirical probabilities (nL strings in total ead requiring at least£( n)work to
test).

Once the automaton is built, predicting the likelihood of a query sequenceof m
characters may cost time £( m?) in the worst case.The weighing or prediction of a
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given string w by a PST is done by scanningw one character after the other while
assigninga probability to every character, in successionThe probability of a character
is computed by walking down the tree in seart for the longest suxx that appears
in the tree and endsimmediately beforethat character, the correspnding conditional
probability is then usedin calculating the product for all characters. Since, following
ead input symbol, the seard for the deepest node must be resumedfrom the root,
this processcannot be carried out on-line nor in linear-time in the length of the tested
sequencethe worst-casetime being in fact £( m?) for a sequenceof m characters.

cluster #33 PST (v1.0)

IBO0 o

=
o
o
o

500

-log10(likelihood)

0 100 200 300 400 500 600 700
string length

<PST: 15485 pot nodes 6747 (44%) nodes 3539 leaves 1.91 nodes per leave>

(params =" 0.0001 0 0.001 1.05 20 " 1/5 -1)

Figure 3: (Adapted from [8, 16]). lllustrating the performanceof a PST on the protein family

of the Neurotransmitter-gated ion-channels. An 'o' marks a sample from the training set, an

'X' atest setsamples,and a'+' an unrelated protein sequencesPlotted are protein sequence
lengths vs. scorescorrespondingly assignedby a PST model trained only on the 'o's. This

evaluation was done against the Swissprot database, cortaining all protein sequenceknown

at the time. The model showvs good performancein learning of the 'x's from the samplesit

has beentrained on.

In recert work with G. Bejerano [8], we have introduced automata equivalert to
PSTs but having the desirableproperties that their construction and usetakeslinear
time. That is to say, in particular, that the sizeof the learnedclassi er doesnot exceed
that of the obsenation upon which it is based.At the heart of this improvemert is
an intuition basedon Fact 2.1 which suggeststo restrict computation of empirical
probabilities to the O(n) equivalenceclassef ” . In fact, for subwordss and s°= s%
in a sameequivalenceclassof ~ , the empirical conditional probabilities in the form
P(%s) must be 1 and thus there is no needto compute it explicitly. In other words,
there is no needto compute conditional probabilities along the arcsof the tree invoked
in the proof of Fact 2.1. Once the computation is restricted to strings ending at a
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branching node, this makesit possibleto answer the collection of all tests under Point
2 of the procedure,for all substringsof the input textstring or family, in overall linear
time and space.This opensthe way to a linear spacerepresetation of the automaton,
then also to a linear time construction. | refer to [8] for detailed constructions and
proofs.

4 Episo des, motifs, and the lik es

Even more than solid substrings,compound structures resulting from word or pattern
aggregatesare of interest in molecularbiology and genomics.This includesrepetitions,
episales or subsequencegalindromesand other similar redundancies.The problems
discussedn previoussectionstend to escalaterapidly with increasingcomplexity of the
patterns being considered.

To begin with, searting for subsequencesr similar substringsis more costly in
generalthan searding for exact replicas. Recall that a subsquene of x is any string
obtained by removing oneor more charactersfrom x. Testingwhethera string y appears
asa subsequencef another string x is trivially donein time linear in jXj. The problem
becomesmore complicated when the subsequencdeing sough must obey somecon-
straints, e.g., a bounded number of symbols can elapsein x betweentwo consecutie
matches.Sud constrainedsubsequencéave beenstudied in a broader cortext of data
mining [15, 21, 31, 34] particularly asewerts or episa@lesmanifestingthemseheswithin
temporal sequences.

As the earlier discussionof the dawgsuggestsit is possibleto preprocessthe text
string into a subword tree or graph (refer to, e.g.,[12, 18, 40] for additional details) in
such a way that any subsequeh query regarding the exact occurrenceof a substring
pattern takestime proportional to the sizeof the pattern rather than that of the text.
In general,setting up spaceezcient structures of this kind for non exact matcheshas
beenan elusive goal.

Let us say that a shortest substring w of x admitting of y as a subsequenceés a
realization of y. An occurrenceiii,:::iy of y in arealizationw is an earliest occurrene
if the string i1i,::: 1y is lexicographically smallestwith respect to any other possible
occurrenceofy in w. It is easyto adapt the dawgof x to recognizeall earliestoccurrences
of any given pattern y asa subsequencef x. Essetially, we needto endav every node
® with a number of \downward failure links" or skip-elges Eadch sud link will be
assaiated with a speci ¢ alphabet symbol, and the role of a link leaving ® with label a
will be to enablethe transition to a descendah of ® on a nortrivial (i.e., with at least
two original edges)path labelled by a string in which symbol a occursonly asa sux.
Formally, a skip-edgelabelled a is set from the node ® asseiated with the equivalence
class[w] to any other node , assaiated with someclass|wva] such that v 6 2 and
a doesnot appear in v. Thus, a skip-edgelabelled a is issuedfrom ® to eat one of
its closestdescendats other than children where an original incoming edgelabelled
a already exists. As an example, Figure 4 displays a partially augmerted version of
the dawgof Figure 1, with skip-edgesaddedonly from the sourceand its two adjacen
nodes. Clearly, the role of skip-edgesis to serne as shortcuts in the seart. Howeer,
theseedgesalsointroduce\nondeterminism” in our automaton, in particular, now more
than onepath from the sourcemay be labelledwith a pre x of y. But the real problem



10 Pattern Discovery and the Algorithmics of Surprise

is that storing a full skip-edgedawgwould take £( n?) worst-casespaceeven when the
alphabet sizeis a constan (cf. Fig. 4).

It turns out [7] that the dawgof x can be consenratively expandedwithout substan-
tial departurefrom linear spaceand in sud a way, that still a subsequenseara for the
earliestoccurrencesn x of all pre xes of any giveny canbe carried out in time bounded
by the sizeof the output rather than that of the input. In fact, a query asto whethery
hasa realization in x not longerthan t ;, m charactersis likely to be answeredin time
only proportional to t. Such amodi ed dawgcanbe built in time and spacequadratic or
linear in the length of the input, dependingon whetherthe sizeof the input alphabet is
arbitrary or boundedby a constart, respectively, and it can be seardied for the earliest
occurrencesn all rocg distinct realizationsofy; (i = 1;2;:::;m), the i-th pre x of y, in
time

xXn
O(  rocg ¢i ¢logj§j):
i=1
Note that a realization of y; is a substring that may occur marny times in x but is
courted only oncein our bound.

The bulk of the work is dewted to saving space.Sincethe introduction of a skip-
edgefor every node and symbol would be too costly, we endov with sud edgesonly a
fraction of the nodes. Sud a policy will result in a linear number of skip-edgesbeing
issuedoverall. From any node not endoved with a skip-edgeon somedesiredsynbol,
the correspnding transition will be performedby rst gainingaccesgo a suitable node
where sud a skip-edgeis available, and then by following that edge.In order to gain
accesdrom any node to its appropriate \surrogate" skip-edge,two additional families
of auxiliary edgesneedto be introduced, respectively called deferring edgesand back
edges Sud edgesare labelled, just like skip-edgesput unlike skip-edgegheir traversal
on a given input symbol doesnot consumethat symbol. It can be proved [7] that the
spaceoverheadbrought about by theseauxiliary edgesis only O(n ¢j§j), hencelinear
when 8 is nite.

Figure 4: (Adapted from [7]). Adding skip-edgesto the sourceand its two adjacert nodesin a
dawgis enoughto produce a cluttered structure.

Se\eral other, variously constrainedmixtures of solid and wild charactershave found
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formulation. Thesewill be called motifs. In somesense,subsequencesr episales as
de ned earlier may be consideredas motifs of °exible length. The discovery of motifs
appearingmore or lessfrequertly in an input sequencer sequencdamily is of interest
in a wide range of applications, ranging from multiple sequencealignmert to gene
expressionanalysis,from promoter signal detection to structure prediction.

Motif modelling and discovery is generallyhard, dueto the fact that for most variant
notions and choicesthe number of candidatesto be examinedgrows exponertially with
the length of the subject. It is remarkable that a prudert choicein the identi cation of
primitiv e patterns and constructsleadsto dramatic savings. Here,| speci cally discussa
classof \irredundant” motifs (referto, e.g.[13, 32]), which hasbeenrecerily formulated
and characterizedwith the property, that their number canonly grow linearly with the
sizeof the host string. There seemdo be somenice axiomatic “avor about thesemaotifs,
that leadsquite naturally from rst principlesto a linear bound, and this | shall try to
capture by the following brief discussion.

First, let us de ne a motif asfollows. Given a string x on alphabet § and a special
dorit care character\.", a string s on 8 [ 7, suct that the rst and last characters

maximal for s. Thus, eat of the individual symbols of § with its occurrencelist, or x
itself are motifs. Note that the location list is an integral part of the motif, sothat two
distinct location lists must refer to distinct motifs.

At this point, it comesnatural to formulate an attribute of maximality for motifs.
In intuitiv e terms, a motif s is maximal if we cannot make it more speci ¢ or longer
while retaining the list L of its occurrencesin x up to a uniform o®setof L. Thus,
the only solid maximal motif with oneoccurrenceis x itself, and for any maximal motif
with at least one non-solid character we have p , 2. For instance,in X = agctaggt,
s; = a:t with Ls, = f1;5g, and s, = g:t with Lg, = f2;6g are non-maximal motifs,
while s3 = ag:t with Ls, = f1;5g is maximal. The notion of maximality hingeson two
\saturation" conditions, in the sensethat a maximal motif is maximal in composition,
and maximal in length. Howewer, the notion of maximality alone does not sutce to
bound the number of di®erert motifs. It can be shown that there are strings that have
an unusually large number of maximal motifs without corveying extra information
about the input.

Two immediate consequencesf the model are given by the following easyfacts.

Fact 4.1. Let m be a maximal motif with no dorit care and L ,j = 1, thenm = x.

Proof. Any motif with those properties can be completedinto x, by the notion of
maximality. @

Fact 4.2. Let m be a maximal motif with at least one dorit care, thenjL ,j, 2

Proof. Under the hypothesis,it must be jmj > 1. The rest is a straightforward conse-
guenceof the notion of maximality. @

A maximal motif s is irr edundantif the list L of its occurrencessannot be deduced
by the union of a number of lists of other maximal motifs. Conversely we call a motif s
redundart if s (and its location list L) can be deducedfrom the other motifs without
studying the input string x.
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Given two motifs m; and m, with jm4j - jm,j, we write m; * m, if m; can be
rigidly embeddedin m, in such a way that ewvery solid character of m; matchesa solid
character of m,. Clearly, if m; * my, thenL, 1 Ln,, up to a displacemen We also
havethat if m;* m,,andm,* ms, thenm;* mj3. Henceredundancyis supported by
somenotion of motif combination. Two motifs s; and s, sud that their solid characters
\clash" cannot be conbined. Thus, s; = ab:dand s, = acdd cannot be combined since
b6 c. Howewr, If s; = ab:dand s, = a:dd thens= a:dandLs= L, [ Ls,. Wealso
s& in this casethat m is the meet of m; and m,.

Let B denotethe setof irredundant motifs in a string x. SetB is called the basisfor
the motifs of x. If we considerthe setM of all maximal motifs in x, B is sud that: (1)
for eah s 2 B, sisirredundant with respectto B fsg, and, (2) let G(X) be the setof
all the redundart maximal motifs generatedby the set of motifs X, then M = G(B).
In general,jMj = -(2 "), but a remarkable result by L. Parida et alii shows that every
string x of n symbols has a basisB or set of irredundant motifs, sud that jBj - 3n.
Henceit is always possibleto accoun for and descrike the rich combinatorics of the
motifs in a string through the compactdescriptionsetforth by a reasonablysmall basis.
Figure 5 demonstratesthat, in actuality, irredundant motifs may constitute adequate
\signatures" for protein families.

PROSITE Motif Family
accessiortag
PS00080 H.H[ILMV]..[QH]...G[ILMV] multicopper oxidases
PS00306 M[RK][LFV][ILFV][IV][LF].C caesinsalpha/beta
PS00675 [ILMV].[ILMFV].G..G.G[R QK]...[AS]...H Sigma-54interaction
PS00678 [ILMFV].[ST]...D..[ILMV][R QK].W WD-40 repeats
PS00432  S.JANST].L.[ST][LF]..[MV].[IV].[RK].[DE][FY] actins
PS00027 [ILMV]....[ILMFV]..W[FWY].N.R homeolox domain

Figure 5: (Adapted from [26]). Extracting irredundant motifs from families of proteins yields
previously know motifs.

The notion of meet extends naturally to any two or more motifs (in particular,
strings), and consiststhus of the motif formed by all matching characters that are
obtained when the motifs are aligned, left-justi ed. The following property shaws that
in our current model the irredundant motifs are to be found amongthe pairwise meets
of all suxxes of s.

Theorem 4.3. Every irr edundant motif in s is the meet of two sutxes of s.

is true for p = 2. Indeed,let i = |, andj = |,, and considerthe meet m° of suf; and
suf;. By the maximality in composition of m, we havethat m®2 m. On the other hand,
for any motif rh with occurrencesat i andj it must beh @ m® whence,in particular,
m 1 m% Thus,m = m®% Assumenow p ., 3 and that there is no pair of indicesi and
J in Ly sud that m is the meet of suf; and suf;. Again, for any choiceofi andj in
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L, we must have that m* m® wherem®denotesas beforethe meet of suf; and suf;.

Therefore,we havethat m* m®but m 6 m°for all choicesof i andj. Assumenow one
sud choiceis made. By the maximality of m, it cannot be that m®is the meet of alll

suxxes with beginningin L. Therefore,there must be at leastoneindex k sud that

mO di®erseither from the meet of suf, and suf; or from the meet of suf, and suf;, or

from both. Let, to x the ideas,m®be this secondmeet. Sincem * m®andm?! m°
then L o and L 00 are sublists of L ,,.In other words, L, can be decompmsedinto two

or more lists of maximal motifs sud that their union implies m and its occurrences.
But this cortradicts the assumptionthat m is irredundart. @

Fact 4.3 supports an immediate and natural linear bound for the cardinality of our
set of irredundant motifs.

Fact 4.4. The numkber of irr edundant motifs in a string x of n charactersis O(n).

Proof. Considerthe set of the reversestrings of all pairwise meetsof x with ead of
its suxxes. Append a special extra character at the end of eat sud reversemeet, and
then insert them in a compacttrie (digital seard tree), treating the don't careasjust
any other character. The number of leavesin this trie islinear in n, and sois the number
of internal nodesand arcs. By Lemma 4.3, the reverseof any irredundant motif in x
must correspnd to somepath beginning at the root and ending at somepoint inside
the trie. In view of our de nitions, howewer, there cannot be two distinct irredundant
motifs ending on a samearc of the trie. The details are easyand are left to the reader
for an exercise.r

5 Signatures, tandem occurrences and association rules

Spacereduction and feature discovery may be acieved sometimessimultaneously thru

the derivation of succinctalbeit possibly approximate represetations of objects. Hash-
ing [29 is one obvious example.In an early approad to fast string searding, Karp,

Miller and Roseberg [28] intro duceda naming schemecapableof producing a compact
label or signaturefor all substringsof a string x. This works asfollows. First, generate
the list of labelsfor individual characters,giving asa nameto eat character the posi-
tion of its rst occurrencein x. Next, perform appraximately logjxj stages,as follows.
At the k-th stage,composeall pairs of labels(l;; l;,,«), sort them in lexicographicorder
and relabel eat pair (whencealsothe substring it denotes)by the position of its rst

occurrencein the sortedlist. If this processs performedon the concatenationof the text

and a pattern y, then the occurrencesof y can be intercepted subsequetly by looking
for positions of x with appropriate labels. This approad is no longer competitiv e with

existing space-timelinear string searding algorithms, sinceit producesin generallogn

labelsfor ead position of x. Howewer, oncethe namingis carried out, this canbe put to

usein a host of pattern discovery tasks, sucd as nding palindromes,tandem repeats,
etc. [20]. It canalsobe usedto speedup the computation of the distinct Parikh-based
text ngerprints in a string. Parikh vectorsper se and their assa@iated text- ngerprin ts

as discussedbelow, represem two more possibleways of attributing concisesignatures
to strings.
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The Parikh mapping [3, 33]is a morphism from §° to the set of ordered|§j-tuples
of non-negatiwe integers, that assaiates with ewery string x the array Count [1::j§]]
such that Count [, ] is the number of occurrencesin x of | 's alphabet letter. Parikh
mappingsener somefundamenal constructionsand propertiesin the theory of formal
languages.Intuitiv ely, the Parikh-based ngerprint for a string is the binary vector
without the court. Speci cally, if x is a string over a nite, orderedalphabet §, and
x% is a substring of x, then the "ngerprint of x°is the subsetA of § of preciselythe
symbols appearingin x°

With time O(nj§jlognlogj§j) preprocessingon a textstring of n symbols, the fol-
lowing excient queriesare supported [3].

1. Given k, computethe number of distinct ngerprints of sizek in constart time.

2. Given subsetA 2 §, compute the number of substringsin S with "ngerprint A in
time O(j&]logn)

Signaturescanbe usednot only to encapsulatea given string, but alsoin the synthe-
sis of patterns that depart signi cantly from it. This is the generalproblem of inverse
pattern matching[4], that refersto the task of inferring from a giventextstring x a short
pattern string y sud that y is, by somemeasure,most typical (or, alternatively, most
anomalous)in the context of x. This problemarisesin a wide variety of applicationsand
takesup many °avors, amongwhich in particular thosebasedon frequenciesf pattern
occurrences.When sud occurrencesneednot be exact, alternative measuresof typi-
cality can be basedon somenotion of similarity amongstrings, sud asthe Hamming
[25] or Levenshein [30] distances.Given a textstring x and an integer m, for example,
onemight askfor a pattern y that scoresthe smallest(or largest) total number of mis-
matcheswhen aligned with all substringsof x. Variants of the problem arise when the
constrairt is addedthat y must be a substring of x, or, symmetrically, that y must not
have any occurrencein x. Excient (occasionally optimal) sequetial algorithms for the
problem and its variants were provided in [4, 21]. Computations of theseand similar
\distance preservingsignatures" (seee.g. [24]) nd usein disparate conexts, includ-
ing information retrieval, data compressioncomputer security and molecular biology,
namely, in the synthesisof molecularprobesin genomesequencingdy hybridization, in
designingcortrol (inactive) antisenseoligonucleotides,etc.

As an example, | illustrate the simplest (min) inversepattern matching problem,
which is de ned asfollows: givenatext string x = x; ¢¢¢x,, and positiveintegerm - n, a
pattern string ymin = Y1 ¢¢Cy,, (of length m) is sough whereham(ymi, ;x) - ham(y; x)
for all stringsy 2 8™, ham denoting the Hamming distance. The symmetric (Max) In-
versePattern Matching Problemseeksnsteada pattern yy, ax sud that ham(yy ax; X) ,
ham(y; x) with respectto all y 2 8™. Both versionsof the problem are solved by the
samebasic strategy. The naive algorithm for the min inversepattern matching prob-
lem is computing the Hamming distance for every possiblesubstring of length m, and
choosing the minimum. This algorithm is clearly bad sinceit takesexponertial time.
Howewer, an optimal algorithm for solving the problem is readily set up. The idea is
to \synthesize"y by choosing its charactersone at a time, in such a way that eah
character will maximize the matcheswhen meetingthe positionsit faceson x.
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The hardestvariant of the problem is the Max external one,in which y is required
not to appearin x. Howeer, alsothis variant hasbeenshown to have an optimal linear
time solution [21].

As already mertioned, the complexity of pattern discovery problemstypically esca-
lates as we considerword aggregatesand compounds. At the bottom level in this class
we nd, for instance,the detection of all tandem repeats or palindromesin a string.
Someof the optimal O(nlogn) algorithms known for the detection of squaresor tan-
demrepeatsmake crucial useof a bound of O(n logn) on the output. (refer, e.g.,to [17]
and referencegherein). It is not dixcult to extend those algorithms to treat germane
problemssud asthe discovery of pairs of occurrenceswithin a very small distance, of
a samestring, or of a string and its reverse,and so on. Theseproblemsare not likely
to be signi cantly alleviated by the resortto signaturesand other compactdescriptors,
but the onesthat | describe next most probably are.

A number of applicationsinvolve the detection of repetitive phenomenahat consist
of unusually frequert tandem occurrences,within a pre-assigneddistance or distance
rangein astring, of two distinct but otherwiseunspeci ed substrings.By the two strings
occurring in tandem, we meanthat there is no intermediate occurrenceof either one
in between.The problem can be seenas one of assaiation or rule discovery. As is well
known, while traditional data base queriesaim at retrieving records basedon their
isolated cortents, here the focus is on the identi cation of patterns occurring across
recordsin large collection of data. An assaiation rule is an expressionof the form
S;! S, whereS; and S, are setsof data attributes endoved with sutcient con dence
and supprt. Suxcient support for a rule is achieved if the number of recordswhose
attributes include S, [ S, is at leastequalto somepre-setminimum value. Con dence
is measurednsteadin terms of the ratio of recordshaving S;[ S, overthosehaving S;,
and is consideredsuzxcient if this ratio meetsor exceedsa pre-setminimum. Clearly, a
statistic of the number of recordsendaved with the given attributes must be computed
as a preliminary step, and this is often a bottlenedk for the processof information
extraction. | referto, e.g.,[15, 34] for a broader discussionof theseconcepts.

Badk to our problem, one possibleformulation is as follows. Let x be a string of n
symbols over somealphabet § and d some xed non-negatiwe integer. For any pair (y; z)
of subwords of x, de ne their tandemindex| (y; z) relative to x asthe number of times
that z hasa closestoccurrencein x within a distanceof d from a correspnding, closest
occurrenceof y. The problem is then to nd pairs of subwords with surprisingly high
tandemindex [14)]. In principle, there might be £( n#) distinct pairings of subwords of in
X, sothat the number of interesting or surprising asseiations in an observe textstring
may again far out-size the string itself. Howewer, Fact 2.1 suggeststhat is enoughto
considera subsetof pairs cortaining only only n? pairs, i.e., thoseformed by pairing up
classesorrespnding to nodesin either the subword tree or dawg For any pair (w¢ z9
neglectedas a result of this, there is a pair (w;z) in the chosenset of pairs suc that
wlis a pre’x of w and z%is a pre x of z, and the tandem index of (W% z% equalsthat
of (w; z). This seemshoweer, the caseof an inherertly non-linear-spaceproblem.
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