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Abstract

This paper presents a novel, parallel algorithm for
generatingtop alignments. Top alignments are used
for finding internal repeats in biological sequences
like proteins and genes. Our algorithm replaces
an older, sequential algorithm (Repro), which was
prohibitively slow for sequence lengths higher than
2000. The new algorithm is an order of magnitude
faster (O(n3) rather thanO(n4)).

The paper presents a three-level parallel imple-
mentation of the algorithm: using SIMD multi-
media extensions found on present-day processors
(a novel technique that can be used to parallelize
anyapplication that performs manysequence align-
ments), using shared-memory parallelism, and using
distributed-memory parallelism. It allows process-
ing the longest known proteins (nearly 35000 amino
acids). We show exceptionally high speed improve-
ments: between 500 and 831 on a cluster of 64 dual-
processor machines, compared to thenewsequential
algorithm. Especially for long sequences, extreme
speed improvements over the old algorithm are ob-
tained.

1 Introduction

Repeats in biological sequences such as genes and
proteins are the result of, and an essential mecha-
nism for, evolution. Internal gene duplication at the
DNA level allows nature to create redundant copies
of genes coding for functionally important proteins.
The duplication may result in enhanced expression

of the protein, or result in an improved protein, since
one of the gene copies could retain the old function
while the others are then free to evolve to an adapted
function.

Gene duplication can take place at the level of
copying complete genomes consisting of billions of
nucleotides, down to only two or three nucleotides.
Roughly, more than half the number of base pairs in
most genomes are part of a repeat [3], which shows
the importance of these copying mechanisms as a
general mechanism for evolution. However, patho-
logically repeated fragments are also known to play
a role in serious diseases like Huntington’s.

Recognizing repeats in protein sequences is im-
portant, since they can reveal much information
about the structure and function of a protein. Of-
ten, divergent evolution in repeats has blurred the
ancestral ties, so that at first sight, the repeats hardly
show any resemblance anymore. Frequently, only
10–25% of the amino acids in a repeated protein
subsequence are conserved. Also, the repeats may
have different lengths through insertions and dele-
tions. Moreover, two repeats need not be consec-
utive (tandem), but may be interspersed by other
subsequences (that can contain different repeats as
well). These properties make it computationally
very challenging to recognize repeats automatically.

Repro [1, 4] is an accurate method to find and de-
lineate repeats in proteins.1 Since it became avail-
able in 1993, it has been one of the standard and
most exact methods in protein internal repeats detec-
tion [8]. However, the run-time complexity ofO(n4)
has thus far been prohibitive for analyzing protein

1http://mathbio.nimr.mrc.ac.uk/~rgeorge/repro/.
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Equation 1: Value of an alignment matrix entry. Figure 1: The boxed entry depends
on the shaded entries.

sequences at the genomic scale [2, 6].2 Our objec-
tive was to speed up computations “by all means”,
so that even the longest known proteins (up to a
length of 34350) could be processed. The Repro
algorithm spends nearly all its time in finding top
alignments (as discussed in Section 2.2). We re-
duced this time by a factor 106 using the following
methods, which are also the new contributions de-
scribed in this paper:

� We devised anO(n3) algorithm that computes
exactly the same top alignments as the origi-
nal algorithm, while maintainingO(n2) space
complexity. The algorithm is at least 100 times
faster for short sequences, and more than 1000
times faster for long sequences.

� We describe a new technique to perform paral-
lel sequence alignment using the SIMD multi-
media extensions found in present-day proces-
sors. Counterintuitively, we apply SIMD paral-
lelism in acoarse-grainedway, and align four
(Pentium III) or eight (Pentium 4) sequences
concurrently. This results in surprisingly high
and superlinear speed improvements (6.9 and
9.8, respectively). The technique is applicable
to anyalgorithm that performs many sequence
alignments, and thus to most bio-informatics
applications.

� We parallelized the algorithm even further, for
shared and distributed-memory machines. Par-
allelizing the algorithm is challenging, since
it speculatively breaks a sequential ordering in
the algorithm. Using 64 dual-CPU SMPs, we
obtained additional speedups between 74 and
123, compared to the SIMD version.

Biological results are outside the scope of this paper.
The paper is structured as follows. Section 2 ex-

plains sequence alignment basics and nonoverlap-
ping top alignments; readers familiar with these sub-
jects can skip the section. In Section 3, we explain
the new sequential algorithm; Appendix A discusses

2Reference [4] mistakenly reports anO(n3) time complexity.

some details. Section 4 shows how the algorithm
is parallelized, and Section 5 gives performance re-
sults. The last section discusses the results, con-
cludes, and gives directions for future research.

2 Background

We will first show how a sequence pair can be
aligned. Next, we will explainnonoverlapping top
alignments.

2.1 Pairwise sequence alignments

Biological sequences (DNA, messenger-RNA,
transfer-RNA, and proteins) can be compared using
a technique calledaligning. The sequences are
shifted in such a way that they yield an optimal
score when superposed (written out on top of each
other), given some score metric that values the
similarity of two individual sequence elements
(the exchange matrix). The exchange matrix
contains high scores for two identical or similar
sequence elements, and low or negative scores
for unrelated ones. Gaps may be introduced to
introduce better alignments; however, for each gap,
a (gapsize-dependent) penalty is subtracted from
the total score.Global alignmentcompares entire
sequences;local alignment concentrates on the
subsequences that match well. In this paper, we
only align locally.

Consider two example sequences:CTTACAGA

andATTGCGA. For this example, we use a sim-
plistic exchange matrix that awards two points for
matching elements and subtracts one point for dif-
ferent elements. We also subtract two points for
each new gap (gap opening), and one point times
the length of the gap (gap extension). The optimal
local alignment for this sequence pair is:

T T A C A G A

j j j j j
T T G C { G A
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and has a score of 6: 5�2 (matches)�1�1 (mis-
match)�(2+1�1) (gap). Since we perform alocal
alignment, the initial mismatching prefixesC and
A are omitted; their presence would lower the total
score.

Sequences can be (globally) aligned using a
dynamic programming algorithm introduced by
Needleman and Wunsch [7]. Smith and Water-
man slightly changed the algorithm to perform local
alignments [13]. For sequencesS1 andS2, the lo-
cal alignment algorithm first computes an alignment
matrix with scores that are computed according to
Equation 1. Each matrix entryMi; j is computed as
follows (see also the boxed entry in Figure 1). First,
it is decided whether or not to create a gap in one of
the sequences. This is achieved by taking the max-
imum of Mi�1; j�1 (the gray-shaded entry, meaning
no gap), the row left of it (the horizontally-shaded
entries, introducing a gap of lengthx in the hori-
zontal sequence) while subtracting the proper gap
penaltyPx, and the column above it (the vertically-
shaded entries, introducing a gap of lengthy in the
vertical sequence) while subtracting the gap penalty
Py. To this maximum, we add the (match or mis-
match) value from the exchange matrixE. In local
alignments, negative values are disallowed, thus we
maximize the value with 0, yielding the new matrix
value.
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Figure 2: Local alignment matrix forCTTACAGA
andATTGCGA.

Figure 2 shows the alignment matrix of our ex-
ample sequence pair, where the highest matrix en-
try has a score of 6. From this entry, we perform
a tracebackto construct the alignment, inreverse
order. The traceback searches the matrix how the
highest score was established in the direction of the
upper left-hand-side corner. The circled entries in
the figure show the traceback for the example align-
ment.

Figure 3 shows pseudo code for the computation

of the alignment matrix. If only the alignment score
is desired and no traceback is performed, there is no
need to store the entire matrix; the last computed
row is sufficient, significantly reducing the memory
requirements. Several memory-efficient algorithms
exist that do perform a traceback using only a linear
amount of memory (at the expense of extra compu-
tations), but these are not covered here.

2.2 Nonoverlapping top alignments
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Figure 4: Three nonoverlapping top alignments.

Top alignments are used to delineate internal re-
peats. We explain the concept of anonoverlap-
ping top alignment, using the example of Figure 4,
which shows three top alignments for the sequence
ATGCATGCATGC. Basically, we split the input
string into two pieces in each possible way, and
match the first part with the second part, looking
for the best matches. The figure shows 11 partially
overlapping rectangles (alignment matrices). All
rectangles touch the upper right-hand-side corner,
but have unique lower left-hand-side corners along
the main diagonal. To easily locate them, two rect-
angles are shown with bold, black lines (one solid
and one dashed); the others are gray. Each rect-
angle represents a split input string with the prefix
depicted vertically and the suffix depicted horizon-
tally. Matching the prefixATGC (indicated by the
top four rows) with suffixATGCATGC (the right-
most eight columns, which together form the black,
solid rectangle) yields the first two, equivalent
top alignments, namelyATGC�ATGCATGC and
ATGC�ATGCATGC (circled in the figure). The
third (also equivalent) top alignment is found when
matching prefixATGCATGC with suffix ATGC,
yielding top alignmentATGCATGC�ATGC (note
that this rectangle can also produce the second
alignment). Top alignments 1 and 3 together form

3



PROCEDUREComputeMatrix(Seq1, Seq2, ExchMat, GapOpenPenalty, GapExtPenalty) IS
FOR y IN 1 .. Seq1.Length() DO

FOR x IN 1 .. Seq2.Length() DO
M[y][x] := MAX(0, ExchMat[Seq1[y]][Seq2[x]] + MAX(MaxX, MaxY[x], M[y �1][x �1]));
MaxX := MAX(M[y �1][x �1] � GapOpenPenalty, MaxX) � GapExtPenalty;
MaxY[x] := MAX(M[y �1][x �1] � GapOpenPenalty, MaxY[x]) � GapExtPenalty;

END;
END;

END;

Figure 3: Pseudo code for the function ComputeMatrix().

the strongest “signal” but are separate top align-
ments since their concatenation is not nonoverlap-
ping. This can be seen in the figure: there is no
surrounding rectangle that encloses the concatena-
tion of 1 and 3. More details on top alignments are
given in Section 3. The Repro method uses the top
alignments to delineate the repeats. Some tens of
top alignments are required; more top alignments in-
crease Repro’s sensitivity.

3 The new sequential algorithm

The sequential algorithm computes a user-defined
number of top alignments, typically 10–30, some
more for large sequences. The first top alignment is
computed as follows. We defineSa:b as the substring
of S that starts at positiona and ends in positionb.
There arem�1 ways to split sequenceSof lengthm
into two subsequencesS1:r of lengthr andSr+1:m of
lengthm� r. Each subsequenceS1:r is aligned lo-
cally with Sr+1:m. Using the example of Figure 4, we
would first alignA with TGCATGCATGC, then
AT with GCATGCATGC, and so on. SplittingS
into disjoint parts guarantees that aligned fragments
do not overlap.

We thus alignm� 1 pairs. The alignment that
has the highest score constitutes the first top align-
ment. We only compute the score of each alignment,
but do not yet perform a traceback to construct the
alignment (since no traceback is performed, it is not
necessary to store the entire alignment matrix; the
previously computed row is sufficient). We store
the score of each alignment for later use, so that we
know which alignment yielded the highest score af-
ter we aligned all subsequence pairs. As explained
in Appendix A, we store the bottom row for later use
as well.

After the first top alignment is found, we continue
searching subsequent alignments. New top align-
ments are not allowed to overlap with alignments
already found. We therefore realign in such a way
that we prohibit alignments over the matrix entries

that correspond to matched amino acid pairs that are
already part of an existing top alignment. This can
be achieved efficiently by overriding matrix entries
when computing new alignment matrices: if a ma-
trix entry is already contained in a top alignment,
its value is set to zero, otherwise it is set to the
value that Smith-Waterman would have normally
produced. In Figure 4, for example, this would mean
that once a field is shaded gray, the corresponding
matrix entries in all matrices (rectangles) that con-
tain the field are overridden with zero in subsequent
realignments. Note that other entries may change as
well: overriding a matrix entry often causes a cas-
cade of entries towards the right and the bottom to be
lowered, since these entries frequently depend (indi-
rectly) on the just overridden entry. A triangular ma-
trix with boolean values, which we call theoverride
triangle, is used to keep track of the entries that are
contained in a top alignment. Each time a top align-
ment is found, the alignment is traced back, and the
entries in the override triangle that correspond to the
reconstructed path are set to “true”. The override
triangle containsm� (m� 1)=2 entries. Since the
triangle is sparse, it can be compressed if memory
usage is an issue. The appendix explains how we
reject false shadow alignments that are rerouted ar-
tificially around an already-existing alignment.

Except for the first top alignment, it is not nec-
essary to realignall subsequences to find the next
nonoverlapping top alignment. We order the re-
alignments in such a way, that we realign the most
promising ones first, as explained below. For each
subsequence pair (rectangle), we maintain the best
score that was found after its most recent align-
ment, as well as the number of top alignments al-
ready found at that time. The latter signifies with
which override triangle the most recent alignment
was performed. The score that resulted from a pre-
vious alignment with an outdated override triangle
is an upper bound for the score that will be obtained
when the pair is realigned with the current override
triangle (since the new override triangle overrides

4



1 PROCEDUREFindTopAlignments(NrTopAlignmentsNeeded)
2 FOR i IN 1 .. Sequence.Length() � 1 DO
3 Task.r := i;
4 Task.Score := INFINITY ;
5 Task.AlignedWithTopNum := �1;
6 InsertTask(Queue, Task);
7 END;
8

9 WHILE NrTopAlignmentsFound < NrTopAlignmentsNeeded DO
10 Task := GetTaskWithHighestScore(Queue);
11

12 IF Task.AlignedWithTopNum == NrTopAlignmentsFound THEN
13 INC(NrTopAlignmentsFound);
14 TracebackAndUpdateOverrideTriangle(Task);
15 ELSE
16 Task.Score := AlignWithoutTraceback(Task);
17 Task.AlignedWithTopNum := NrTopAlignmentsFound;
18 END;
19

20 InsertTask(Queue, Task);
21 END;
22 END;

Figure 5: Pseudo code for the function FindTopAlignments().

more entries, the new score will generally be lower,
and never be higher). The scores of the previous
alignments are used as ordering heuristic. We re-
peatedly select the subsequence pair with the high-
est score from its most recent alignment. If its most
recent alignment was with an outdated override tri-
angle, it is realigned with the current override trian-
gle. Otherwise, there are no subsequence pairs that
could yield a better score, thus we accept the pair as
new top alignment, and update the override triangle.
This way, we prevent many realignments that prov-
ably cannot yield a satisfactory score; it typically
reduces the number of realignments by 90–97%.

The way we order realignments is illustrated
in Figure 5. We maintain a task queue where
the tasks are ordered with respect to their scores.
Each task has a valuer that identifies the sub-
sequence pair (line 3), aScore that either repre-
sents an upper bound on the (re)alignment score
before the (re)alignment is done, or the real score
after the (re)alignment is done (line 4), and a
valueAlignedWithTopNumthat indicates when (and
thus with which override triangle) the most recent
(re)alignment was done (line 5). Initially, each score
is set to infinity and last alignment number to -1, to
reflect the fact that the corresponding subsequence
pair has never been aligned. All tasks are entered
into the queue (line 6). Since all scores are infin-
ity, the order is unimportant; each task is aligned
once anyway before the first top alignment is ac-
cepted. After initialization, the most promising pair

is repeatedly selected (line 10). It is accepted as
top alignment (lines 13–14) if it has already been
aligned with the current override triangle. Other-
wise, it is (re)aligned (line 16), and the fact that it
is now aligned with the current override triangle is
registered (line 17). In all cases, the task is requeued
(line 20), at a position that depends on its score. The
entire process is repeated until all required top align-
ments are found.

The new algorithm is quite different from the old
one. The main difference is the introduction of over-
riding zeros, enabling a run-time complexity im-
provement fromO(n4) to O(n3).

4 Parallelism

We deploy parallelism at three different levels:
using SIMD multimedia extensions, at shared-
memory level, and at distributed memory level.

4.1 SSE/SSE2 parallelism

At the lowest level, we use the multimedia ex-
tensions3 found on present-day Intel and Athlon
processors to obtain four or eight-fold parallelism.
These SIMD-style instruction set extensions were
intended to vectorize simple loops, i.e., to allow

3This term is widely used but in fact a misnomer; it refers to a
particular application domain, while its application area is much
broader.

5



L
Q
H
C
E
R
S
T
M
G
E
K
A
L
V
P
Y
R

G E K A L V P Y RML EQ H C R S T

Figure 6: A matrix with three
neighbors.

2 bytes

M G E K A L V P Y R G E K A L V P Y R E K A L V P Y R K A L V P Y R

memory

4 interleaved entries

L
Q
H
C
E
R
S

L
Q
H
C
E
R
S
T

L
Q
H
C
E
R
S
T
M

L
Q
H
C
E
R
S
T
M
G

T
M

G
E

Figure 7: Interleaving matrix entries in memory.

concurrent computations on independent array ele-
ments. Alignment scores are typically integer values
that fit in short (2 byte) integers. The Pentium III
and Athlon processors, with their SSE instructions,
can perform a single operation on four shorts simul-
taneously, while the Pentium 4, with its SSE2 in-
structions can perform an operation on eight shorts
at the same time. To some extent, a vectorizing com-
piler (such as Intel’s) can automatically generate
parallel code from a sequential program, provided
that it can assure that the array computations in a
loop are data independent. Additionally,compiler
intrinsics allow the programmer to explicitly use
the multimedia extensions without writing assem-
bly. One can declare 8 or 16-byte variables of mul-
timedia data types just like a variable of any other
type, and perform operations on them by “function
calls” that are recognized and treated specially by
the compiler. Although the programmer more or
less specifies which multimedia instructions to use,
the compiler relieves the programmer from the bur-
den of register allocation and instruction scheduling.

It is difficult to parallelize Needleman-Wunsch-
style matrix computations. Normally, the matrix is
computed row (or column) wise, but a loop-carried
dependency (MaxX in Figure 3) disallows using
such fine-grained parallelism. It is possible to com-
pute the entries diagonally, from the left or lower
border to the right or upper border, such that all en-
tries in a diagonal can be computed independently,
but the administrative overhead is large. Rognes and
Seeberg describe an SSE implementation that ob-
tains a six-fold speedup by speculatively breaking
the aforementioned data dependency [9, 10]. How-
ever, they operate on 8 bytes rather than 4 short inte-
gers, increasing the amount of parallelism, but lim-

iting the maximum score to 255. For medium and
large-sized sequences, this limit is too restrictive.

We apply SIMD-style parallelism at a coarser
grain size, and compute four independent alignment
matrices at the same time (or eight using SSE2; in
the text below we assume SSE with four-fold paral-
lelism). Each time a matrix is to be computed (since
it appears at the head of the task queue), we compute
three “neighboring” matrices as well (see Figure 6).
The matrices are quite similar to the one that needs
to be computed: they only have a few columns less
or more at the left-hand side and a few rows less or
more at the bottom side. Due to their similarity, the
scores in the matrices and the final results are also
similar. Moreover, if a matrix is scheduled for com-
putation (because it has the highest current score), it
is likely that the neighboring matrices will be sched-
uled for computation shortly thereafter, since their
scores are probably nearly as high. Thus although
we speculate on the necessity to compute the neigh-
boring matrices, the odds are that they have to be
computed anyway.

The four matrices are computed concurrently,
hardly changing the sequential algorithm to align
one pair of sequences. The order in which the entries
are computed is the same as in the sequential algo-
rithm, but now we apply SIMD operations to all cor-
responding entries in each matrix, e.g., the scores for
the entries in the figure that alignV andE (indicated
by the arrow in Figure 6) are computed at the same
time. Since multimedia instructions operate on con-
secutive memory entries, weinterleavethe matrix
entries in memory, as illustrated by Figure 7. For
our application, the corresponding entries align the
same amino acids (or nucleotides), and thus use the
same exchange value from the exchange matrix. If
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we were to align four unrelated pairs of sequences,
we had to look up the distance between each pair of
amino acids separately, therefore we align neighbor-
ing matrices, so that the amino acids are the same.
Another advantage of using similarly-sized matrices
is that corrections for the left and bottom borders are
easily made.

Each matrix has a fixed set of neighbors. The ma-
trices are grouped in subsequent groups of four, i.e.,
group 1 contains matrices 1–4, group 2 contains ma-
trices 5–8, and so on. We schedule groups of matri-
ces in the task queue, rather than individual matri-
ces. The matrix with the highest score in the group
determines the score of the entire group, and the task
queue is ordered with respect to the groups’ scores.

When programming with the multimedia exten-
sions, memory bandwidth easily becomes an issue.
Since the processor performs more operations per
cycle than with conventional programming, more
data flows through the memory bus. Our alignment
routine iscache-aware, and runs mostly in first-level
cache. Remember that only the previously com-
puted row is stored, and that the entries of the four
simultaneously computed matrices are interleaved
over the memory. We achieve cache-awareness by
computing the matrix in vertical stripes: instead
of computing one row after another, we compute
a section of the row that fits in a third of the first-
level cache size, after which we compute the sec-
tion of the row below it. Another third of the first-
level cache is used for storing the corresponding sec-
tion of theMaxY array (see Figure 3), leaving the
last third for miscellaneous data like the exchange
matrix. The increase in speed easily compensates
the administrative overhead incurred at the stripes’
boundaries (see Section 5.1).

The compiler intrinsics allowed a simple imple-
mentation without writing assembly. We imple-
mented the parallel alignment routine for both SSE
and SSE2-enabled processors.

4.2 Shared-memory parallelism

The static parallelization scheme we use for SIMD-
style parallelism (computing a fixed set of neigh-
bor matrices) does not scale to hundreds of matri-
ces. When group members become more distant, the
matrices become more dissimilar and their scores
will differ increasingly. If the scores of some group
members are much lower than that of the highest-
scoring group member, the speculative parallelism
becomes less efficient; the chance increases that
the best-scoring member of a suboptimal-scoring
group is better than the worst-scoring members of

the best-scoring group. As a consequence, inferior
matrices are computed (concurrently with the most-
promising matrix) while other high-scoring matrices
are waiting in the task queue. Another disadvantage
of very large fixed groups is that more corrections
have to be made to the left and bottom borders.

For MIMD-style parallelism, we therefore use
a dynamic task-scheduling system, that schedules
multiple jobs from the task queue ahead. When a
thread is idle, the parallel scheduler selects the task
with the highest score from the task queue that has
not already been assigned to another thread. After
the task has been completed, the scheduler reenters
the task (with its new score) in the task queue. Like
in the sequential algorithm, a new top alignment is
found if the scheduler finds a task at the head of the
queue that has already been aligned with the cur-
rent parameters. The parallelism is speculative (al-
beit more efficient than the static scheme described
in Section 4.1): if one task results in a new top align-
ment, the other running tasks are not of interest any-
more. Nevertheless, the work for the superfluous
tasks is not wasted. Since their associated scores are
usually lowered, they are reentered further back in
the queue, and often they are not considered any-
more for quite a long time.

An advantage of using multiple threads is that the
large, main data structures are shared in memory.
The parallelism is coarse grained, and the amount
of time spent in critical sections is negligible. Our
implementation uses the Posix threads library.

4.3 Distributed-memory parallelism

The third level of parallelism is applied at the
distributed-memory level. We deploy the same dy-
namic scheduling scheme as the shared-memory
scheduler. For portability, we use MPI to distribute
work. However, MPI is designed for statically-
partitioned data parallelism, and is less suitable for
applications that do not know when they can expect
an incoming message, such as Repro.

To fit the application in the MPI programming
paradigm, our implementation sacrifices one proces-
sor (the master) that manages the task queue and
provides all other processors (the slaves) with work.
The master hands out a task to an idle slave, which,
after the work on the task has finished, sends back
the results to the master, that reenters the task into
the queue. The master waits for incoming messages
if it has nothing else to do. Sacrificing one processor
assures that work requests and replies from slaves
are handled instantaneously; although MPI supports
asynchronous communication, it does not provide a
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mechanism for interrupting a thread upon message
receipt, so that a thread can suspend its normal com-
putations to handle an incoming message immedi-
ately.

The use of MPI also impacts data-partitioning de-
cisions. Obviously, we replicate the override tri-
angle, since all processors frequently read the data
and seldomly update it (only when a new top align-
ment is found). Less obvious is the partitioning of
the last-row data that is computed when a matrix is
scheduled for the first time (with an empty override
triangle; see Appendix A for details). Our imple-
mentation stores all last rows on the master proces-
sor; other processors that need the data can ask the
master processor for a replica (once computed, the
last row data never changes), and cache it. If the
master does not have enough main memory to store
all last rows (this becomes an issue if sequences are
longer than 40000, requiring 1.5 GB memory), such
a scheme is not possible. In this case, an exclusive
partitioning scheme is needed where each proces-
sor stores part of the last rows. A processor that
needs the last row would then either need to ask
the owner processor to send it, or should migrate
the remaining work to the processor that owns the
last row (the benefits of asynchronous work migra-
tion are described in [11, 12]). However, the owner
processor does not know when it can expect such
communication, and is required to continuously poll
the network to process incoming messages instan-
taneously, which would significantly increase the
communication overhead.

Our implementation supports a combination of
shared and distributed-memory machines, i.e., a
cluster of SMPs. Although it is possible to start
multiple independent processes on a single shared-
memory multi-processor that communicate through
MPI, this wastes much memory, since each SMP
keeps multiple copies of all shared data structures
(one for each process on the SMP). Therefore, we
run multiple threads on each SMP that share these
data structures. A small complication is that thread
support is not integrated with our MPI implementa-
tion, therefore we protect all MPI calls with a mutex.
If the master processor resides on a SMP, the other
processors are regular slaves.

5 Performance

In this section, we show performance results for
our algorithm. The test set includes the largest
known protein, human titin, with a sequence length
of 34350 amino acids.The final version of this pa-

per will provide numbers for more sequences.
The measurements are performed on DAS-2, a

computer cluster with 72 nodes, where each node is
equipped with 2 Pentium III processors running at
1.0 GHz, and at least 1.0 GB of main memory. The
system is connected through Myrinet, a 2 Gb/s bidi-
rectional, switched network. For the SSE2 tests, we
used a Pentium 4 at 2.53 GHz. We used the Intel 7.0
C compiler, optimizing for the respective targets.

length old (s) new (s) speedup
1000 1121 10:6 106
1200 2460 17:6 140
1400 5251 28:4 185
1600 8347 42:3 197
1800 14672 57:4 256

...
...

...
...

34350 ? 343000 ?

Table 1: Run times on a Pentium III for the old and
new sequential algorithm.

Table 1 compares run times for the old and the
new sequential algorithm on a Pentium III. These
are the times needed to compute 50 top alignments
for the firstn amino acids in titin. The new algo-
rithm is more than a factor 100 faster than the old
one, and the speedup increases quickly with the se-
quence length, due to the order of magnitude differ-
ence in run-time complexity. The estimated runtime
of the old algorithm for theentiresequence clearly
exceeds any reasonable time limit. Extrapolation of
the column with speedups indicates that the new al-
gorithm is thousands of times faster.

For the parallel performance, we show speedups
with respect to our sequential implementation of our
newalgorithm. Test input that is sufficiently large to
be interesting for parallel processing using our new
algorithm does not finish in a reasonable time us-
ing the (sequential) old algorithm; test input that is
sufficiently short for the old algorithm runs too fast
using the new sequential algorithm to justify parallel
processing.

A single alignment computation is coarse
grained; depending on the size of the matrix, the
sequential implementation needs up to 5.2 seconds
for the largest matrices (17175�17175) on the Pen-
tium III, and 2.7 seconds on the Pentium 4.

5.1 SSE/SSE2 parallel performance

Table 2 shows (maximum) alignment times. The
column “conventional” gives times for alignments

8



conventional SSE SSE2
Pentium III 5.2 / 1 3.0 / 4 —
Pentium 4 2.7 / 1 1.8 / 4 2.2 / 8

Table 2: Maximum alignment times in seconds.
“3.0 / 4” should be read as “three seconds to align
four sequence pairs.

using the conventional instruction set. SSE gives
times to compute 4 matrices, and SSE2 to com-
pute 8.

Using the multimedia extensions, we obtain ex-
cellent speedups: 6.9(= 5:2

3:0=4) for a Pentium III
using SSE. The speedups for a Pentium 4 are 6.0
when using SSE and 9.8 when using SSE2. At this
speed, more than a billion matrix entries per second
are computed.

The speedups are much higher than may be ex-
pected (even superlinear), since SSE performs 4
and SSE2 performs 8 simultaneous operations. We
mention a few causes for the exceptionally high
speedups. First, the SSE and SSE2 extensions con-
tain a (parallel) MAX operator,4 which is not avail-
able in the conventional instruction set. For each
matrix entry, five MAX operations are required; the
conventional instruction set requires several instruc-
tions to perform a single MAX operation. Second,
SSE and SSE2 provide new sets of 8 (mmx/xmm)
registers, decreasing the pressure on the small con-
ventional register file and reducing the need to spill
registers to memory. Third, the compiler and pro-
cessor schedule instructions in such a way that the
conventional instructions (e.g., used for control-
ling loops) and the SSE/SSE2 instructions (used for
computing matrix entries) are executed concurrently
in the execution engines, maximizing the use of
computational resources.

When using SSE, the cache-awareness of the
alignment routine significantly increases the align-
ment speed; depending on the dimensions of the
matrix, cache-aware alignment is up to 6.5 and on
average about 4 times as fast as alignment without
striping. For alignments using the conventional in-
struction set, cache-aware alignment is also faster,
but by a marginal 16%.

We also observe that the speculation overhead for
our application is small: the SSE version hardly
computes more alignments than the sequential ver-
sion (less than 0.70%). The total runtime of the SSE
version is 6.8 times as low as the sequential version.

4Unfortunately, it is only available for signed shorts and un-
signed bytes, not for unsigned shorts or any other integer type.

5.2 Multi-processor performance

Using the second CPU in a dual-processor machine
yields a 100% performance increase; since the algo-
rithm is coarse grained and runs nearly entirely in
the first-level caches, the processors run nearly in-
dependently (the latter is not true for the noncache-
aware algorithm: contention on the memory bus
limits the speed increase to merely 25% when the
second CPU is used).

0 32 64 96 128
number of processors
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Figure 8: Speed improvements for computing up to
100 top alignments for titin.

Figure 8 shows speed improvements for titin us-
ing up to 128 processors. The improvements for
finding the first top alignment are nearly perfect.
For 128 processors, we measured an improvement
of 831. With respect to the SSE version (on a single
CPU), we obtain a speedup of 123. The efficiency
thus is 123=128= 96:1%. The 3.9% performance
loss is caused by sacrificing one master processor
and by a small load imbalance at the end of the it-
eration, since the traceback of the top alignment is
done sequentially and takes a relatively long time.
Communication overhead is small; each slave pro-
cessor sends up to 64 KB/s, and neither the master
processor nor the Myrinet network forms a bottle-
neck.

After having found the first top alignment, the
speedups decrease. This is because there is not
enough parallelism to keep all processors busy, not
even speculatively. Usually, only 3–10% of the ma-
trices need realignment with a new override trian-
gle before the next top alignment is found. The de-
creased speedups are partially caused by the specu-
lative scheduler, that started work that turned out to
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be irrelevant (up to 8.4% more alignments were per-
formed than by the sequential algorithm), and par-
tially caused by idle slave processors. On 128 pro-
cessors, we still obtain a 500-fold speed improve-
ment with respect to the sequential version, and a
74-fold speedup compared to the SSE version.

6 Discussion, conclusions, and
future work

This paper illustrates the extraordinary achieve-
ments that can be obtained by multi-disciplinary re-
search. We presented a new, parallel algorithm that
computes top alignments for the well-known 10-
year-old Repro method, that accurately delineates
repeats in biological sequences like proteins and
genes. Using 128 processors, the new algorithm is
a million times faster than the old sequential algo-
rithm, and enables processing of much longer se-
quences than formerly, including the longest known
protein. Most of the performance gain was obtained
by reducing the (sequential) run-time complexity of
the old algorithm fromO(n4) to O(n3); for short se-
quences, a performance improvement of more than a
factor of 100 was obtained, which rapidly increases
for longer sequences. Extrapolating the run times
yields improvements of a factor of thousands for
long sequences.

We parallelized the new algorithm at three levels:
using SIMD multimedia extensions, shared-memory
parallelism and distributed-memory parallelism. Es-
pecially the use of multimedia extensions resulted
in surprisingly good and superlinear speed improve-
ments (6.9 on a Pentium III, 9.8 on a Pentium 4).
Combined, the three levels of parallelism resulted
in speed improvements between 500–831 on a clus-
ter of 64 dual-CPU Pentium IIIs. In total, the new
parallel algorithm processes long sequences easily a
million times faster than the old sequential one.

We claim that the way we perform parallel align-
ment using multimedia extensions is also applicable
to other application areas that require many align-
ments, and thus to many bio-informatics applica-
tions. A prerequisite is that the matrices have more
or less the same dimensions. In practice, align-
ments are usually performed on similarly-sized se-
quences. In contrast to our application, the general
case requires looking up exchange values sequen-
tially, slightly decreasing the parallel performance.
However, the use of the instruction set extension will
still give good speedups — without using any extra
hardware.

Future research includes work on the second part
of the Repro method, that delineates repeats us-
ing the top alignments that have been computed.
Although that part works very well for small se-
quences, it needs some changes to increase the
sensitivity for long sequences, such as extra fil-
tering to select the “best” repeat (in a sequence
AACAACAACAAC, is it better to delineate two
occurrences ofAACAAC, four occurrences of
AAC, or eight occurrences ofA ?), and more tuning
to find the “right” starting positions of tandem re-
peats (since repeats are usually quite different from
each other, the boundaries are often vague).

We are confident that with the achieved speed in-
crease and the preserved sensitivity of the old Repro
algorithm, many thus far undiscovered genomic re-
peats will be recognized, aiding the understanding
of genome evolution and repeat-associated diseases.

Appendix

A Algorithm details of the se-
quential algorithm
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Figure 9: Top alignment ends in rowr �v.

This appendix explains some details of the se-
quential algorithm described in Section 3. One of
those details is the following observation. Since we
performlocal alignments, alignments do not neces-
sarily end in the bottom (last) row or rightmost col-
umn. Yet, we only have to check the scores in the
bottom rowof each alignment matrix to find the top
alignment, saving many tests to find the maximum
score and, as we will see later in this appendix, much
memory. This fact is not intuitive and is explained
now. Suppose that a particular local alignment, e.g.
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Ar of lengthr andBr of lengthm� r, does not end
in the bottom row, butv rows above the bottom row
(see Figure 9, where the chain of black pixels repre-
sents a top alignment). Since we compute the align-
ments of all subsequences of S, we will also align
Ar�v andBr�v. The latter alignment is rather similar
to Ar andBr , and therefore yields a similar align-
ment matrix, albeit withv fewer rows at the bottom
andv more columns prefixed on the left. It is highly
likely that the matrix contains the same alignment,
that nowdoesend in the last row. If it does not yield
the same alignment, its score must be even better,
since it has a few columns prefixed that might even
improve the alignment. Anyway, the top alignment
will end in one of the matrices’ bottom rows, there-
fore we only have to check the bottom rows of all
matrices to find the top alignment.

The new algorithm overrides matrix entries with
zeros. Waterman and Eggert [14] also published
an algorithm that overrides matrix entries with ze-
ros; Huang et al. [5] followed their approach with
an algorithm that reduced the memory requirements
from O(n2) to O(n). However, our algorithm rejects
shadow alignments, as explained below. When over-
riding matrix entries with a zero, we create align-
ments that avoid the overridden entries. Sometimes,
these alignments are suboptimal: their scores would
have been better if they were allowed to use the
overridden entries (this happens when the tail of
the alignment is in the cascade of matrix entries
that were lowered by overriding some matrix en-
tries with zero; see Section 3). Even though such
an alignment is suboptimal, its score can be so high
that it would be accepted as a new top alignment.
Yet we would not like to accept it as a top alignment,
because they are artificially rerouted along already
found alignments. To avoid accepting such shadow
alignments, we only accept an alignment if it has
the same score as it would have had when computed
without the overridden entries. There are several
ways to check this. It is possible to align the subse-
quences with and without an override triangle, and
use the alignment that yields the best,equalscore
in both cases (unequal scores signify shadow align-
ments). This is computationally expensive, since it
requires aligning each pair twice, except before hav-
ing found the first top alignment, since the override
triangle is empty then. Another way is to actually
use the latter fact. After a matrix is aligned for the
first time (thus with an empty override triangle), we
store the bottom row. We only have to store the bot-
tom row, since we only check bottom rows for end-
ing positions of top alignments. In subsequent re-
alignments, we compare the bottom row of the re-

alignment with the original (stored) one: unequal
values signify shadow realignments and are invalid.
The score of the best realignment is the maximum
of the valid entries in the bottom row. Storing all
bottom rows requiresm� (m�1)=2 memory (also
a triangle), and is the largest data structure that we
use. For practical problems, it will typically fit in
main memory, but if it does not, caching or swap-
ping is feasible. Again, on-demand recomputation
of the last row is also possible at the expense of ex-
tra work; this would allow an implementation that
requires only a linear amount of memory, provided
that the override triangle is stored sparsely. We have,
however, not found the need to implement this.
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