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Abstract. Repo-3D is a general-purpose, object-oriented library for developing distributed, interactive 3D
graphics applications across a range of heterogeneous workstations. In this paper we discuss how Repo-3D sim-
plifies exploratory programming of distributed 3D graphical applications, making it easy for programmers to rapidly
evolve prototypes using a familiar multi-threaded, object-oriented programming paradigm. All data sharing of both
graphical and non-graphical data is done via general-purpose distributed objects, presenting the illusion of a single
distributed shared memory.

Repo-3D is embedded in Repo, an interpreted, lexically-scoped, distributed programming language, allowing
entire applications to be rapidly prototyped. We discuss Repo-3Ds design and how it supports exploratory distributed
programming, present a number of illustrative examples, and discuss the pros and cons of this model for other
programming tasks.

Key words. object-oriented graphics, distributed shared memory, distributed virtual environments, shared-data
object model.

1. Introduction. Traditionally, distributed graphics has referred to the architecture of a
single graphical application whose components are distributed over multiple machines (e.g.,
[10], [11], [13], [20]) (Figure 1.1a). By taking advantage of the combined power of multiple
machines, and the particular features of individual machines, otherwise impractical applica-
tions became feasible. However, as machines have grown more powerful and application
domains such as Computer Supported Cooperative Work (CSCW) and Distributed Virtual
Environments (DVEs) have been making the transition from research labs to commercial
products, the term distributed graphics is increasingly used to refer to systems for distributing
the shared graphical state of multi-display/multi-person, distributed, interactive applications
(Figure 1.1b). This is the definition that we use here.

While many excellent, high-level programming libraries are available for building stand-
alone 3D applications (e.g. Inventor [28], Performer [22], Java 3D [26]), there are no similarly
powerful and general libraries for building distributed 3D graphics applications. All CSCW
and DVE systems with which we are familiar (e.g., [1], [6], [8], [21], [23], [24], [25], [27],
[29], [31]) use the following approach: A mechanism is provided for distributing application
state (either a custom solution or one based on a general-purpose distributed programming
environment, such as ISIS [3] or Obliq [7]), and the state of the graphical display is main-
tained separately in the local graphics library. Keeping these “dual databases” synchronized
is a complex, tedious, and error-prone endeavor, and even conceptually simple changes to
the distributed state (such as replicating a piece of formerly non-replicated data) can require
significant changes to the program code.

The problems of managing this distributed state are exacerbated when programmers en-
gage in exploratory programming, a term we use to refer to those early stages of program
development in which possible solutions are being explored and prototyped. An important
characteristic of exploratory programming is the volatility of a programs data structures; as
application prototypes evolve, the structure and distribution patterns of the application data
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FIG. 1.1. Two meanings of distributed graphics: (a) a single logical graphics system with distributed compo-
nents, and (b) multiple distributed logical graphics systems. We use the second definition here.

change, often in radical ways. Unless the distributed state is tightly integrated into the pro-
gramming environment, even simple conceptual changes to the distribution patterns of the
program state can result in non-trivial changes to the code; radical changes to the distributed
state may prove too difficult to implement.

To address this dual-database problem, we follow the example of some non-distributed
libraries, such as Inventor [28], that avoid the dual database problem (for non-distributed 3D
graphics programs) by using the graphical scene data structures to encode both the graphi-
cal and application state. Combining the two local databases greatly simplifies exploratory
programming in a non-distributed environment; as the programs evolve, there is no synchro-
nization code to update. Extending this “single database” model to a distributed 3D graphics
library is the goal of our work on Repo-3D, the details of which can be found in [19]. The
purpose of this paper is to discuss how Repo-3D facilitates distributed exploratory program-
ming in particular, and to provide a number of detailed examples that illustrate the utility of
this approach.

2. An Overview of Repo-3D. While it is beyond the scope of this paper to completely
describe Repo-3D, we will give an overview of it here. For a more complete description of
Repo-3D, especially a discussion of the background and underlying distributed system, see
[16] or [19]. Repo-3D is an object-oriented, high-level graphics package whose 3D graphics
facilities are similar to those of other modern high-level graphics libraries. Repo-3D is de-
scendant of Obliq-3D, a 3D animation package written in Modula-3 [12] and exposed into the
Obliq programming language [7]. Obliq is a lexically-scoped, untyped, interpreted language
for distributed object-oriented computation. It allows any data value (either an object, array
or simple variable) to be accessed remotely using client-server distribution semantics. Repo-
3D is so-named because it is embedded in a descendant of Obliq called Repo [17]. Repo
uniformly extends the Obliq object model to include replicated, as well as client-server, data
values. Therefore, Repo objects have state that may be local to a process (as in Obliq) or
replicated across multiple processes.

Obliq-3D is based on three simple and powerful concepts: graphical objects for build-
ing graphical scenes, properties for specifying the behavior of the graphical objects, and
input event callbacks to support interactive behavior. Repo-3D uses the same model, with
the important difference that the objects used to create the graphical scenes are directly
distributable—from the programmer’s viewpoint, the objects reside in one large distributed
shared memory (DSM) instead of in a single process. The underlying system replicates any
of the fine-grained objects across as many processes as needed, with no additional effort on
the part of the programmer. Distribution of new objects between the processes is as simple
as passing them back and forth as parameters to, or return values from, method calls—the
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underlying system takes care of the rest. Objects are only distributed to new processes as
necessary, and are removed by the distributed garbage collector when they are no longer ref-
erenced. The replicated object system is based on the approach used in the Orca distributed
programming language [2] (a write-update protocol using totally ordered function shipping)
and is described in [18] and [16].

All replicas of each graphical object are synchronized; an update to one replica is au-
tomatically applied to all replicas, with any required objects automatically distributed as
needed. For example, when a new subgraph is added to a group object, the entire subgraph is
replicated in any process containing a replica of the group object. The property objects that
are attached to the graphical objects have slightly more complicated distribution semantics.
A property is defined by a name, such as “Color” or “Transformation”, and a value. The
value is a container for a (possibly complex) behavior describing the time-based value of the
property, such as “red” or a function describing a transformation. To change a property, a new
behavior is assigned to its value. In Repo-3D, changes to a property value are synchronized
across all replicas, while changes to a property behavior are not; behaviors are replicated as
needed (i.e., when they are assigned to a property value) but are treated as immutable objects.
Therefore, changing a behavior objects in one process will not cause the changes to be re-
flected in other processes. Behaviors are unsynchronized for efficiency reasons; once a scene
has been created and is being “used” by the application, the bulk of the time-critical changes
to it tend to be assignments of new behaviors to the existing property values. By treating be-
haviors as immutable objects, they can simply be copied between processes without incurring
the overhead of the replicated object system.

Transparent data replication is not a panacea for the problems encountered when building
distributed interactive applications, however. First, only the most trivial of programs will dis-
play the same graphical scenes on all displays. For example, a program may need to highlight
the object under one users mouse pointer without affecting the scene graph viewed by other
users. Second, even though the data replication package used by Repo-3D was designed for
distributed interactive graphical applications, it is impossible to ignore the distributed nature
of the environment (see Section 3). In particular, the amount of data that can be distributed is
limited by network bandwidth, and updating replicated state is usually slower than updating
local state. These limits will interfere with high frequency changes, as would happen when
an object is dragged with the mouse. Repo-3D addresses these problems by allowing the
programmer to explicitly specify local variations to the replicated scene graph; these local
modifications require no network access and are therefore relatively fast. Both the children
of, and the set of properties attached to, a graphical object can be locally changed.

3. The Repo-3D Approach to Distributed Programming. The goal of this research
is to create an environment that allows distributed programs to be prototyped as straightfor-
wardly as non-distributed applications of similar complexity, even if that means the execution
and network usage of those programs may be slightly less efficient than otherwise possible.
This focus on ease of use, at the possible expense of efficiency, is not typical in the design
of distributed programming environments. However, in the context of exploratory program-
ming, this focus is reasonable: when prototyping applications, it is often more important to
realize new concepts quickly than it is to maximize network efficiency.

However, we do not believe that it is advisable, or even possible, to completely hide
the network from the programmer. As is argued eloquently in [30], an essential part of any
non-trivial distributed programming task involves dealing with the unique characteristics of a
distributed system; data locality, communication latency, consistency, partial network failure,
and so on. Since we believe that a well designed programming environment should support
the programmer in focussing on the important conceptual details of their programming task,
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while spending as little time as possible dealing with tangential implementation details, it
follows that a distributed programming environment should hide those elements of distributed
programming that are unimportant to the programmer, while allowing them to concentrate on
those aspects that are relevant to their programing task. In particular, it should be possible to
express the distribution characteristics that are important in a straightforward manner, without
getting bogged down in the implementation details.

For exploratory programming in particular, our primary concern is to develop a program-
ming environment in which (in the words of Alan Kay) “simple things should be simple, com-
plex things should be possible”. On one hand, the environment should make it easy to create
straightforward distributed 3D graphics prototypes that wish to largely ignore the network,
such as those that share simple 3D scene graphs between a few machines on a local network.
At the same time, the environment should not get in the way of creating complex prototypes
that implement specific distributed behaviors or need to achieve reasonable performance.

The Repo-3D programming environment addresses these concerns in four key ways:
� Uniform data distribution. Because Repo and Repo-3D use the same underlying

distributed system, both the graphical and non-graphical application state are dis-
tributed in a uniform manner, and can be flexibly combined into a single set of
distributed data structures. This allows us to avoid the distributed dual database
problem discussed in Section 1, and implement the behaviors described in Section 4.

� Predictable and controllable distribution semantics. The distribution semantics of
all Repo-3D objects are fixed (either synchronized or unsynchronized replication, as
described above). The semantics of Repo data items are chosen by the programmer
when the items are created, and fixed for their lifetime. Therefore, the distributed
behavior of all objects is predictable. More importantly, data items with different
semantics (client-server and replicated) can be mixed and matched in arbitrary ways
to experiment with novel distributed data structures. This allows programmers to
concentrate on the major features of their design – which items are replicated, which
are synchronized and which are not, which are client-server and where they reside,
how to combine objects with different semantics to achieve specific effects, and so
on – without having to spend time implementing and debugging the code to carry
out those decisions.

� Network data transparency. While different data items may have different distribu-
tion semantics, they are all used in exactly the same way in Repo programs. This
allows programmers to change the distribution semantics of their data items as their
programs evolve, without requiring broad, sweeping changes to their programs.
While pure network data transparency may actually hinder the deployment of ro-
bust, scalable applications [30], it is very important when engaging in distributed ex-
ploratory programming, as it allows programmers to concentrate on changing those
parts of their programs that must change as a result of that evolution, and ignore
unrelated parts of the code.

� Network awareness. Information about the semantics and locality of an object can be
determined at runtime, and method calls may raise a variety of different exceptions
to signify different kinds of network failures. Programmers can use this information
to build programs that take into account the distribution semantics of different data
items, and that exhibit a moderate level of fault tolerance.

4. Examples. In this section, we will present three examples to illustrate how Repo-
3D supports exploratory programming. The first example demonstrates the simplicity of
creating an application that shares a 3D scene graph. The second example illustrates how the
integration of application and graphical data allows complex distributed graphical prototypes
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let hilitGO = proc(go)
let res = GroupGO_New(); let box = GroupGO_New();
res.add(go); box.add(go); res.add(box);
GO_SetTransform(box, Matrix4_Scale(Matrix4_Id,1.4, 1.4, 1.4));
SurfaceGO_SetTransmissionCoeff(box, 0.6);
SurfaceGO_SetEdgeColor(box, "white");
SurfaceGO_SetEdgeVisibility(box, true);
res;

 end;

let newItem = proc (name, itype, owner, localGO, pos, raw)
(* the GO itself is a choice group, 0=visible, 1=hidden *)
let publicgrp = ChoiceGroupGO_New(0);
let invgo = GroupGO_New();
publicgrp.add(localGO); 
publicgrp.add(invgo);

(* the hilightable GO is a choice group, 0=normal, 1=hilit *)
let highlightgroup = ChoiceGroupGO_New(0);
let hilitgrp = hilitGO(publicgrp);
highlightgroup.add(publicgrp); 
highlightgroup.add(hilitgrp);
highlightgroup.setName(name);
GO_SetPickable(highlightgroup,true);
GO_SetTransform(highlightgroup,

(Matrix4_Translate(Matrix4_Id, pos[0], pos[1], pos[2])));
{replicated,

name => name, type => option itype => 0 end,
owner => owner, GO => highlightgroup, filename => ok,
raw => raw}

 end;

FIG. 4.1. The routine to create an EMMIE item. These items are replicated objects containing a name, a type,
an owner, a filename (initially unset) and a field containing arbitrary data (raw). The GO for the object is embedded
in a hierarchy of GOs that encode the visual representation of the highlit/normal and public/private states of the item
using ChoiceGroups.

to be created easily. The final example briefly discusses how novel data distribution patterns
can be investigated in a straightforward fashion.

4.1. Shared Sphere World. Figure 6.1 shows a simple distributed program that creates
and shares a scene graph between two processes. It illustrates how, in 13 lines of code, a
programmer can create a shared group node to hold the shared scene graph, add a sphere to
that graph, modify a replicated property attached to the sphere, and finally make local changes
to the scene graph in one of the processes. It is worth noting that there is nothing about this
example that limits it to two processes; the code in Figure 6.1(c) could be executed in any
number of processes, creating another copy of the graph that would see the addition of the
sphere and the scaling in parts (d) and (e).

4.2. EMMIE. One of the research projects that uses Repo-3D is called EMMIE (Envi-
ronment Management for Multi-user Information Environments) [5], and is concerned with
the exploration of user-interface issues that arise in collaborative augmented reality systems,
such as how one deals with information privacy [4]. An EMMIE application creates entries
in a replicated object directory (OD), each of which contains the data for either a virtual or
physical item in the world. The EMMIE clients can be thought of as viewers that allow peo-
ple to interact with these objects. An image of one prototype is shown in Figure 6.2. Each of
the virtual items (the model being manipulated by the user, the two small video cameras and
the photographic slide) are items created by an EMMIE application. Any process can create
a new item and add it to the shared OD, which will cause it to appear in all viewers.

The routine used to create an item is shown in Figure 4.1. When a process creates an item,
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hilitgrp
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localGO

invgo

...

res box
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Scale by 140%

Turn on white edges
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FIG. 4.2. The structure of a graphical object (GO) for each item in the EMMIE system. The names in this
diagram refer to the variable names in the code that creates this hierarchy (shown in Figure 4.1). localGO is
the arbitrary scene graph containing the items visual representation, passed into the newItem procedure. high-
lightgroup and publicgrp are ChoiceGroups. publicgrp choosesbetween displaying the object (choice 0)
or hiding it by displaying the empty group invgo (1). highlightgroup chooses between displaying the object
(0) or displaying the highlighted object (1). Highlighting is accomplished by giving the group res two children, the
object to be highlighted and another group node,box, that creates the highlight. box has one child, the object to be
highlighted, and has properties that scale it, make it transparent and turn on white polygon edges. Thus, no matter
what the child looks like, or how it changes,box will be a enlarged ghost with white edges around it.

some informational attributes are specified (such as a symbolic name, a type, and the owner),
in addition to a Repo-3D graphical representation (localGO) and an initial 3D position.
In addition, arbitrary data can be added to an item using the raw field. Since the item is
replicated, clients can update these values at any time (in an object or application dependent
manner) and all copies will receive the changes.

Before adding the new item to the OD, a well-defined scene graph is created to support
the current experimental version of the EMMIE system; the structure of the scene graph cre-
ated in Figure 4.1 is illustrated in Figure 4.2. This scene graph holds the visual representation
of the item, as well as containing two choice groups that support the interactions possible in
an EMMIE viewer. In this version of EMMIE, the highlightgroup is used for highlight-
ing objects as the user interacts with them. The global “choice” property of this node is set to
0 (selecting the publicgrp node for display), but when a user moves their pointer through
the scene, the “choice” property is locally changed to 1, displaying the hilitgrp instead.

The second choice group, publicgrp, is used to experiment with privacy by allowing
each object to be selectively hidden or revealed. In this implementation of EMMIE, an item is
visible everywhere unless it is somehow made private by one of the users (various approaches
to managing privacy are the topic of [4]). The global “choice” property of this node is nor-
mally set to 0, selecting the localGO node for display. When a user makes an item private,
they set the global “choice” property of publicgrp to 1, selecting the empty invgo group
node for display everywhere, and simultaneously set the local value of the “choice” property
to 0, making it visible locally.

It is important to point out that, while this approach to structuring the object hierarchy is
well suited for experimentation with interactive systems, it is not necessarily well suited for
creating a final, deployable system; these techniques rely on cooperation between the various
processes and provide no security. For example, there is nothing to stop one of the clients
from arbitrarily changing the object hierarchies, breaking the system. Or, more subtly, one of
the clients could set their local “choice” property on the publicgrp node to 0, thus ignoring
the global setting and always making the object visible. However, these issues do not concern
us at this stage of interface design, as we are focused on building and evaluating prototypes
to explore different interaction techniques.
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let db = 
TransformProp_NewAsyncBeh(meth(s,t) (s.dr.f)(s.dr,t) end).extend(

{simple, 
dr => {replicated,

start => sys_timeNow,
p => [5.0,0.0,0.0], 
v => [0.1,0.0,0.0], 
a => [0.01,-0.01,0.0],
f => proc (s, t)

let dt = t - s.start;
Matrix4_Translate(Matrix4_Id,

s.p[0] + ((s.v[0] + (0.5 * s.a[0] * dt)) * dt),
s.p[1] + ((s.v[1] + (0.5 * s.a[1] * dt)) * dt),
s.p[2] + ((s.v[2] + (0.5 * s.a[2] * dt)) * dt));

  end}
});

FIG. 4.3. A simple transformation behavior object that uses dead reckoning to compute the location of an ob-
ject. Repo-3Ds asynchronous behaviors call a method to compute their current value as needed (the “meth(s,t)
(s.dr.f)(s.dr,t) end” parameter to NewAsyncBeh, in this case). We extend the basic behavior object
returned by NewAsyncBeh with a field dr that contains a synchronized replicated object for the dead reckoning
information. Even though the replicas of the behavior object are not synchronized, the object referred to be the dr
field is; when the behavior is copied to a new process, a synchronized replica of the dr object is created in that
process. This object has position (p), velocity (v) and acceleration (a), as well as a function (f) that is called by
the behavior method to compute the current translation matrix. The dead reckoning values, including the function
f, can be changed at any time by assigning new values to these fields in any replica, causing them to be distributed
to all replicas.

4.3. Dead Reckoning. As a final example of how a general-purpose, high-level dis-
tributed graphics system can aid in prototyping distributed graphical applications, consider
the use of “dead reckoning” information in many distributed virtual environment systems to
specify the location of objects in the world (e.g., [6], [31]). Instead of continuously distribut-
ing the position of an object, these systems distribute the position, velocity and acceleration of
the object at some time t0. When a process needs to know the position of the object at some
time t1, it computes it using these values. When the actual and computed positions of the ob-
ject differ too much, new position, velocity and acceleration values can be distributed. Dead
reckoning yields precise location information for an object (it can be computed as needed, not
broadcast over the network with the associated delays), while using much less network band-
width. However, such benefits will only be realized if the velocity and acceleration change
infrequently: otherwise, the dead-reckoning values need to be continuously broadcast.

Repo-3D allows us to easily mimic this form of dead reckoning, as shown in Figure 4.3.
However, since the function used to compute the position can be easily changed by assigning
a new procedure to f, programmers can easily design a different function for each object
that takes into account the way it moves, and can change this function as often as needed.
This flexibility is important: since many objects in distributed graphical applications have
programmed behaviors, techniques such as these can allow programmers to more easily ex-
periment with a wide variety of possible behaviors and distribution protocols, as well as
drastically reducing the eventual network usage of the deployed applications.

5. Related Work. There has been a significant amount of work that falls under the first,
older definition of distributed graphics. A large number of systems, ranging from established
commercial products (e.g., IBM Visualization Data Explorer [14]) to research systems (e.g.,
PARADISE [13] and ATLAS [10]), have been created to distribute interactive graphical ap-
plications over a set of machines. However, the goal of these systems is to facilitate sharing
of application data between processes, with one process doing the rendering.
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(a) The timeline of the simple distributed application, showing the two windows at
different times, with arrows indicating data flow between the processes.

(b) The code executed at time=t0, in window R0 (c) The code executed at time=t0, in window R1

(d) The code executed in window R0 at time=t1 (e) The code executed in window R1 at time=t3

(f) The code executed in window R1 at time=t5

t0 t1 t2 t4 t5t3

R1

R0

scaleadd
local 

changes

let r = RootGO_NewStd();
let g = GroupGO_New();
net_export(“g”, host, g);
r.add(g);

let r = RootGO_NewStd();
let g = net_import(“g”, host);
r.add(g);

let s = SphereGO_New([0,0,0],1);
g.add(s);

GO_SetTransform(g,
 Matrix4_Scale(Matrix4_Id, 2,2,2));

g.setLocalProp(SurfaceGO_Color,ColorProp_NewConst(“purple”));
let t = Text2DGO_New([0,1.1,0], “Big Purple Ball”, “Center”);
g.localAdd(t);

FIG. 4.4. A simple Repo-3D example. In this example, for which all the code is shown, we have two windows
(R0 and R1) in two separate processes. The two windows are initialized at time t0, as shown, so that they contain
a shared group GO. If either processes changes the GO, the changes will be reflected in both. Therefore, when a
sphere is added to R0 (at time t1), the update is distributed and applied in the process containing R1 (at time t2).
This sphere is now shared; when it is scaled in R1 (at time t3), it is also scaled in R0 (at time t4). However, local
updates can be applied to either without requiring network traffic: when the color of the group (and thus the sphere)
is locally changed and a 2D text object locally added in R1 (at time t5), these changes are not sent to, or reflected
in, R0.

FIG. 4.5. A view of a user of EMMIE, a system for collaborative augmented environments, taken from the
viewpoint of a second user. Both are wearing see-through head-worn displays, and see a shared augmented environ-
ment. In this scene, there are generic icons in the world representing images and movies, as well as other objects
such as the model of our lab being manipulated by the user. EMMIE integrates this virtual information with other
displays. This allows the information associated with the icons to be viewed on the laptop that is sitting on the desk,
for example.
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Most high-level graphics libraries, such as Inventor [28] and Java 3D [26], do not provide
any support for distribution. Others, such as Performer [22], provide support for distributing
components of the 3D graphics rendering system across multiple processors, but do not sup-
port distribution across multiple machines. One notable exception is TBAG [9], a high-level
constraint-based, declarative 3D graphics framework. In TBAG, multiple processes can share
copies of the same scene graph, which limits the systems scalability and flexibility; for ex-
ample, there is no support for local variations of the scene in different processes.

Machiraju [15] investigated an approach similar in flavor to ours, but it was not aimed
at the same fine-grained level of interactivity, nor was it as transparent as Repo-3D. A pro-
grammer must explicitly choose whether to replicate, move, or copy an object between pro-
cesses at the time the action is to occur (as opposed to at object creation time), and replicated
objects are independent new copies that can be modified and used to replace the original—
simultaneous editing of objects, or real-time distribution of changes as they are made, is not
supported.

Most DVEs (e.g., [1], [6], [8], [24], [25], [31]) provide support for creating shared virtual
environments, not general purpose interactive 3D graphics applications. They implement a
higher level of abstraction, providing support for rooms, objects, avatars, collision detection,
and other things needed in single, shared, immersive virtual environments. The techniques
for object sharing implemented in recent CSCW toolkits (e.g., [21], [23], [27], [29]) provide
some of the features we need, particularly automatic replication of data, to ease construction
of distributed applications. However, none of these toolkits has integrated the distribution of
data into its programming languages object model as tightly as we desire. As a result, they
do not provide a high level of data transparency or sufficiently strong consistency guarantees.

6. Conclusions and Future Work. In this paper we have discussed, and illustrated with
examples, the rationale behind the design of Repo-3D, a general-purpose, distributed, object-
oriented library for exploratory programming of distributed 3D graphics applications. By pre-
senting the programmer with the illusion of a large shared memory, Repo-3D makes it easy
for programmers to rapidly prototype distributed 3D graphics applications using a familiar
object-oriented programming paradigm. Both graphical and general-purpose, non-graphical
data can be shared, since Repo-3D is embedded in Repo, a general-purpose, lexically-scoped,
distributed programming language. Repo-3D is designed to directly support the distribution
of graphical objects, circumventing the “duplicate database” problem and allowing program-
mers to concentrate on the application functionality of a system, rather than its communica-
tion or synchronization components.

As can be seen from the examples in Section 4, fairly complex and interesting interac-
tion behaviors can be implemented by combining a relatively simple object hierarchy with
a judicious use of local and global property values. As has been highlighted throughout the
paper, these behaviors are enabled by the particular choice of features — network transparent
data, simple and easy to understand object distribution semantics — we made when designing
Repo-3D. The features we found important may not be appropriate for different programming
tasks, such as the creation of widely distributed, deployable systems.
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