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Introduction 
 
Cache performance plays a large role in the ability to scale multi-processor machines.  As 
the number of CPUs increases, the chance that a process will be scheduled on a CPU with 
a warm cache decreases.  If the process scheduler is ignorant of cache issues, then the 
performance penalty associated with a process switch can be very significant. 
 
However, if the process scheduler is cache-aware, then it may be possible to schedule 
processes on CPUs that have an already warm cache.  For this project, titled ECASA 
(Evolving a Cache Aware Scheduling Algorithm), we designed and implemented a new 
scheduling algorithm based on the genetic algorithm used in artificial intelligence. 
 
This document represents the final step in our attempt to implement and test our own 
scheduler in Linux.  We have focused on creating, using a genetic algorithm, a scheduler 
that is more cache aware than the base Linux scheduler.  We also developed our own 
implementation of an LMI (Limited Minimum Intervening) scheduler.   
 

Problem Motivation 
On shared memory multiprocessor systems, considering cache affinity in process 
scheduling can have considerable impact on process execution time as processes are 
scheduled across different processors and must often reload a processor’s cache.   
Performance analysis has shown that the percentage of time a processor spends reloading 
the cache can be as high as 69% of the overall execution time of that process, and that 
this number will increase as processor speeds continue to increase while memory 
hardware innovations cannot keep up [1],[7].  Therefore, in considering the affinity of a 
process for a specific processor (and therefore that processor’s cache) when building a 
scheduling policy, overall execution time can be improved. 
 
In this project, we consider the Limited Minimum Intervening - LMI scheduling policy as 
presented by Squillante, et al. [1].  We have created a version of this policy in Linux in 
order to compare its performance against a second policy, one that can be evolved by 
using a genetic algorithm to select the best attributes from multiple policies and 
considerations.  A strength of the genetic algorithm is that it can search many 
combinations of policy components in parallel (effectively searching the entire solution 
space) to create a new policy.  In building such a comparison, we hope to present 
valuable insight into the components of a scheduling policy and an approach that can be 
useful in fine tuning algorithms for real world applications. 
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Project Approach 

Overview 

Choosing Linux 
We have selected the Linux platform for our project because Linux is readily available, 
and a wide variety of applications (with different scheduling needs) run on it.  Further, a 
cluster of shared memory multiprocessor machines is available for our use. 
 
Most importantly, Linux has a facility, Loadable Kernel Modules, that allow us to 
dynamically load modules into the kernel to extend the kernel without a full recompile.  
As part of this, we were able to isolate our scheduling policies into separate modules and 
recompile them separately without a full kernel recompile. 
 

Evolving a Solution 
To create a new scheduling policy for comparison, we essentially want to combine the 
best components from multiple polices, not only in conjunction with but also relative to 
each other (using a weighting scheme) and with traditional priority based scheduling as 
well.  To consider such a number of policy combinations, we will use a genetic algorithm 
to evolve new combinations into a generation.   
 
Genetic Algorithms are a class of algorithms inspired by evolution. They begin with an 
initial population, each member of the population has a distinct set of chromosomes, or 
genes that represent real world values meaningful to the problem at hand.  The algorithm 
then evaluates each member of the population against some fitness test to determine a 
level of “goodness.”  Those members that are sufficiently fit are given more chances to 
reproduce and those that are not fit do not continue on.  In this way, after running many 
such generations, the algorithm tends to converge on a sufficient solution [8].  In our 
case, we will consider the components of a scheduling policy as genes and use the 
number of cache misses as a suitable evaluation.   See Appendix C for more information 
on the Genetic Algorithm. 
 

UML 
For testing our changes, we have enlisted User Mode Linux (UML) to emulate the Linux 
kernel running in a virtual environment.  This frees us to crash the kernel without having 
to reboot the machine.  In addition, this gives us the ability to debug the kernel using 
GBD.  See Appendix A for more information on developing and debugging using UML. 
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Reviewing Our Work 
Our high level approach for the ECASA project was to replace the in-kernel Linux 
scheduler with a loadable module.  To speed up the process, we followed in the footsteps 
of the DWCS project [2].  Their work was invaluable in understanding the intricacies of 
the Linux kernel and the process of exporting the scheduler to a loadable module. 
 
To begin, we had to select a Linux kernel version to use as our starting point.  For our 
purposes, we chose the bare 2.4.19 kernel version, mainly because the scheduling code 
was identical to the version used by the DWCS project.  By contrast, the 2.4.20 kernel 
version included very large changes to the scheduler made by Ingo Molnar.  These 
changes radically changed the basic scheduling algorithm and would have made much of 
the previous work done by the DWCS project useless for our purposes. 
 
Following our selection of a kernel, we proceeded to delve into the Linux scheduling 
code, trying to understand the changes made by the DWCS project.  Most of the 
necessary code was contained in the sched.c and sched.h source files.  Inside these files, 
we began to track the changes made by DWCS and alter these files for our purposes. 
 
To test our alterations, we decided to take a small first step toward replacing the 
scheduler.  Rather than replace the default scheduler with the new ECASA scheduler, we 
instead enclosed the default scheduling code, plus some debugging statements, inside the 
skeleton of a loadable module.  Our plan was to use the default scheduling algorithm, yet 
put it inside the module we had created, thereby proving that we could provide 
scheduling through a loadable module.  This approach proved very useful, as it quickly 
showed us that many symbols required for the operation of the scheduler were not 
exported in ksyms.c.  To solve this, we went through and found all the necessary symbols 
and exported them. 
 
Finally, we were able to compile the default scheduler as a loadable module.  
Unfortunately, our first test of the module crashed the machine.  This test exposed our 
greatest fear: we would be unable to effectively debug the scheduler if it misbehaved.  A 
misbehaving scheduler usually means that the system becomes totally unresponsive and 
simply crashes. 
 
Fortunately, Professor Schwan pointed us toward various implementations of Linux that 
were suitable to be run as virtual machines.  After examining a few alternatives, we 
settled upon User Mode Linux[CITATION].  UML would allow us to run a Linux virtual 
machine as a regular process.  In addition, UML had built-in kernel debugging utilities 
that would prove very useful in tracking down bugs in our scheduler. 
 
So, we downloaded the UML patch, applied it to a clean 2.4.19 kernel, and re-applied the 
changes necessary for the ECASA project.  We then compiled this new kernel, dubbed 
ECASA-UML, and installed it on our home computers.  This allowed us to find and 
resolve the bugs in the scheduling module we had created.  Finally, we had our first great 
success as we were able to compile, load, and unload a functioning scheduling module. 
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Our next step was to begin changing the default scheduling algorithm in order to test new 
scheduling algorithms, with the ECASA scheduler being our ultimate goal.  At first, we 
had planned to implement the LMR scheduling algorithm [1] as a comparison to the 
ECASA scheduler.  However, we quickly realized that the 2.4.19 kernel scheduler was 
structured very differently than LMR, and the required changes would greatly increase 
the project scope.  Fortunately, the kernel scheduler was structured very similarly to the 
LMI scheduling algorithm, and the required changes would be relatively minor.  
Therefore, we instead began implementing LMI.  We had our second success when we 
were able to compile, load, and unload the LMI scheduling module inside the ECASA-
UML kernel. 
 
As our entire project was based on enabling better scaling for SMP machines, testing and 
benchmarking on a uni-processor machine would be much less useful than an SMP 
machine.  As such, we received access to marcelo.cc.gatech.edu, which has 4 Pentium 
Pro 200Mhz CPUs.  We proceeded to port our work to this machine. 
 
With some difficulty, we were able to get the correctly modified 2.4.19 kernel to compile 
with the correct SMP settings for that machine.  This kernel was also patched in order to 
interoperate correctly with PAPI [15], the performance measurement library that we 
selected to gather cache misses.  After rebooting into the new kernel, we loaded the 
ECASA-LMI module to test it.  In our current tests, reading the debug statements on the 
SMP machine has locked up the scheduler. Unfortunately, the scheduler is still very 
unstable and this command locked up the system. 
 

Status to Date 
To sum up our current status, we are able to load the ECASA-LMI scheduler module into 
the kernel running on marcelo, the SMP machine.  We are also able to dynamically swap 
out the default scheduler and replace it with the ECASA-LMI scheduler.  Judging by the 
kernel messages seen in the /proc/kmsgs file, our scheduler is performing correctly.  
However, there are still some instabilities that need to be worked out. 
 
In addition, due to the PAPI patch we applied to the kernel, it should now be possible to 
read the on-chip performance counters and benchmark both the standard Linux scheduler 
and the ECASA-LMI scheduler.  We hope to have these benchmark results within the 
next few days. 
 
Our genetic algorithm program performs well on a single processor machine, running for 
the specified number of generations, loading and unloading the GA scheduler module 
dynamically.  It also passes the evolved policy information to the GA scheduler that is 
running.  Our next step here is to add the cache metrics to the evaluation of each policy 
and modify the generic GA scheduler to properly consider that policy information when 
scheduling, and finally to test this GA scheduler on the SMP machine. 
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System Architecture 
Our high level approach was to implement a dynamically loadable kernel scheduler and 
then use a Genetic Algorithm (GA) to fine tune the behavior of that scheduler.  The main 
components in the architecture then are the Genetic Algorithm, a modified Linux kernel, 
a GA loadable kernel module (LKM) and a Limited Minimum Intervening (LMI) LKM. 
 

 

ECASA modified kernel 

Scheduler() 
{ 
 if load_ga 
    call GA_sched() 
 else if load_lmi 
    call LMI_sched() 
 else 
  ….. 
} 

Loop for N generations: 
  Loop for each individual: 
     Load GA_sched “011011” 
     Run benchmark app 
     Unload GA_sched 
     Count cache misses 
  Sort by fitness 
 

Genetic Algorithm 

/proc/ecasaGA: 
 loaded = 1 
 policy = “0 1 1 0 1 1” 

GA_sched() 

ECASA GA LKM 

LMI_sched() 

ECASA LMI LKM  

policy = “011011” 

 
Figure 1 - ECASA Approach Architecture 

Genetic Algorithm 
The Genetic Algorithm runs for a specified number of generations.  It treats each 
generation as a set of individuals, with each individual containing a policy or set of genes 
that have meaning for cache affinity.  Each individual in each generation is evaluated as a 
scheduling policy.  The Genetic Algorithm scheduler reads a policy to consider from the 
/proc virtual file system and considers each component (such as the amount of processor 
history to consider) when scheduling.  After running a benchmark program for a short 
period of time, the Genetic Algorithm checks the cache misses using the PAPI library.  
Each generation is sorted by fitness (fewest cache misses highest), and the fittest of each 
generation are allowed to breed, exchanging genes to form offspring for the new 
generation. 

Loadable Kernel Modules 
We have developed two loadable kernel modules, LMI and GA.  Each contains a 
scheduler that replaces the default Linux scheduler.  The GA scheduler reads the policy 
information from the /proc file system when it is loaded. 

Modified Linux Kernel 
We modified the kernel, following the example set by the DWCS system, to have the 
scheduler check a flag that is set in the /proc file system.  If a “loaded” flag is set for one 
of our modules, then the scheduler defaults processing to the scheduler in that module, 
otherwise it resumes scheduling as normal. 
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Project Conclusion 
 
We have identified two major conclusion areas from our work:  1)  OS Extensions:  It is 
feasible to dynamically extend a general purpose operating system (Linux) and fine tune 
the results, and 2) Solution Fine Tuning:  It can be fruitful to enlist tools from artificial 
intelligence (such as Genetic Algorithms) to search for an optimal set of parameters given 
a generic problem with many variables (such as process scheduling.) 
 

OS Extensions 
In order to modify the Linux scheduler, we had to make a kernel extension.  While in 
many operating systems this would be a difficult task, in Linux it is made easier through 
the use of Loadable Kernel Modules.  As part of this we also had to modify the base 
operating system scheduler to call into our custom scheduler, if our module was loaded.  
It was possible to do this in Linux, simply because the source code and a support network 
was in place.  A key point is not only did we need the ability to replace the scheduler, but 
to be able to replace it dynamically.  As part of the Genetic Algorithm, we wish to test a 
scheduler using a different scheduling policy on each run.  Being able to load and unload 
a scheduler dynamically was key to this approach. 
 

Solution Fine Tuning 
What became clearer to us as we considered different scheduling approaches is that there 
are many possible combinations of algorithms and approaches to scheduling.  In a general 
purpose operating system this may be fine, but in considering an operating system for 
special purpose applications, a developer may wish to tweak certain parameters in order 
to fine tune performance for their needs.  In trying many different combinations, a genetic 
algorithm is a useful tool to help understand areas to focus on in parameter tuning.  This 
approach could be applied to other areas of the operating system as well, such as in data 
access, or messaging – perhaps determining the ideal size of packets to send to maximize 
bandwidth and reduce latency.  To take this to the extreme, one can imagine an operating 
system with built in fine tuning (or as part of a kernel API) that dynamically tries 
different combinations of parameters for scheduling, messaging, etc. until it arrives at a 
suitable parameter set.   
 

Overall Conclusion 
Given more time, we would like to analyze the impact of our GA evolved scheduler and 
the LMI scheduler in regards to the Linux default scheduler.  Much of our resources were 
focused on ramping up on Linux kernel development, UML installation, debugging and 
on getting our implementation to compile and run on an SMP machine.  However, we 
consider much of this to be ramp-up and our overall solution premise to be sound.  That 
is, in using loadable kernel modules to dynamically replace the scheduler, we can fine 
tune a scheduling policy using a genetic algorithm. 
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Future Extensions 
To further extend our work it would be useful to improve upon the scheduler that tests the 
policies implemented on by the Genetic Algorithm.  To date, we have designed and 
implemented the overall framework for loading the scheduler and testing a policy, but the 
scheduler that tests the policy is very simple.  That is, we only pass six scheduling 
attributes to the ECASA scheduler to run and be evaluated for cache affinity by the 
genetic algorithm.  These are listed in Table 1.   
 

Table 1:  Cache Affinity Parameters Considered by the GA 
Policy Parameter Description 

UsePriority Whether or not to consider a processes’ baseline priority value in scheduling. 
PriorityWeight Weight to assign to base priority for determining scheduling. 
Processor 
Affinity 
Weight 

Weight to assign to a process if it has run on a processor recently. Increasing a 
tasks time slice on a processor will increase affinity[7]. 

UseTaskWait Whether to wait for a task that has affinity or just go with any available task.  
Non work conserving vs. work conserving. 

AffinityHistory 
Size 

Size of processor affinity history to track for a task.  Track the last n processors 
that a task ran on.  Pick the task that ran most recently.  [1, 7]. 

ExamWindow The number of processes to examine before just picking any available one.  
Setting this number decreases the time spent in the scheduler.  “Scheduling 
decisions can be made more efficient (constant time) by defining a window W 
that limits the number of tasks that must be examined for their goodness before 
picking a task.” [5] 

 
 
In the outset of this project, we identified several more attributes that could be considered 
by a more advanced scheduler to further understand how these parameters affect cache 
affinity, listed in Table 2.  Therefore a suitable extension would be to enhance our 
ECASA scheduler to consider these parameters as well.   
 

Table 2:  Cache Affinity Parameters Considered for Extension 
Parameter Range Description 

UsePriority 0 or 1 Whether or not to consider a processes’ baseline priority value in scheduling. 
PriorityWeight 0..10 Weight to assign to base priority for determining scheduling. 
UseProcessor 
Affinity 

0 or 1 Whether a processor should select tasks when it becomes available, or a task 
should select processors when it finishes: LMI vs. LMR.  If UseWaitTime is 
true, after the time expires, the LMI goes LMR and vice versa.  Determines 
work conserving vs. non work conserving. 

Processor 
Affinity 
Weight 

0..10 Weight to assign to a process if it has run on a processor recently. Increasing a 
tasks time slice on a processor will increase affinity[7]. 

Processor 
MigrationPenalty 

0..3 Weight to assign against a task for going to a different processor than the one it 
last ran on. [7]. 

IdleAge 0 or 1 Try to schedule a task to the oldest idle CPU or the most recently idle CPU, 
when affinity is not an issue. 

UseVarWait 
Time 

0 or 1 Whether to use wait time; whether to wait for a processor or just pick one. 

ProcessorWait 
Time 

0…100 Percentage of remaining time quantum to wait for a specific processor before 
picking any available processor.  The level of non work conserving vs. work 
conserving. 

UseTaskWait 0 or 1 Whether to wait for a task that has affinity or just go with any available task.  
Non work conserving vs. work conserving. 

TaskWaitTime 0…100 Percentage of remaining time quantum to wait for a specific task before 
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picking any task. 
AffinityHistory 
Size 

0..10 Size of processor affinity history to track for a task.  Track the last n processors 
that a task ran on.  Pick the task that ran most recently.  [1, 7]. 

ExamWindow 1..NumPro
cs 

The number of processes to examine before just picking any available one.  
Setting this number decreases the time spent in the scheduler.  “Scheduling 
decisions can be made more efficient (constant time) by defining a window W 
that limits the number of tasks that must be examined for their goodness before 
picking a task.” [5] 

TrackByUser 0 or 1 Whether to track the user of a process and try to match users to the same 
processors.  The idea is that a user may run several processes that access 
similar or contiguous data.  This helps to ensure fairness by preventing one 
user and their multiple tasks from monopolizing processor time. 

TrackLikeMe 0 or 1 When considering affinity, track just each task instance, or also track task 
type?  i.e. If the task is a process, keep affinity history of where all tasks of that 
type were run, or just that instance. This might be useful for programs that load 
a lot of same static data. 

UseCacheMiss 
Count 

0 or 1 Whether to consider cache miss count in determining affinity fairness. For 
instance if a processor has had a high number of cache miss counts in the past, 
let it be scheduled longer and run a little longer. 

CacheMiss 
Weight 

0..10 Weight to assign to previous count of cache misses in determining scheduling. 
Implies tracking cache miss count per task 

UseStarveTime 0 or 1 Whether to consider how long a task has been waiting without being scheduled 
at all.  A measure to prevent starvation.  Implies tracking wait time per task. 

StarveTime 
Weight 

0..10 Weight to assign to starvation in determining scheduling. 

UseTime 
Quantam 

0 or 1 If a processes time quantum is a low percentage of the time remaining, let the 
process finish, rather than block it.  The idea is to let a process that is almost 
finished for a while, wrap things up. 

TimeQuantam 
Weight 

0..10 Weight to assign to time quantam. 

TimeQuantam 10..200 ms Time quantam to use.  A longer time quantam could cause more items 
available in the cache.  See [7] for more discussion.  

Consider 
Runtime 
Preempt 

0 or 1 Consider how long a task has been running before trying to preempt it.  If it 
hasn’t been running for very long, its cache may not even be loaded. 

PreemptTime 0..100 Minimal time to let a process run before pre-empting it. 
AwardIO 
Blocking 

0..10 If a process was blocked for IO, whether we should award it a higher priority 
weighting when it returns to runnable. 

 
Another useful extension to our work would be to consider these schedulers in relation to 
the newest Linux scheduler, rolled out in kernel version 2.2.20.  As this is a relatively 
new scheduler, it would be an interesting comparison to see how it performs regarding 
cache affinity, as compared to the previous Linux scheduler, LMI and our ECASA cache 
affinity based scheduler.  As mentioned above, another useful extension would be to take 
a similar approach for evolving scheduling, but considering the scheduling of network 
resources. 
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Evaluation 
 
We feel that this project presents a novel approach to the analysis of cache affinity for 
scheduling algorithms.  Rather than test a single component of cache affinity, we are able 
to analyze multiple component factors in concert, and use a genetic algorithm to find a 
“good solution” in the space of possible solutions.  As part of this, our algorithm can 
combine different approaches from different researchers.  This can be useful in 
demonstrating that a system can learn to evolve itself to a particular application, through 
genetic algorithms, or other tools commonly used in the AI community. 
 
Another benefit to our project is that we have provided a coded implementation of the 
LMI algorithm as presented by Squillante, [1].  This could be compared to the results in 
that work to reinforce those findings. 
 
A side benefit of our work is that it further highlights a benefit shown in the DWCS 
system [2], and others, namely the use of a dynamically loadable module for swapping in 
and out components of the Linux kernel at runtime.  In order to test this, it was necessary 
to leverage UML for testing changes to a Linux kernel in a virtual machine.  Of course all 
of this would not be possible if the Linux source code were not freely available and 
widely used.  Thus, while a small contribution, our work serves as another example of 
using tools in the Linux development framework for modifying and testing an operating 
system kernel to perform systems research. 
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Relevance to Class 
With the advent of loadable modules, Linux began transitioning from a monolith multi-
purpose kernel to a more modular approach.  However, there are still many elements of 
the Linux kernel that are permanently fixed inside the kernel.  The process scheduler is 
one of these elements.  The ECASA project can be seen as an attempt to move scheduling 
decisions out of the nucleus of the kernel into a more manageable area.  The scheduler 
still executes in the kernel space, but can be dynamically loaded or unloaded while the 
machine is executing.  This is much the same approach taken by Bershad et al. in the 
SPIN paper [12]. 
 
In addition, according to the Anderson et al. in the Scheduler Activations paper [13], 
kernel-level threads will always perform poorly in comparison to user-level thread 
packages.  Therefore, by this reasoning, an embedded process scheduler will doom Linux 
to poorer performance than loadable scheduling modules.  So, even though our project 
goal was to make a specific scheduling algorithm loadable, along the way we learned 
quite a bit about the Linux scheduler in general.  If given enough time, we could probably 
re-tune the entire scheduler structure in order to make it much simpler to create loadable 
scheduler modules, and help to realize for Linux some of the goals set forth in the 
Scheduler Activations paper. 
 
Of course, our work bears the closest relationship with Squillante and Lazowska’s paper 
on cache affinity for multiprocessor machines [1].  This paper made us aware of the 
intimate relationship between thread scheduling and cache performance.  Our 
implementation of LMI was taken straight from the description given in this paper.  The 
ECASA project is an attempt to create another scheduling algorithm, like Fixed 
Processor, LMI, and LMR.  Our hope is that the ECASA scheduler will be able to tune its 
performance automatically through evolution. 
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Appendix A:  User Mode Linux for Kernel Debugging  

Introduction 
In order to debug our scheduler changes in the kernel, we are using UML to run our 
kernel with changes in user mode.  This allows us to crash the kernel without having to 
reboot the machine.  In addition, this gives us the ability to debug the kernel using gbd. 
 
Our kernel changes will have a UML patch applied to them, and then the entire 
ECASA/UML kernel is compiled into a single binary.  In addition to this, we must 
provide a file system for the UML kernel to load on startup.  After starting, the UML 
kernel will run in a virtual machine.  From this file system we can mount files on the host 
machine, so that we have access to our ECASA data and scripts. 
 

UML Architecture 
 
 
 

Versions configuration 
Base Linux Kernel 2.4.19 
ECASA Linux Kernel Version 2.4.19 
UML Patch Version 2.4.19-51 
Linux OS version RedHat 9 
UML File System RedHat 7.2 
 
 
 

 

Virtual Machine 
HOME/UML 

Host Machine 
 

Hardware Layer 

Base Linux Kernel 2.4.19 

User 
Process 

(ex: 

User 
Process  

UML Linux Kernel  
(contains ECASA 

changes) 
for debugging  

root 
filesystem  

 
root_fs: 
RH7.2 

root 
filesystem  

User Process  User Process  

ECASA 
Module  
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 Steps for configuring UML 
 
Prepare the kernel to be debugged 
In our case, we wish to debug our ECASA kernel that we have already modified and re-
compiled.  This will become our virtual machine.  Before debugging, we found that it 
easily crashes the kernel, so debugging is important.  We need to back it up and move it 
out of the way to a separate directory.  We chose to place it in our home/UML directory, 
so it would not interfere with /usr/src/linux. 
 
Compile a base kernel 
We had to compile a base (host) kernel for UML to run on top of.  This is a regular Linux 
kernel in /usr/src/linux.  To be compatible with the version of UML and ECASA kernels, 
we are using 2.4.19. 
 
Get a file system for UML to use when running 
Download a file system for use, such as red hat 7.1  This will be needed for UML to run. 
We downloaded from http://user-mode-linux.sourceforge.net/index.html 
root_fs.rh72.pristine.bz2 
bunzip2 this in the home/UML directory 
rename the file to ‘root_fs’ 
 
Apply the UML Patch 
Get the UML patch, uml-patch-2.4.19-51.bz2, from  
http://user-mode-linux.sourceforge.net/index.html 
 
Place the patch in the directory with the kernel to be debugged, home/UML. 
Apply the patch with  
‘bzcat uml-patch-2.4.19-51.bz | patch -p1’ 
 
Compile the UML/ECASA kernel 
‘make mrproper ARCH=um’ 
‘make xconfig ARCH=um' 
(do not make any changes to this base config, or you may get compile errors.) 
 
‘make linux ARCH=um’ 
Run UML 
Start UML with:  ./linux 
This will load the UML/ECASA compiled kernel in user space and start it with the 
root_fs that we downloaded.  Run ‘halt’ to stop the UML kernel. 
 
Mount the File System from the Host 
To access files on the host system, we need to either FTP them to the virtual UML 
machine, or mount the host file system.  For ease, we chose the mount the entire host file 
system, so that we can easily access our ECASA scripts and other directories.  To mount 
the host file system, make a directory:  ‘mkdir /mnt/host’ 
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Then mount the entire host file system there:  ‘mount none /mnt/host –t hostfs’ 
 
Compile Loadable Kernel Modules (LKM) 
Now, we need to make sure we can compile and load our modules in UML.  We can’t 
just take the module as built earlier in the host.  We need to build it on the host machine, 
the module needs to be compiled with the ARCH=um option on the command line.  Then 
it should be loaded via insmod, after UML is started.   
 
cp /lib/modules/boot/ ecasaLMI.o 
insmod ecasaLMI 
 
Debug the Kernel 
We can use the UML utilities and the gdb debugger to step through the kernel code.  
First, we have to download and install the UML utilities, so we get a console: 
http://prdownloads.sourceforge.net/user-mode-linux/uml_utilities_20030903.tar.bz2 
make all 
make install DESTDIR=/  
 
We can start the kernel in debug mode (using gdb) with the following: 
./linux debug 
(gdb) b schedule 
(gdb) c 
(gdb) n (hit enter a few times to see how it is working) 
 
It will set a breakpoint in the scheduler then continue until it hits that 
breakpoint.  Then "n" means "next" and if you keep hitting enter, you can watch 
the scheduler in action.  To resume normal activity, do the following: 
(gdb) d 
(gdb) c 
This says, "delete all breakpoints and continue" 
Other useful gdb commands: 

print expr – print an expression or variable’s value 
n – step over; s – step into 
clear – clears a breakpoint 
list – list the next few lines of code 
 

Debugging a Loaded Kernel Module 
After a kernel module has been loaded, we may also want to debug it.  To do so, we 
simply type at the gdb prompt – for the last loaded module: 
printf "%#x\n", (int)module_list +  module_list->si ze_of_struct 
add-symbol-file /lib/modules/boot that_address 
 
Note:  Initially we have had difficulty “stepping into” a module’s code.  This  may be 
because we haven’t compiled the module itself with the correct debug flags, or the 
module source file was not located with the module, or a breakpoint was not set in the 
correct module function. 
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Debugging the scheduler in UML 
Once we have built and installed UML on top of our basic kernel, compiled our module 
and know that the debugger works, we can put it all in action.  Following are the steps 
needed to perform a basic debug session of our scheduler, replacing the Linux scheduler. 
 

1. First, we will start a User Mode Linux session in debug mode, and login: 
./linux debug 
 

2. Next, we will want to setup a breakpoint in the main scheduler, just before it calls 
into ours.  At the (gdb) prompt of the console window, type 
b schedule 
c 
list  
b 730 
clear schedule 
c 
 
All of the above puts a breakpoint at the exact line that steps into our module, and 
then continues.  
 

3. Mount our host file system, if it is not already, so we can access our ECASA 
scripts to load the scheduler as well as our module. 
mount none /mnt/host –t hostfs  
 

4. Load our ECASA module (in this case the module that replaces the scheduler 
with the LMI version of the scheduler.) 
cd /mnt/host/home/cepippin/UML/ecasa 
cp ecasaLMI.o /lib/modules/boot 
insmod ecasaLMI 
 

5. Replace the kernel scheduler with our scheduler in our ECASA LKM: 
./load_ecasa_scheduler 
 
At this point we will see a debug message on the terminal, and in the gdb console, 
we will see that our breakpoint was reached.  We can examine the variables, and 
make sure the function pointer is valid before stepping in or continuing.  From 
here, you can hit ‘c’ multiple times to see that our scheduler is entered and then 
returns.  Try removing all breakpoints and continuing.  When you continue, you 
will see lots of debug messages scrolling as our scheduler does its work. 
 

6. Put the default Linux scheduler back.  In the other UML console window run the 
script to replace our ECASA scheduler with the Linux scheduler: 
cd /mnt/host/home/cepippin/UML/ecasa 
./unload_ecasa_scheduler 
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Appendix B:  How to Compile the Linux Kernel 
 

Introduction 
This section outlines the steps for recompiling the Linux kernel.  This was performed on a Dell single 
processor, Pentium 4 machine.  The Linux version used is RedHat 2.4.20-6.  Most of these steps will 
require you to be super user.  They should be run from the Bash shell (#).   These steps were gleaned from 
the /usr/src/linux/readme file and the Linux Kernel How-To[14]. 
 

Steps 
1. Get the latest Linux source download and install it.   

If you install Linux with the kernel source option, the source will already be there.  Copy 
the kernel source to a safe location so that you can restore it later.  It is a good idea to 
backup your /boot directory, too, at least the kernel image. 
 
On my machine, the source was located in  
/usr/src/linux-2.4.20-6 

 
2. Create a soft link to your Linux folder, so that you have /usr/src/linux: 

ln –s /usr/src/ linux-2.4.20-6 /usr/src/linux 
 

3. Make Changes to the kernel.  For instance, to change the scheduler, modify the sched.c file in 
/usr/src/linux/kernel/sched.c 

 
4.  make clean   - This removes all old symbols      

 
5.  make mrproper 

 
6.  make clean      

 
7. Perform configuration of modules.  You have to specify which modules to load and which to 

compile in the kernel. It is easiest to start from your existing configuration file.  I copied the one 
from the config folder to start with.  Then, you can run the menu based tool to specify which 
modules to load dynamically.  If you don’t have any changes to make (and in the first case I 
didn’t, we will when we make our scheduler loadable.), you can just make the old config file, 
without using the menu.  NOTE:  To save a config file, copy it to another folder, or don’t have 
config in the name.  Make clean will delete it. 

 
To use the old config file (from /usr/src/linux): 
cp configs/kernel-2.4.20-i686.config .config 
make oldconfig 
 
Or to create a new config file, from the menu options: 
make menuconfig 
 

8.  make dep  - This makes all dependencies 
 

9. Modify the Makefile EXTRAVERSION  tag to give a unique name to your kernel.  Ex:  
EXTRAVERSION = -6cpKernel  
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10. Compile the kernel image.  This step could take a while. 
nohup make bzImage & 
tail -f nohup.out      
 

 
11. Compile all the modules.  This step could take a while. 

nohup make modules 1> modules.out 2> modules.err  &  
tail –f modules.err 
 

12. If you were able to compile the modules with no error.  Then afterwards run: 
make modules_install   
 

13. Now, copy your kernel image and your config file (to save it with the kernel) to the /boot directory 
so they can be found when you reboot: 
cp arch/i386/boot/bzImage /boot/cpKernel 
cp .config /boot/cpKernelConfig 
 

14. Create a new initrd image so the modules can be loaded at boot time.  The module created in the 
make modules step are located in /lib/modules.: 
/sbin/mkinitrd /boot/initrd-2.4.20-6cpKernel.img 
/lib/modules/2.4.20-6cpKernel 

 
15. Edit your /etc/grub.conf file so at boot time, you can select which kernel to start.  It is best to copy 

the existing entry and modify it.  That way, you can always boot back into the “good” kernel.  For 
instance, I copied the existing entry and modified it.  Be sure the kernel points to your new kernel 
image and that initrd points to the .img file created above. 

 
title Linux Hack 
root (hd0,4) 
kernel /boot/cpKernel ro root=LABEL=/ hdc=ide-scsi 
initrd /boot/initrd-2.4.20-6cpKernel.img 
 

16. Reboot .  When your machine restarts, you should be able to select from the two kernels. 
 

 
 



CS6210 Special Project - Evolving a Cache Affinity Scheduling Algorithm 
Charles Pippin and Micah Wedemeyer: {cepippin, micah}@cc.gatech.edu 

 

19 
November 10, 2003 

Appendix C:  Evolving a Solution 
In our implementation, our genetic algorithm selects a subset of the fittest of the current 
generation, and allow those to perform crossover to generate offspring.  The offspring 
and the very fittest from the previous generation will then have random mutations 
performed (with low probability) and the resulting set will be the new generation.  This 
new generation will be tested and the process will repeat until n generations have been 
run.   
 
We can refer to Figure 2 for a simple example.  For this example, we will use a subset of 
possible components of a scheduling policy: WT – how long to wait for a specific 
processor or task, HS – size of affinity history to remember, and UP – whether to use 
process priority in scheduling.  In the first step, we have the initial population with 
random distribution of components.  We apply our fitness measure to each member, 
running each as a scheduler, to determine the average % of cache misses that this 
scheduling policy affords.  Then, we randomly select from the most fit in the population 
and allow them to breed, or perform crossover.  Note that in this case the most fit was 
selected twice.  This is to illustrate that the probability for selection is weighted based on 
the fitness score.  As such, the least fit member was not allowed to continue.  After 
crossover (each component is randomly selected from one of the two parents.), the 
offspring and the top half of the selection form the new population.  In doing so, the most 
fit solutions and their offspring are evaluated as the next generation.  However, one last 
step to introduce variation is to randomly mutate some of the components (these are the 
circled components in the figure.)  
 
A key component to this approach is the use of a generic scheduler.  This scheduler will 
contain logic to switch on the different possibilities for scheduling policies, and accept a 
scheduling policy definition as input, see Figure 3.  For instance, the generic scheduler 
will contain logic to consider whether a processes priority should be factored into the 
decision and check this against what the policy says to do.  This will allow us to build the 
generic scheduler once and pass varied policies to it for evaluation. 
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Figure 2: Genetic Algorithm 
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