


• DRAM = Dynamic RAM

• SRAM: 6T per bit
– built with normal high-speed CMOS – built with normal high-speed CMOS 

technology

• DRAM: 1T per bit
– built with special DRAM process optimized for 

density
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• Write 
– Charge bitline HIGH or 

LOW and set wordline
HIGH

• Read

DRAM

wordline

• Read
– Bitline is precharged
– Wordline is set
– Depending on the charge 

bitline becomes slightly 
higher or lower 
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• Differences with SRAM
• reads are destructive: contents are erased after 

reading

– Row buffer/DRAM Page
• read lots of bits all at once, and then parcel them 

out based on different column addressesout based on different column addresses
– similar to reading a full cache line, but only accessing one 

word at a time

• “Fast-Page Mode” FPM DRAM organizes the 
DRAM row to contain bits for a complete page

– row address held constant, and then fast read from 
different locations from the same page
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• Bank, row, column � DRAM chip 
configuration
– Banks: different banks can be operated 

independently 

• Rank � a set of DRAM devices that • Rank � a set of DRAM devices that 
operate in lockstep fashion to command in 
a memory (i.e. chips inside the same rank 
are accessed simultaneously) 

• Channel � CPU and memory 
communication channel 
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http://www.kingston.com/newtech/MKF_52
0DDRWhitepaper.pdf





• So after a read, the contents of the DRAM 
cell are gone

• The values are stored in the row buffer
• Write them back into the cells for the next 

read in the future

Row Buffer

read in the future

Sense Amps

DRAM cells



• Fairly gradually, the DRAM 
cell will lose its contents even 
if it’s not accessed
– This is why it’s called 

“dynamic”

1

Gate Leakage

0

“dynamic”
– Contrast to SRAM which is 

“static” in that once written, it 
maintains its value forever (so long 
as power remains on)

• All DRAM rows need to be 
regularly read and re-written

If it keeps its value 
even if power is 

removed, then it’s 
“non-volatile” (e.g., 
flash, HDD, DVDs)



Accesses are
asynchronous:

triggered by RAS and
CAS signals, which

can in theory occur atcan in theory occur at
arbitrary times (subject

to DRAM timing
constraints)



Double-Data Rate (DDR) DRAM
transfers data on both rising and

falling edge of the clock

Burst Length

Timing figures taken from “A Performance Comparison of Contemporary
DRAM Architectures” by Cuppu, Jacob, Davis and Mudge

Command frequency
does not change



• Synchronous interface
• Row buffer cache

– last 4 rows accessed cached
– higher probability of low-latency hit– higher probability of low-latency hit
– DRDRAM (Direct rambus DRAM) increases 

this to 8 entries

• Uses other tricks since adopted by SDRAM
– multiple data words per clock, high frequencies

• Chips can self-refresh
• Expensive for PC’s, used by X-Box, PS2



Significant wire delay just getting from
the CPU to the memory controller

More wire delay getting
to the memory chips

Width/Speed varies
depending on memory type

(plus the return trip…)
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• Manage all data movement between the 
processor and the memory modules 

• Read/Write 
• Refersh/Precharge• Refersh/Precharge
• Memory request scheduling 



• Just like registers, need to enforce RAW, 
WAW, WAR dependencies

• No “memory renaming” in memory 
controller, so enforce all three 
dependenciesdependencies

• Like everything else, still need to maintain 
appearance of sequential access
– Consider multiple read/write requests to the 

same address



• Clock FSB faster
– DRAM chips may not be able to keep up

• Latency dominated by wire delay

– Bandwidth may be improved (DDR vs. regular) – Bandwidth may be improved (DDR vs. regular) 
but latency doesn’t change much

• Instead of 2 cycles for row access, may take 3 
cycles at a faster bus speed

• Doesn’t address latency of the memory access



Memory controller can run
at CPU speed instead of

FSB clock speed

Also: more sophisticated memory
scheduling algorithms

All on same chip:
No slow PCB wires to drive

Disadvantage: memory type is now
tied to the CPU implementation


