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Abstract— Structured matching captures the bottom-up pat-
tern of the hierarchical classification techniques used in many
knowledge systems: subsets of features describing the state of
the world are progressively aggregated into equivalence classes
in an abstraction network, until the required decision is made
at the root node. In this paper, we describe a supervised
learning technique for automatic repair of abstraction hierarchies
in structured matching. Note that the task of repairing an
abstraction network involves the structural credit assignment
problem. We describe the property of empirical determinability,
and show that the design of an abstraction network according
to this property enables structural credit assignment.

I. INTRODUCTION

AI research on knowledge systems has led to the devel-
opment of several techniques for hierarchical classification
[9]. Structured matching [3] captures the bottom-up pattern
of some of these techniques. Briefly, in structured matching
subsets of features describing the state of the world are
aggregated into equivalence classes that form the leaf nodes in
an abstraction network, the features describing outputs of the
leaf nodes are aggregated into equivalence classes at the next
higher level in the hierarchy, and so on, until the required
decision is made at the root node. The use of structured
matching in a variety of knowledge systems shows the efficacy
of the method.

In this paper, we describe an automated supervised learning
technique for automatic repair of these hierarchies (here called
ANs) when the decision at the root node turns out to be incor-
rect. The results we describe in this paper are for repair of AN
content, not its structure. Note that the task of repairing AN
content involves structural credit assignment. Thus, a central
research question here is what properties of the equivalence
classes in an AN are desirable in terms of being useful for
performing structural credit assignment over the hierarchical
structure?

II. THE LEARNING PROBLEM

A. The FreeCiv Domain

Let us consider a situation from FreeCiv (www.freeciv.org),
a turn-based strategy game. One of the fundamental actions
taken while playing FreeCiv is the construction of cities on
this game map, an action that requires resources. In return for
this expenditure, each city produces resources on subsequent
turns that can then be used by the player for other purposes.

Fig. 1. City Estimate Abstraction Network

The quantity of resources produced by a city on each turn
is based on various factors, including the terrain and special
resources surrounding the city’s location on the map, and the
skill with which the city’s operations are managed. We have
designed an agent that plays FreeCiv, and have evaluated the
use of ANs (defined in more detail below) in learning to make
predictions about the resource production rate of a potential
city over time. Figure 1 illustrates the AN used by our agent.

B. The Learning Task

Let T be a discrete random variable representing the class
label. Let S = {s : s is empirically determinable and
h[T ] > h[T |s]}, where h[x] denotes the entropy of x. S is a
set of random variables that have nonzero mutual information
with the class label and are ”empirically determinable.” In the
case of FreeCiv, things like the future population growth of
the potential city and the amount of food provided by terrain
squares around the city location constitute S. A task instance
is generated by jointly sampling the variables in S ∪ T . In
FreeCiv, the game engine handles this for us by randomly
generating a game map and handling game dynamics that



Fig. 2. DJIA Abstraction Network

govern the relationships among the variables in S. In the
simplest case, empirical determinability means that the value
taken by the variable in a given task instance is directly
observable. In general, some experiment (a sequence of actions
and observations) may need to be performed in order to
observe the value of some s ∈ S. The simple case can be
seen as a trivial experiment consisting of zero actions and
a single observation. In FreeCiv, all of the values can be
directly observed, though some can be observed only after
classification has occurred.

Each experiment has some nonnegative cost. We denote
by Cb(s) the cost of the experiment required to determine
s before predicting the class label. The task is constrained by
limited resources; only a fixed cost Rb may be incurred before
the decision about the class label must be produced. For this
reason, the values of only a proper subset of S will in general
be known when the prediction must be produced. Let K ⊆ S
with

∑
k∈K Cb(k) ≤ Rb be the information available at the

time that classification must be performed.
Learning is required because the distributions P(s|K), s ∈

S∪T,K ⊆ S are not given, but must be inferred from experi-
ence. After the class label prediction is produced, the correct
class label is given, along with some additional quantity of
resources Ra so that additional experiments may be performed
before the next task instance is presented. The relative costs of
performing experiments before predicting the class label may
not be the same as the relative costs of performing experiments
afterwards. For this reason, we denote by Ca(s) the cost of
performing experiment s after class label prediction. For some
domains we may have Ca = Cb, but this need not be true
in general. In the case of FreeCiv, there is a proper subset
of S that is always available before classification and the
remainder of S is never available until after classification.
This is a special case of the general domain, where Rb =
0, Ra =

∑
s∈S∪T Ca(s) and there is some (proper) subset

of S s.t. Cb(x) = 0 for all x in the subset. Success at this
task is measured in terms of the final classification accuracy
achieved, the rate at which accuracy improves as examples are
presented, and the resources saved.

C. DJIA Prediction

In this domain, we are interested in classifying a current
economic status as described by various economic indicators

(see Figure 2) into one of two classes: the Dow Jones Industrial
Average (DJIA) will rise next month or DJIA will fall next
month (these class labels form T ). We chose the indicators and
set up the structure shown in Figure 2 based on some studies
of economic indicators [1][11][2]. S contains the values of
these selected economic indicators. Some of the values can
be obtained before classification; these values come from the
current or past months. However, some of these variables
represent future values that cannot be observed at classification
time, but must be inferred along with the class label. The same
special conditions regarding experimentation cost that were
described for FreeCiv also hold here. All leaves in Figure 2
can be observed before classification, while the remainder are
future values at classification time, available only in retrospect.

III. LEARNING USING ABSTRACTION NETWORKS

The learning technique is based on a few observations,
assumptions, and hypotheses :

1) Evaluation takes place during learning, i.e. learning must
occur on-line.

2) Saving resources is desirable, so resources should be
expended only when the acquired information will be
useful, either contributing to accurate class label pre-
diction or allowing meaningful learning to occur. In the
restricted version of the FreeCiv domain considered in
this paper, only the latter consideration is significant, as
a fixed set of variables will be (freely) available for use
in classification.

3) Although the specific dependencies among the relevant
variables are not given, here we will assume that the
structure of the dependencies among the variables is
given. For example, in our FreeCiv network (see Figure
1), population growth is directly dependent upon food
growth, but shield utilization is dependent upon food
growth only insofar as it effects population growth (i.e.
is independent of food growth given population growth).
We assume that background knowledge about these rela-
tionships is available.

4) We further assume that the structure of the dependencies
is hierarchical, and that for all leaf variables l in this
structure, we have Cb(l) = 0, while for all other variables
v we have Cb(l) 6= 0. This assumption is not critical to
the learning method, but it simplifies its presentation.

5) In terms of learning speed, a technique that exploits
the available knowledge to maximize generalization from
examples will outperform a technique that does not.

The benefit of structuring knowledge in a hierarchy accord-
ing to the known dependencies is well understood in terms
of inference speed, as studied in work on structured matching
[3][9]. The benefit for learning is that structure introduces a
restriction bias, because the hierarchical representation has less
expressive potential than a flat representation. However, using
such a structure introduces a new level at which structural
credit assignment must occur during learning. It is for this
reason that we depend upon empirical determinability of
the members of S. That is, we require that the problem



be framed such that the relevant features and equivalence
classes are empirically determinable in order to facilitate credit
assignment over the resulting AN.

A. Learning Method

We begin by establishing a node for each s ∈ S ∪ T .
These nodes are connected according to the given dependency
structure, which we know will result in a hierarchy based
on the given assumptions. The structure used in the FreeCiv
problem is depicted in Figure 1, while the structure used
for DJIA prediction is shown in Figure 2. Each node will
handle the subproblem of learning to predict the value of the
variable with which it is associated given the values of its
children, which represent the variables upon which the variable
to be predicted has direct (forward) dependency. Organizing
the structure of the knowledge to be learned in this fashion
has the benefit of making full use of the dependency structure
knowledge to limit the hypothesis space while being certain
not to eliminate any hypothesis that could be correct. Note
that the extent to which the hypothesis space is limited by
this structuring is sensitive to the amount of information loss1

in the function computed at each node. As long as there is
information loss at each node, this hierarchy is progressively
abstracting from features available a priori to the class label,
generating more general equivalence classes at each level.

In a given task instance, the values of the leaf nodes
are fixed by observation. Each node with fixed inputs then
produces its prediction. This is repeated until the value of
the class label is predicted by the root of the hierarchy. This
procedure will produce the most likely class label based on
the current state of knowledge.

After classification, the true value of the class label is ob-
tained. If it is correct, no further action is taken. This preserves
the maximum quantity of resources, as the current knowledge
has produced the correct overall result in this instance. On the
other hand, if the value is found to be incorrect, the following
credit assignment procedure is followed, setting the root node
as the ”current node”:

1) The true value of each child of the current node is
obtained and the predictions are checked.

2) If the predictions of all children were correct, modify
local knowledge at the current node.

3) Otherwise, recursively repeat this procedure for each
child node that was found to have produced an incorrect
prediction.

Notice that this procedure has a base case when the leaves
are reached, as their true values were obtained before predic-
tion, and thus cannot be found to be incorrect during learning.

Depending upon the relative weighting of resource preserva-
tion and learning speed in the evaluation metric, this procedure
may be suboptimal, because it implements the policy of only
obtaining information when it is certain that the information

1By ”information loss” here, we mean that the inputs to a node cannot be
recovered given the output value of the node and the knowledge stored within
the node – that is, more than one set of inputs will be mapped to the same
output.

will lead to learning (with the exception of the class label,
which is always determined after prediction). It is likely to be
a good policy when resource preservation is weighted highly
against learning speed, and a poor policy when the reverse
is true. Some tuning of the balance between obtaining the
correct values of more nodes and preserving resources could
be a useful generalization of the technique. However, note that
this choice of policy will not prevent convergence. If we are to
consider some piece of knowledge stored within the hierarchy
as incorrect, there must be at least one situation occurring
with nonzero probability where that knowledge will lead to
an incorrect overall result (we take this as the definition of
incorrect knowledge). When this situation arises, the incorrect
knowledge will be identified by credit assignment, and will
then be modified.

Another point to notice here is that the specific procedure for
the modification of local knowledge is not specified. A closely
related point is that the representation of the knowledge, and
thus the procedure for knowledge application, within each
node is similarly unspecified. This is quite intentional: any
knowledge representation/inference/learning technique can be
used within each node. Heterogenous sets of techniques could
be used within a single hierarchy.

There are a few other parameters that must be set.
1) Nodes included in the network. Including more nodes in

the network gives parent nodes more information upon
which to base their decisions. This can be good if the
information is truly needed in order to accurately solve a
subproblem. However, introducing unneeded information
has a detrimental effect, in that it decreases generaliza-
tion from examples. We base the selection of pertinent
equivalence classes on background knowledge. However,
in cases where this background knowledge is uncertain as
to the importance of some indicated classes, adjustment
may be required to achieve the best results.

2) Network structure. As in the previous point, network
structure is based on background knowledge regarding
the dependencies among the equivalence classes. Also
as above, when this knowledge is less than certain, the
network structure may require some tuning. One use
of this procedure is to infer useful information about
the actual relationships at work in the domain based on
results with various configurations.

3) Information loss. As noted above, restriction of the
hypothesis space occurs because information is lost at
each node in the network as problem instances are pro-
gressively grouped into equivalence classes, culminating
in the desired top-level classification. The degree of
information loss can be tuned at each node by choosing
the number of output values allowed to be produced by
the node. This parameter defines the granularity, or degree
of discrimination made by each node, and controls the
amount of information about the example passed through
each node. Forcing too much information loss at a node
will lead to failures at the parent node. Passing too much
information decreases generalization, and at the limit



becomes equivalent to learning over a flat representation.
4) Definition of equivalence classes. Beyond defining the

number of equivalence classes to be produced at each
node, the classification of actual situations into these
equivalence classes must be defined. This amounts to
defining the desired interpretation of experimental out-
comes (or direct observations) as belonging to one of the
available classes. There is significant interplay between
this parameter and the previous one, as limited success
in defining equivalence classes can be compensated for
by increasing the number of classes, at the cost of
generalization power.

In addition, the learners chosen to operate within nodes
will also carry their own parameters that must be tuned
appropriately for their assigned subproblems.

IV. EXPERIMENTS

Since we train and evaluate the learners in an on-line,
incremental fashion, we cannot apply the standard training
set/test set approach to evaluation. Rather, we evaluate the
learners’ performance improvement during training by seg-
menting the sequence of examples into multi-example blocks,
and comparing overall error rate between blocks. In this way,
we can compare error rate around the beginning of a training
sequence with the error rate around the end of that sequence.

In all problem examples described here, we use simple
table-based learners within each node. These ”table update”
learners have dimensions equal to the associated node’s fanin.
Inference is performed by indexing the table based on inputs to
the node, and learning is performed by modifying table entries,
with a thresholding mechanism that refrains from updating a
table entry until some consistent feedback confirms that the
change is necessary and is unlikely to be due to noise.

A. Application to FreeCiv

In the case of FreeCiv, we have compared the performance
of an unstructured, flat table-based learner to the learner
that makes use of an AN-based knowledge representation.
Each turn of each game in the FreeCiv setting is treated
as a separate example. This means that errors are counted
on each turn of each game by producing a classification
based on the current state of knowledge, finishing the turn,
perceiving the outcome of the turn, and then determining
whether the value produced correctly reflects the resource
production experienced on that turn. If the value is incorrect,
an error is counted. Note that this error counting procedure
contrasts with another possibility; producing a value only at
the beginning of each game, and counting error on each turn
of the game based on this value, while continuing to learn
on each turn. While this alternative more closely matches the
intended use of the learned knowledge, we chose to instead
allow a value to be produced on each turn in order to reflect
the evolving state of knowledge as closely as possible in the
error count. A negative consequence of this choice is that some
overfitting within games may be reflected in the error count.
However, a decrease in error rate between the first and last

block in a sequence can be seen as evidence of true learning
(vs. overfitting), since any advantage due to overfitting should
be as pronounced in the first block of games as in the last.

In each trial, a sequence of games is run, and learning and
evaluation occurs on-line as described above. The AN-based
learner is trained on sequences of 175 games, while the flat
table learner is allowed to train on sequences of 525 games. We
trained the flat table learner on sequences three times longer
than those provided to the AN learner to determine whether
the flat table learner’s performance would approach that of
the AN learner over a longer training sequence. As described
above, we segment these sequences of games into multi-game
blocks for the purpose of evaluation; the block sized used
is 7 games. Each game played used a (potentially) different
randomly generated map, with no opponents. The agent always
builds a city on the first occupied square, after making an
estimate of the square’s quality. Building in the first randomly
generated occupied square ensures that the learners will have
opportunities to acquire knowledge in a variety of states. In
order to compensate for variation due to randomness in starting
position and game evolution, results are averaged over multiple
independent trial sequences. Each result for the AN learner is
an average of 60 independent trials. Each result for the flat
table learner is an average over 25 independent trials; each
trial is time consuming, as each trial for the flat table learner
is three times as long as for the AN-learner, and it did not
seem likely that further trials with the flat table learner would
yield more information.

To compare the speed with which learning occurs in the two
agents, we ran two separate sets of trials. The first set of trials
was run in an environment where no city improvements were
constructed in the area surrounding the city. The second set of
trials did allow for the construction of city improvements, but
had an identical environment in all other ways. For each set of
environmental conditions, we measure the quality of learning
by comparing the average number of errors counted in the first
block of the sequences to the number of errors counted in the
last block. In the case of the flat table learner, we make two
comparisons. The first compares error in the first block to the
block containing the 175th game, illustrating decrease in error
over the same sequence length provided to the AN learner. We
also compare error in the first block to error in the last block
of the flat table learner’s sequences, to determine whether the
flat table learner’s improvement will approach that of the AN
learner over sequences three times as long. We perform this
evaluation separately for each of the two environments.

The results of the experiment described above are summa-
rized in Table I, and are shown in detail for each block of
games in Figure 3. The AN-based learner is able to produce
a greater improvement in error rate in each case, as compared
to the flat table learner, both after the same number of games
and after the flat table learner has played three times as many
games. For the two scenarios, the average improvement in
error rate is 26.5%, compared to only 1.5% after the same
number of training examples for the flat learner. The decrease
in error across a typical sequence was not strictly monotonic,



AN learner Flat Table Learner
7th block 7th block 21st block

Without city 24% (4%) 1%
improvements

With city 29% 7% 10%
improvements

TABLE I
AVERAGE PERCENT DECREASE (OR INCREASE, SHOWN IN PARENTHESES)

IN ERROR FOR DECOMPOSITION-BASED LEARNING IMPLEMENTATION

FROM BLOCK 1 TO 7, AND FOR THE FLAT TABLE LEARNER FROM BLOCK 1
TO BLOCKS 7 AND 21.

Fig. 3. Average Error Rates By Block in Each Trial

but did exhibit progressive decrease rather than wild fluctua-
tion. Even after three times as many games had been played by
the flat table learner, the decrease in error rate is significantly
less than that achieved using ANs after only seven blocks. In
one case, it appears that learning has not yielded an advantage
in error rate in the flat table learner even after 525 games.
Examining the complete set of results for intervening blocks
does mitigate this impression to some extent, as an overall
downward trend is observed, with some fluctuations. However,
given that, for the flat learner, the fluctuations can be of greater
magnitude than the decrease in error, the learning that has
been achieved after this number of games does not appear
significant. Based on the significant difference in observed
learning rate, these trials provide evidence that the composite
structure of ANs do offer an advantage in terms of allowing
learning to occur more quickly in a large state space.

B. Application to DJIA prediction

We have also experimented with ANs in the DJIA economic
problem domain. We used data from Jan 1960 - Nov 2005,
yielding a total of 497 training examples. We observed a 23.4%
decrease in error, comparing blocks consisting of the first 213
and the last 213 examples. These preliminary experiments help
to show that there is some more general applicability of AN-
based learning beyond the FreeCiv problem in the context of
which it was initially developed.

V. DISCUSSION

The use of decomposition to manage large problems that
would otherwise be infeasible is a fundamental technique in
AI. The approach taken in this work is similar to a common
pattern of decomposition in AI systems characterized as struc-
tured matching in [3]. This particular type of decomposition is
well suited to the type of classification problem we examine
here. The contribution of this work is the development of
a new method for scalable learning through use of domain
knowledge. Work on hierarchical RL [4] has a similar goal,
but in a different problem setting and with the use of a different
kind of domain knowledge. In hierarchical RL procedural
knowledge in the form of a hierarchy of temporally abstract
actions is used. This type of background knowledge is well-
suited for an RL problem setting. In the scenario addressed
in this work, knowledge about equivalence classes relevant to
classification is more directly useful.

Work on Probabilistic Concept Hierarchies [5][6] makes use
of knowledge representations centered around the generation
of progressively more abstract equivalence classes, as does
our work. While the representations share an intuition about
concept encoding, Probabilistic Concept Hierarchies however
are used for unsupervised concept learning. In our work, there
is a well-defined target concept (classification) that is to be
learned. Thus, relevance of information and usefulness of
specific equivalence classes can be defined directly in terms
of the target concept. In unsupervised learning, the goal can
be thought of as forming equivalence classes that explain the
data. In this case, equivalence classes are valued based on how
well they summarize available data.

Layered learning [12] makes use of decomposition hierar-
chies to address large learning problems. In layered learning,
each component’s learner is trained in a tailored environment
specific to the component. Our AN technique is more akin
to what is called ”coevolution” of components in work on
layered learning, where all of the learners in the decomposition
hierarchy are trained as a complete system in the actual
target domain. Some notion of empirical determinability is
implicit in hierarchies built to be trained with coevolution,
as the evaluation functions used for each component must be
evaluable based on available percepts. Here, we are explicit
about the need to design decompositions specifically around
this property, and we allow the use of arbitrary (possibly
heterogeneous) learners within each component. An additional
distinction is that ANs focus on progressive state abstraction,
limiting the number of inputs to each component and ensuring
a learning problem of manageable dimensionality at each
component. In contrast, layered learning focuses on temporal
abstraction, where components responsible for selection of
abstract actions are not necessarily shielded from the need
to consider many raw state features.

Knowledge-based ANNs [10] and Explanation-based NNs
[7] both apply background knowledge in order to speed up
learning in supervised classification problems. In KBANN
learning, neural network structure and initialization are in-



formed by background knowledge in the form of Horn clauses.
However, once training begins, any semantic interpretation
of the nodes is dropped, and may (in general) be arbitrarily
changed during learning. This difference with the work de-
scribed here gives KBANN learners more flexibility, but also
limits the bias introduced. There are also other advantages
to using fixed semantics for intermediate nodes, such as the
potential for transfer of partial networks to new problems
and inspectability of knowledge. Also note that in KBANN
learning, the background knowledge available is somewhat
richer, including (limited) information about the nature of
the dependencies between relevant variables as well as the
structure of those dependencies. EBNN also requires that the
background knowledge contain information about the specific
relationships between pertinent variables, in the form of a
collection of pre-trained ANNs. EBNN uses the background
knowledge to guide the search through hypothesis space. As
with KBANN, there is no constraint on the semantics of nodes
within the target ANN that is trained.

A. Empirical Comparison with BNs

Bayesian Networks [8] (BNs) represent joint probability
distributions efficiently by making use of conditional inde-
pendence relationships among features. On the other hand,
ANs capture progressive aggregation and abstraction into
equivalence classes, culminating in abstraction into a desired
classification. This distinction has practical implications for
the methods that operate on ANs. First, the credit assignment
procedure for ANs differs from learning in BNs. During AN
learning, empirical verification procedures must be invoked to
determine whether a particular intermediate abstraction was
accurate. When learning over a BN, this is never required as
the represented variables are expected to be directly observ-
able, or are estimated (e.g. using EM). The fact that there is a
level of abstraction between concepts represented at nodes in
an AN and features directly observable in the environment
is also a source of power for ANs. Because this level of
abstraction is via an explicitly represented mechanism (the
empirical verification procedure), these abstractions can be
directly operated upon by learning, though these procedures
are not detailed here. This means that the number of distinc-
tions made by a given AN node can be adjusted, increasing or
decreasing the level of distinction made by a particular set of
equivalence classes. Also, the specific division of actual world
states into these equivalence classes can be directly operated
upon, potentially changing the constituency of equivalence
classes. Because BNs do not deal with features in terms of
such explicitly represented abstractions, this type of operation
is not possible when learning over BNs.

We used a randomly generated set of synthetic learning
problems to compare the performance of ANs with BNs.
The environment consists of a fixed abstraction network, over
which no learning will occur, that represents the correct, target
content (and structure) for the problem. Given this fixed AN,
we then create a separate ”learner” AN that will be initialized
with random knowledge content and expected to learn to

functionally match the content of the target AN. By ”functional
matching”, we mean that we will only measure error based
on whether the learner AN is able to produce output values
that match those of the fixed AN – we will not actually
inspect the contents of individual nodes. We also create a
BN with identical structure and initialize the CPTs randomly.
We used the Bayes Net Toolbox (BNT; bnt.sourceforge.net)
implementation of BNs, learning with sequential parameter
updating from complete data. Note that this means that the
BN examines the true value of every feature when learning
from each example, while the AN learner in general does
not do so. Because the work described here is concerned
only with repairing content and not structure, we do build the
learners with correct structure that matches that of the fixed
AN. Training proceeds by (1) generating a pseudo-random
sequence of floating point numbers to serve as the observations
for the input nodes of the ANs, (2) performing inference with
the fixed AN, saving the values produced by all intermediate
nodes as well as the root node, (3) performing inference with
the learner AN and (4) performing SCA and learning over
the learner AN according to the procedures described above.
EVPs within the inputs of both ANs are set up to quantize the
floating point observations. EVPs are not needed at non-leaf
nodes in the fixed AN, since no learning will occur. EVPs at
non-leaf nodes in the learning AN are set up to examine the
saved output value from the corresponding node in the fixed
AN, while the output values from all nodes in the fixed AN
are composed into a complete feature vector for use by the
BN learner. In these experiments we once again use simple
table update learners within each node in the learner AN.
Results obtained when inputs were drawn from a non-uniform
distribution are depicted in Figure 4, along with the results of
linear regression.

Fig. 4. Error per block (Y-axis) vs. block number (X-axis) for network layer
sizes 10-5-2-1, 20 values per node, averaged over 10 random repeats, 100
blocks of 100 examples.

These results lend support to the claim that ANs offer
competitive learning per example in at least some learning
scenarios, even though fewer feature values are examined



per example. For instance, in the scenario of Figure 4, the
AN learner examined an average of 6.98 feature values per
example, while the BN learner examined all 8 non-leaf values
for each example. However, the AN still gave comparable
to better performance in terms of error rate decrease per
example. If the resource cost of obtaining feature values from
the environment is significant, this property of ANs translates
to resource (e.g. time) savings.

The time cost of online learning and inference in ANs vs
BNs as a function of network size is show in Figure 5. Here,
time is shown on the Y-axis, and network size is shown on
the X-axis. The X-axis values are the number of layers in the
network trained, and each network is a binary tree (thus, for
example, a 3-layer tree in this experiment will have 7 nodes).

Fig. 5. # of layers in binary tree vs time with 5 values possible at each
node, 10 blocks of 10 examples.

Empirically, it appears that the cost of online learning and
inference for BNs is increasing more rapidly than that of
ANs as a function of network size. An additional note here is
that probing of actual variable values was done once, and the
results provided to both the AN and BN learners (though only
results requested by the AN SCA procedure would actually
be passed to the AN). This means that the time cost of the
additional probes required for the BN learner is not reflected
in the data presented in this section. If the procedures for
obtaining variable values have non-negligible cost, the time
used by BNs will in practice be even more significantly above
that used by an AN. Of course, BNs are more general than
ANs, but it does appear that there is some advantage in
problems where ANs are applicable.

VI. CONCLUSIONS

This paper presents a learning technique for automatically
repairing the abstraction network in bottom-up hierarchical
classification methods such as structured matching. Through
the property of empirical determinability, the AN method
prescribes representations that directly address the need to
perform credit assignment over the resulting top-level struc-
ture. The experiments described here provide evidence that
the AN representation and accompanying learning technique
are sufficient for knowledge repair, and secondarily that the
technique provides benefits in terms of efficiency. Further,

applicability in multiple domains supports the generality of
the method. This means that if a problem framing and set
of components can be defined according to the property of
empirical determinability for a given problem with the proper
characteristics, the resulting AN can be repaired automatically.
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