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Abstract—Web ranking is one of the most successful and This link-locality naturally suggests the importance of source-
widely used collaborative computing applications, in which Web centric link analysis. Complementary to the page-based view,
pages collaborate in the form of varying degree of relationships e goyrce-centric view relies on a hierarchical abstraction
to assess their relative quality. Though many observe that links .
display strong source-centric locality, for example, in terms of of the flat page-level view and_ reflects many natural types
administrative domains and hosts, most Web ranking analysis to Of structured human collaborations. For example, we could
date has focused on the flat page-level Web linkage structure. In imagine ranking all database students at a university according
this paper we develop a framework for link-based collaborative tg the views of the database community alone. We could then
ranking of the Web by utilizing the strong Web link structure. ey the hierarchy to rank the database department relative
We argue that this source-centric link analysis is promising to the other d ¢ ts at th . itv. Einall Id
since it captures the natural link-locality structure of the Web, 0 the other _Epar _men_s a Q university. Fina y,_We _C_Ou
can provide more appealing and efficient Web applications, and rank the entire university relative to all other universities.
reflects many natural types of structured human collaborations. Hence, this structured collaborative approach allows us to treat
Concretely, we propose a generic framework for source-centric the nature of relationships at each level differently.
collaborative ranking of the Web. This paper makes two unique Research on source-centric link analysis has shown some

contributions. First, we provide a rigorous study of the set of . itial h t studi th ¢
critical parameters that can impact source-centric link analysis, 'Mftial SUCCESS, however, most studies over the past years

such as source size, the presence of self-links, and differenthave focused exclusively on a single gealimproving the
source-citation link weighting schemes (e.g., uniform, link count, efficiency of page-based ranking algorithms (e.g., [7], [18],
source consensus). Second, we conduct a large-scale experimentgp2]). All of the approaches have explored only a fraction
study to understand how different parameter settings may ot the parameter space, leaving many important questions
impact the time complexity, stability, and spam-resilience of Web ; g
ranking. We find that careful tuning of these parameters is unanswered' We argue that fu'IIy explorlng Source'cem”q link
vital to ensure success over each objective and to balance thednalysis can have a profound impact on link-based algorithms
performance across all objectives. and our general understanding of the Web.

In this paper, we propose a parameterized framework to
support the systematic study and evaluation of source-centric
From its earliest days, the Web has been the subjectliwk analysis of the Web in a variety of application settings.

intense focus for organizing, sorting, and understanding Mge address the following three important open questions:
massive amount of data. One of the most popular and effectivg what are the most important parameters for guiding
Web analysis approaches is collaborative Web ranking, in soyrce-centric link analysis?
which link relationships on the Web are used to assess the
importance of Web pages. By considering the number and
nature of link relationships among Web pages, each page can
be ranked according to the overall view of all Web pages® What impact do the parameter settings have on the ef-
The essence of this collaborative approach to ranking has fectiveness of the analysis? Do certain parameter settings
been adapted to power community-based Web discovery tools conflict or correlate with the objectives?
like Digg and to organize massive collaborative review and Concretely, we identify a set of critical parameters that
feedback systems like those used by eBay and Amazon. can impact the effectiveness of source-centric link analysis,
Interestingly, most link-based ranking algorithms to dat@cluding source size, the presence of self-links, and different
have been based on the most basic Web elemafeb pages. source-citation link weighting schemes (e.g., uniform, link
Page-based link analysis relies on a fundamentally flat viesunt, source consensus). We provide a rigorous study on the
of the Web, in which all pages are treated as equal nodes iset of critical parameters, especially with respect to the above
Web graph. In contrast, a number of recent studies have notetiiee open questions. All previously proposed approaches are
strong Web link structure, in which links display strong sourcenstances of our parameterized framework and have certain
centric locality in terms of domains and hosts (e.g., [3], [18]Hrawbacks in terms of their applicability to different source-

I. INTRODUCTION

How should these parameters be set to achieve the specific
objectives of the source-centric link analysis?



centric link analysis objectives. We conduct a large-scale We identify four key parameters that impact source-centric
comparative study of different parameter settings of sourdeik analysis with respect to these three objectives:

cent_ric link analys_is over thrge Iarge Web datasets againgt ggurce Definition ): The first and most important pa-
multiple and possibly competing objectives. Through exper- yameter is the source definition. The determination of how
imental evaluation of our parameterized framework over three g rces are organized is at the heart of source-centric
objectives — time complexity, stability, and spam-resilience |ink analysis and all other parameter settings are entirely
— we show how the parameters should be tuned to ensure yependent on the source definition.

efficient, stable, and robust Web ranking. e Source-Centric Citationd): The second parameter we

consider is the nature of the citation-based association
between sources. We study the presence and strength of
In this section, we identify important parameters for guiding the linkage arrangements from one source to another.

source-centric link analysisSLA), and discuss how these ¢ Source Size _ﬂ@) Since sources may vary greatly in the
parameters impact the effectiveness of link analysis. Source- number of constituent pages, the third parameter we study
centric link analysis relies on a source view of the Web. Just is source size and how this non-linkage information may
as the page grapfi> = (P, L) models the Web as a directed  be directly incorporated into the analysis.

graph where the nodes of the graph correspond to Web paggsy,ication-Specific Parametersr): Finally, there may

7 and the set of directed edgés> correspond to hyperlinks o 'some additional application-specific parameters that are

between pages, theource graphhas nodes that correspond necessary, e.g., the number of iterations to run a ranking
to sources and edges that denote the linkage between Sourcesalgorithm until sufficient convergence

We use the ternsource edgeo refer to the notion of source- . oo o

centric citation. A sources,; has a source edge to another e describe source-centric link analysis in terms of an
sources, if one page ins; has a hyperlink to a page is. application, a specific objective, and as a combination of these
We call s, the originating source and, the target source,  OUr ParametersSLA<app,opj> (I'; ©; 5; T). _

In general, a source graph can consist of multiple levels £In the following sections, we discuss the first _three (_)f
source-hierarchy; that is, a page may belong to a source t Se Important p.aramet.ers, .present some of their possible
belongs to a larger source, and so on. In the rest of this pa gftings, a”?' provide insight into hOW best_ thgse paramet_ers
we shall require that each page in the page graph belong gy be assigned based on the ultimate objectives of the link

one and only one source in the source graph, meaning that%ﬁ‘@lys's' We examine the fourth parameter in the context of

hierarchal view of the Web consists of two-levels: a page leyfeb ranking in Section ll. As we will see in our evaluation in

and a source level. Hence, a Web source g@ph- (S, Ls) Section 1V, a careful approach to these parameters is nhecessary

is a directed graph where the nodes of the graph correspon(ﬁou?nsure high-quality results across objectives.
Web sources i and the set of directed edg€g corresponds g parameter 1: Source Definition
to source edges as described above.

Il. KEY PARAMETERS FORSLA

How does the source definition impact the quality of source-
centric link analysis with respect to the three objectives?
Clearly, the determination of how sources are organized should

Given the source view of the Web, we next discuss thfave a profound impact on the quality and value of source-
choice of parameters for guiding source-centric link analysigentric link analysis. To understand the importance of source
The choice of parameters and their specific settings are gregfinition, we consider five different approaches — at one
impacted by the particular application of the link analysis (€.gxtreme we treat each page as a unique source, meaning that
ranking, categorization, clustering). In this paper, we focus otHe source view of the Web corresponds directly to the page
parameter discussion on three objectives that are fundameptaly; at another extreme we disregard all page relationships
across link analysis applications and of particular importang@d randomly assign pages to sources. The other approaches
to Web ranking: rely on the link-locality of the Web and assign pages based

e Time complexity: Since the Web is incredibly large, oupn their administrative organization — by domain, host, or
first objective is to leverage the higher source-abstractigirectory.
level to improve the time complexity relative to page-based To illustrate the locality-based linking phenomenon on the
approaches. Web, we consider three large real-world Web datasets. The
Stability: The second objective is to study the stabilitf/St dataset JK2002 —is derived from a 2002 crawl of the

Ik top-level-domain by UbiCrawler [4]. The second dataset

—1T2004 — is derived from a 2004 crawl of th& top-level-
omain, again by UbiCrawler. The third dataséi\\B2001 —

s originally collected by the Stanford WebBase prdjecd

A. Overview

of source-centric link analysis in the face of the Web
constant evolution.

e Spame-resilience: Finally, since Web spammers deliberat
manipulate link analysis algorithms, our third objective
is to understand the spam-resilience properties of sourcettp://dbpubs.stanford.edu:8090/ testbed/
centric link analysis. doc2/WebBase/



includes pages from a wide variety of top-level-domains. Athe underlying page graph. Different page edges often carry

three datasets are availablehtp://webgraph-data. different significance with respect to the sources involved.

dsi.unimi.it/ . For each dataset we report the number &@areful design that takes these factors into account is critical,

pages and links in Table I, where the data has been cleared so the second parameter we study is the nature and

by the typical pre-processing step of removing all self-linksstrength of source-centric citation from one source to another.
Given the directed source graghs = (S, Ls), our goal

is to understand the source-centric citation in terms of the

appropriate edge weights for the set of directed edfes

Let w(s;,s;) denote the weight assigned to the source edge

TABLE |
SUMMARY OF DATASETS (IN MILLIONS)

Dataset | Pages| Links (si,s5) € Ls. We consider source-centric citation as a scalar
UK2002 1851 202.2 value in the rang€0, 1], where the outgoing edge weights for
IT2004 4131 1,135.7 any source sum to 1. In cases where the normalization is not
WB2001 | 118.1| 992.8 explicit, we will require the normalization of the raw edge

weights. We consider six edge weighting schemes.

In Table II, we report four classes of links over these threl Uniform: This is the simplest case where all source edges
datasets. We report the fraction of all links that point fromointing out from an originating source are treated equally.
pages in one domain to pages in teamedomain (intra- This uniform (u)weighting is defined as:
domain links), the fraction that point from pages in one host W (55, 5;) = 1
to pages in thesamehost (intra-host links), and the fraction """ > < T|[(si,s1) € Ls]
that point from pages in one directory to pages in $aene where the indicator functiofi(-) resolves to 1 if the argument
directory or lower in the directory hierarchy (intra-directoryto the function is true, and O otherwise.
links). Note that we consider intra-directory links from the first Since each node in the source graph is an aggregation
directory level only. Since the WB2001 dataset includes pagefs one or more pages, treating each source edge equally
from many domains, we also report the fraction of pages may not properly capture the citation strength between two
WB2001 that point from pages in one top-level domain (TLD3ources. With this in mind, we next introduce three source edge
to pages in thesameTLD (intra-TLD links). weighting schemes that are based on the hyperlink information
encoded in the page graghy = (P, Lp).

2. Link Count: The link count scheme assigns edge weights
based on the count gfage linksbetween pages that belong to

TABLE I
FRACTION OF PAGE LINKS

Intra- Intra- Intra- Intra- sources. Such an edge weighting is effective when we would
Dataset | TLD | Domain | Host | Directory like to reward sources that have strong linkage at the page
UK2002 - 94.6% | 92.3% | 66.9% level. We define thdink count (Ic)weighting as:
— 0, 0, 0, . ) — . .
WB200T | 97.9% | 95'5% | 9419 6Z.7% Wiel51:53) = Lpst)snyltos)=s; L (Pro1) € L)
o7 97 =7 D where the source to which page belongs is denoted(p;).

o ) 3. Source ConsensusThis edge weighting scheme counts

These sta_tlst|cs con_S|stentIy show t_hat thg Web exhibitfs number ofunique pagesvithin an originating source that
strong locality-based link structure. Given this phenomenogyin 1 a target source. The main motivation behind the design
it is natural to assign pages to sources based on one of thgsgis scheme is to address the weakness of the link count
administrative organizations. Hence, we study five differejeighting scheme. For example, we may wish to differentiate
settings for the source definition parameifer by domain, by penween the case where a single page within the originating
host, by directory, as well as the extremes of by page, and &yrce is contributing alh links to the target, and the case
random asagnmeﬁt. _ . . where there are pages in the originating source and each has

As we shall see in Section IV, the analysis quality dependsgingle link to the target. We capture this notionsoiurce
heavily on the presence of link locality and the source defynsensus (sdp the following edge weighting definition:
inition. We find that a lack of locality results in poor time
complexity, but that even moderate locality £5%) leads to wSC(Si’Sj)_ = Zpils(pi):‘qi (vpjls(m):%' Zl(piops) € ﬁ?])
good time complexity and stability results that are comparatffe Target Diffusion: In contrast to how many pages in the
with source definitions with extremely high locality. originating source are respons_lble fqr the page links betwgen
sources, another factor that is of interest when evaluating

C. Parameter 2: Source-Centric Citation source-citation strength is the number of different target pages
Unlike the straightforward notion of linkage in the pagéhat are pointed to by the originating source. Tteeget
graph, source edges are derived from the page edgesdiffusion (td)weighting is defined as:
wea(si; 85) = ij\s(m):sj (\/Pils(m):si Z[(pi,pj) € EP])

20f course, not all pages grouped by domain, host, or directo : . .
will always form a coherent Web source. It may also make sense"%‘?h of the previous three alternatives to the uniform edge

assign pages to sources based on their topical locality as identifi¥gighting scheme 4ink count source consensusndtarget
in [10]. We are pursuing these issues in our continuing research. diffusion— relies exclusively on the page linkage between the



component pages in each source. In addition to these purefyinterest (like source topic or source trustworthiness), but
link-based approaches, we also consider two approaches thahis paper we shall restrict our examination to source size.
rely on both the page links and thlypiality of the pages that The parameteE considers two options — the size in pages of
provide the linking, where we denote paggs quality score each source; (denoted by|s;|) and no size information. As
by ¢(p;). There are a number of ways for assigning a qualitye shall see in Section IV, source size is a very important
value to each page, including the PageRank score for the ppgeameter for the stability of the algorithm, but results in
or by using a simple heuristic like the page’s relative depth the least satisfactory in terms of spam-resilience. In our
the directory tree. Additionally, content-based factors may lexperiments we further explore this fundamental tension.
incorporated in the quality component to reward certain source

associations, like those between topically-similar sources.

5. Quality-Weighted Link Count: This edge weighting

scheme directly integrates the page quality score into the I1l. APPLYING SLA TO WEB RANKING

link count weighting scheme. Lefq) denote the use of a

page quality metric. We define the quality-weighted link count

scheme as follows: The parameters introduced in the previous section can be
Wie(q) (815 55) = st(p,;):si;pj|s(p_,.):sj q(pi) - cqmbined ina num_ber of way to aphie_ve a particular_objective
T (pi,p;) € Lp] with respect to a link-based application (e.g., ranking, clus-

6. Quality-Weighted Source ConsensusSimilarly, we can tering). To more fully examine source-centric link analysis,
integrate the page quality score into tBeurce consensuswe select one application area — Web ranking — and examine
edge weighting scheme to produce the quality-weighted soutbe parameter settings with respect to the three objectives
consensus edge weighting scheme: — time complexity, stability, and spam-resilience. Source-
Wse(q) (54, 55) = Zpils(pi):&i q(p;) . _centric ran_kin_g ha_s i_ntuitiye appeal since many users may be

interested in identifying highly-ranked sources of information
(Vi tsmy—s, Z0ispy) € £7])

‘ . . . . ée.g., CNN or ESPN) rather than specific pages.

Interesting to note is that there is not a natural quality-weighted ) o o
extension to thearget diffusionedge weighting scheme since H?re, we adopt a ranking approach that is similar in spirit to
this edge weighting scheme is not focused on which pagetn? random surfer” model o_fte_n used to _descrlbe PageRank,
the source is providing the forward linkage. but adapted to source-centric link analysis. Just as PageRank

Another factor that can influence source-centric citation RFovides a single global authority score to each page on the
whether we take into account self-edges. Given a particulfeP based on the linkage structure of the entire Web, the
edge weighting scheme, there may be some applications th2{rce-centric ranking approaci kA ranx) can be used to
require self-edges, while others do not. For example, infank all sources. In g_eneral, a source W|II_ be ranked highly if
ranking context, a self-edge may be interpreted as a self-v§i@"y other high-ranking sources point to it. We denote source
by the source, meaning that the source could manipulate s authority score ag;, whereo; > (éﬂb indicates that the
own rank. In the case where self-edges are eliminated, we Wil source 1S more important than tb source. We Wr!te
require the edge weight (s, s;) = 0 for all s; € S. On the the authority score for all sources using the vector notadipn
other hand, it may be reasonable to include self-edges siftldere all|S| sources are assigned a score.
the locality-based structure of Web links indicates a strong The random walk over the source graph proceeds as follows.
degree of association between a source and itself. For each source € S:
soﬂrizciit:t/i?) nsr;aallracrﬁgf’ger :\évsl\lfosg;ef:cti IS:;tpl)nlgezstvretrhe. With probability «, the random source walker follows one

. . A e "~ of the source edges of sour
sions of the six association strength edge weighting schemes. N g S8
We find that some edge weighting schemes are extremeRy With probability 1 — «, the random source walker teleports
vulnerable to spam manipulation, while others are much less 0 @ randomly selected source.

vulnerable. In .terms of stability, we find that self-edges have \\e refer to the first option as thexlge following factoand

a very strong impact. the second option as theleportation factor Associated with

the edge following factoris an |S| x |S| transition matrix

T, where theij*" entry indicates the probability that the
Since sources may vary greatly in size, from a source mndom source walker will navigate from sourgeto source

a single page to a source encompassing millions of pages, Associated with theeleportation factoris an |S|-length

what is the impact of source size on the underlying objectivésleportation probability distribution, wherec; indicates the

of source-centric link analysis? For many applications it mgyobability that the random walker will teleport to sourge

be reasonable to distinguish between sources based on Sheh a random walk may be modelled by a time-homogenous

per-source size discrepancy. Source size is one exampleMafrkov Chain and written in terms of the stochastic transition

non-linkage information that can be incorporated into the linkatrix T, whereT is a combination of both thedge following

analysis. Of course, there could be other non-link informatidactor and theteleportation factoraccording to the mixing

D. Parameter 3: Source Size



parameter:3 e Spam-Resilience:Web spammers spend a considerable
effort on manipulating Web-based ranking algorithms,
Tea T+ (1-a)-1-c7 and recent studies suggest that it affects a significant

portion of all Web content, including 8% of pages [15]

Since the source graph may have disconnected components?nd 18% of sites [17]. To evaluate the spam-resilience
and to gracefully deal with nodes that have no out-links, the Properties, we measure the impact of several spam sce-
teleportation factor is included as a “fix” to guarantee that Narios in terms of the ranking impact on a target source:
the transition matrix associated with the Markov chain be SLARank:Spam(I'; ©;5;T).
both aperiodic and irreducible, which ensures convergence tosa Approximating PageRank: Finally, we consider the
stationary distribution. The stationary distributionBf(which ranking-specific objective of approximating the traditional
is its principal eigenvector) encodes the long-term probability global PageRank vector by combining the source-level
of a random walker being at each particular source. We can ranking information with per-source ranking information.
interpret this distribution ag, encoding the authority scores  Such approximation promises to speed the PageRank cal-
for all sources. culation considerablyS LA ronk: appros(I'; ©;2; T).

Given the source-centric ranking mode¥{Ar..x), We  Several previous research efforts have considered a source-
next address two questions: (1) How do the source-centgigntric ranking calculation over groups of pages, including
link analysis parameters map to the Web ranking context? 3¢l and [12]. These approaches have had different ultimate
(2) How do we evaluate the objectives of link analysis in thgpjectives, and each approach has focused exclusively on a
context of Web ranking? handful of parameter settings with respect to a single objective.
1. Mapping Parameters:All four parameters — Source Defini-The first approach sought to bootstrap the calculation of
tion ('), source-centric Citationd), Source SizeX), and the PageRank with an initial starting “guess” derived from a
Application-Specific Parameter&’] — impact Web ranking. decomposition of the Web into a higher-level block layer and a
Clearly, the source definition is critically important since ifocal level [18]. The second approach has focused on replacing
determines the fundamental unit of ranking. The source-centi@ traditional PageRank vector with an alternative ranking
citation is necessary to construct the transition maffix approach by determining a page’s authority as a combination
according to the edge weights determineddnythat isT;; = of multiple disjoint levels of rank authority (e.g., [7], [21],
w(s;,s5)). The source size parameter can be used to guig], [25], [30]); the traditional PageRank vector is never

the teleportation factor — that is = \5i|/2‘_$|1 |s;| — which computed. The third approach decentralizes the computation
J:

intuitively captures the behavior of a random surfer bein%f PageRank for use |n. peer-to-peer networI.<S (e.g., [27], [29]).
more likely to jump to large sources. Alternatively, source Each of these previous approaches relies on only a few

size can be disregarded so the teleportation factors defaligd@Meter settings in the context of a single objective and
to a uniform distributionz; = 1/|S|. For Web ranking, there can be seen as a fairly limited exploration of the parameter

are two application-specific parameters — the mixing parame ce ofSLARank. For example, the BlockRank [18] and

o and the convergence criterion for terminating the algorithrr€"VerRank [27] algorithms both consider host-level sources,
2. Evaluating Objectives: We briefly discuss each of the? guality-weighted link count citation weight with self-edges,

objectives and their necessary parameters. In addition to vﬁeﬂas ?sregard soturce tst!ze. Bt)r/1 cggsudermg t.rt\et. five st?'urce
time complexity, stability, and spam-resilience objectives, efinition parameter Settings, the source-citation Setungs,

also consider a fourth objective that is specific to Web ranki d thet two t(;:tl_eport?tlon vectors, V;’? exan:(l_ne 120 different
_ approximating PageRank. rameter settings for source-centric rankin®L 4 rank),

which we evaluate over four distinct objectives. To the best
e Time Complexity: To measure time complexity, we examf our knowledge, ours is the first study to consider such
ine the calculation efficiency of the source-centric ranking large parameter space and in the context of multiple,
approach in terms of the time it takes to calculate eagssibly competing objectives. In the following section, we
ranking vector:SLAgank;rime(I'; ©; Z; T). shall conduct the first large-scale comparative study to evaluate
e Stability: We consider two flavors of stability. First, wesource ranking in terms of this parameter space and the four
evaluate the stability of the ranking algorithm as the Wedibjectives. In our continuing research, we are studying the
graph evolves, and new pages and sources are discovefednal properties of these competing objectives. In this paper,
Second, we investigate the stability in terms of the similawe shall evaluate them experimentally.
ity of rankings induced by the various parameter settings:
SLARank:stab(T;0;Z; T). IV. EXPERIMENTAL EVALUATION

In this section, we evaluate source-centric link analysis in

*We adopt a fairly standard solution for handling sources with e context of Web ranking with respect to four objectives
outlinks (so-called dangling sources), whereby we make the transmont. lexit i tabilit i d
matrix row stochastic by adding new edges from each dangling source Ime compiexity, ranking stability, spam-resilience, an

to every other source. Due to the space restriction, we omit tR@Proximating PageRank. We are interested to understand
detailed discussion here. what are the most important parameters, how these parameters



TABLE Il
SOURCE GRAPH SUMMARY — BY SOURCEDEFINITION

Domain Host Dir Rand Page

Dataset | Nodes Links | Nodes Links | Nodes Links | Nodes Links | Nodes Links
UK2002 81k 1.2m 98k 1.6m 360k 3.5m 98k 286.0m| 18.5m 292.2m
IT2004 136k 2.7m| 141k 2.8m| 505k 8.6m| 141k 1,069.3m| 41.3m 1,135.7m
WB2001 | 620k 10.5m| 739k 12.4m| 3,315k 24.7m| 739k 955.4m| 118.1m 992.8m

should be set, and what impact these parameter settings hewearce-size-based vectaty).
on competing objectives. We find that careful tuning of thes§
parameters is vital to ensure success over each objective, an
that some objectives cannot be maximized without negativelyVVe rely on two distance metrics for comparing ranking

(J\/Ieasures of Ranking Distance

impacting other objectives. vectors. The Kendall Tau Distance Metric [14] is based solely
on the relative ordering of the sources in two ranking vectors.
A. Experimental Setup In contrast, the Jensen-Shannon Divergence [20] measures

. L Bhe distributional similarity of two vectors, meaning that it
All of our experimental evaluation is over the three We . . \ .

; . . considers the magnitude of each source’s authority score and
datasets described in Section II-B. For each dataset we €Xx-" : :

. . . . rH)t just the relative ordering of the sources.

tracted the domain, host, and directory information for eac
page URL and assigned pages to sources based on th&zedall Tau Distance MetricThis metric measures the relative
characteristics. We also consider the extreme case when eartering of two lists of ranked objects [14]. It is based on the
page belongs to its own source (equivalent to the page grapfginal Kendall Tau correlation described in [19] and provides
described in Table 1). For the random source definition, wenotion of how closely two lists rank the same set of objects
set the number of nodes in the graph to be the same as fbeWeb sources in our case). The Kendall Tau distance metric
number of hosts. In Table Ill, we present summary informatidakes values in the range [0,1], where two rankings that are
for each of the source graphs (including self-edges). Note tlextactly the same have a distance of 0, and two rankings in the
the random source graph displays nearly no link-locality, witteverse order have a distance of 1. We rely on a variation of

less than 1% of all page links being intra-source. an O(nlogn) version described in [5].

All of the ranking code was written in Java. The data ma'yS-DivergenceThe Jensen-Shannon divergence is a measure
agement component was based on the WebGraph compresgog, e gistributional similarity between two probability dis-

framework described _i” [6] for managing large Web grapr}ﬁbutions [20]. It is based on the relative entropy measure
in memory. All experiments were run on a dual processg(lgV

| 5 ith ¢ r KL-divergence), which measures the difference between
Inte| XEON at 2.8GHz with 8GB of memory. We measureq, probability distributionsp and ¢ over an event space

the convergence rate for all ranking calculations using t%. KL(p,q) = 3 p(a) - log(p(x)/q(x)). If we let p
: 4) = Zizex :

L2-distance of successive iterations of the Power Methogle one of the ranking vectoxs, and ¢ be the other ranking

We terminated the ranking calculations once the L2—distan9gctora/, then we haveK (o, 0’) = 3, 0 - log(o:/0?).
dropped below a threshold of 10e-9. Intuitively, the KL-divergence indicates the inefficiency (in
As a baseline, we computed the global PageRank vecigrys of wasted bits) of using thedistribution to encode the
() over each page graph using the standard Power Met%ﬁistribution. Since the KL-divergence is not a true distance
and the parameters typically used in the literature (€.9., [24}etric, the JS-divergence has been developed to overcome this
including a mixing parameter of 0.85, a uniform teleportat'oghortcoming, where:
vector, and a uniform link following probability. JS(0,0") = p KL(o, pro+d20" )+ K L(0", d10+pa0”)
For the quality-weighted edge weighting, we measure thg,q ¢1,62 >0 and ¢y + ¢» = 1. In the experiments reported
quality of each pagg(p:) using the page's PageRank scorg, this paper, we conside; = ¢» = 0.5. The JS-divergence
mi. Although in practice it may not be reasonable to use thgyes values in the range [0,1] with lower values indicating

PageRank score as a measure of quality since it is S0 expengiég distance between the two ranking vectors.
to calculate, we include these PageRank-weighted options here

to more fully understand their impact relative to the edde- Objective-Driven Evaluation
weighting schemes that do not require PageRank. We report the most significant results from a total of 360
For compactness, we shall write a particulsdf Ag,,.;,  different ranking vectors we computed by combining the five
parameter combination lik8 R (T}, c,.), where the transition source definitions, the 12 source-citation edge weights, the
matrix T is appended with a subscript to indicate which sourde/o teleportation vectors, and the three datasets. For the 360
edge weighting scheme we us€y, Trc, and so on. We ranking vectors we analyze, we fix the mixing parameter
shall append an asterisk to the transition matrix to indicag the commonly adopted value of 0.85. Note that we also
the inclusion of self-edge&™. For the choice of teleportation varied « in our preliminary experiments, but find that there is
vectorc, we consider the standard uniform vectog)and the no significant change in the results we report here.
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Fig. 1. Parameter Tuning: Ranking Distance Versus Baseline Configuration

1) Time Complexity:We begin by examining the ranking 2) Stability — Ranking Similarity:We next explore the
efficiency of the source-centric ranking approach in terms parameter space to investigate the stability in terms of the
the time it takes to calculate each ranking vector. Recall thgimilarity of rankings induced by the various parameter set-
the PageRank-style calculation scans the link file for eatings. Due to its popularity in other works (e.g. [18], [29]),
source graph multiple times until convergence. we adopt a baseline ranking based on the link count edge

Table IV shows the average time per iteration to calculaveeight with self-edges and a uniform teleportation vector,
the ranking vector over the five different source graphs f&fR(T},c.), and report seven alternative ranking vectors
each of the datasets. We report the results for a rankingmputed by tweaking these baseline parameter settings.
based on the uniform edge weight and a uniform teleportatit¥e consider a version without self-edge$R(Trc,c,)), a
vector: SR(Ty, c, ). These general per-iteration results alsgersion including self-edges and the size-based teleportation
hold for the total time to reach the L2 stopping criterion. In outomponent§R(T7 -, cs)), and five additional versions using
examination of the 360 different ranking vectors, we find thdlhe other edge weighting schemes (e §R(Tj;,c,)) as
the source definition has the most significant impact on tisiown in Table V. We report the results for the host-based
calculation time, since the source definition directly impacgraph in this section; we see similar results across the directory
the size of the source graph. The choice of edge weiglasd domain source definition settings.
and teleportation vector has little discernable impact on the

calculation time. . Edge |  Seli- | Telep.

Shorthand | Version Weight | Edges?| Factor

Source Definition Baseline SR(TLC,CU) LC Yes | Uniform

Dataset | Domain | Host | Dir | Rand | Page NoL SR(Twrc,Cu LC No | Uniform

UK2002 0.02] 003] 007 | 245 2.76 Size SR(TLCvCS) LC Yes |  Size

IT2004 0.05| 0.05| 0.13| 9.33| 9.44 Uni SR(TU’%) U Yes | Uniform

WB2001|  0.21| 0.25| 0.46 | 11.32| 12.28 SC R(Tsc, Cu) SC|  Yes | Uniform

TD SR(TTD, Cu) TD Yes | Uniform

TABLE IV LC(q) SR(TLc(g,c) | LC(Q) Yes | Uniform

WALLCLOCK TIME (MINUTES) PER ITERATION SC(q) SR(TSC(q)7 Cu) SC(q) Yes | Uniform
TABLE V

RANKING SIMILARITY : PARAMETER SETTINGS
As we can see, the directory, host, and domain source

definitions result in ranking computation that is one to two

orders of magnitude faster than the page-based graph. Sinckn Figure 1, we compare the ranking vector resulting from
PageRank over a Web graph of billions of nodes takes daye baseline parameter settings with the ranking vector result-
or weeks, this improvement is important for source-centring from each of these seven alternative parameter settings.
ranking to compensate for PageRank’s slow time-to-updaféhe y-axis measures the distance between these alternative
The random source definition performs poorly, even thoughnking vectors and the baseline configuration via the Kendall
there are the same number of nodes in the random grafdu Distance Metric and the JS-Divergence.

as in the host graph. The key difference is that the randomAs we can see, the exclusion of self-edgli®l() and the
graph has no link locality structure, and hence consists dfioice of teleportation vectoS{ze ) are the two factors with
nearly as many links as in the page graph. We conclude thia¢ most significant impact on the resulting ranking vector
link locality strongly impacts the degree of source graph size terms of ranking distance from the baseline setting. Hence,
reduction, and hence, the ranking calculation time. Due to itee must be careful when setting these two critical parameters,
poor performance, we shall drop the random source definitisimce the resulting ranking vectors depend so heavily on them.
from the rest of our reported experimental results. The choice of edge weights has less impact, though we observe



that the uniform edge weighting results in the most dissimilaanked lists. These results further validate the source stability,
ranking vector of all the edge weighting schemes. The uniforbut are omitted here due to the space constraint.

edge weighting scheme is a less intuitively satisfactory edge
weighting scheme, and these results confirm this view. What is 0.4
interesting here is that the Source Consensus, Target Diffusion,

- PageRank

;

Quality-Weighted Link Count, and Quality-Weighted Source go_a igg Egggsﬁ:;)

Consensqs edge _welghts have a relatively minor llmpact on § \-\_D_SR (WithSize)

the resulting ranking vector versus the baseline Link Count =

version. We note that the Quality-Weighted Link Count de- £ 02 SN

viates very little from the Link Count version, in spite of § \'\

the incorporation of the expensive PageRank scores. This is "201 D\

encouraging since it means we need not rely on PageRank for £~ e

assessing source quality. e \D\D\\S\\ﬁ
3) Stability — Link Evolution:We next evaluate the stability 0.0 ‘ ‘ - ‘

of SLAR.., as the Web graph evolves for each of the three 0% A onotpages o

Web datasets. Since the source view of the Web provides an

aggregate view over Web pages, we anticipate that domain, Fig. 2. Ranking Stability — WB2001

host, and directory-based rankings should be less subject

to changes in the underlying page graph than page-based) Approximating PageRankAs we have mentioned, one

rankings. Our goal is to emulate the gradual discovery of the important goals of source-centric ranking is to approx-

Web pages, similar to how a Web crawler may incrementalijpate the traditional global PageRank vector by combining

discover new pages for ranking. the source-level ranking information with per-source ranking
For each dataset, we randomly selected a fraction of tiigormation (the local PageRank scores). Such approximation

pages (10%, 30%, ...) and computed the standard PageR@ffknises to speed the PageRank calculation considerably. In

vector over just this fraction of pages, yieldimag o, w50, this experiment we aim to understand under what conditions

and so on. Additionally, we computed the ranking vector f@ource-centric ranking may be used to reasonably approximate

the domain, host, and directory-based source graphs deriRageRank.

from the same fraction of all pages, yieldinggy,, o305, and To approximate PageRank, we decompose the global Page-

so on. We then compared the relative page rankings for tRank of a page into source and local components:

pages inmig9, T30%, ..., 10 the relative rankings of thexact

same pagesn the PageRank vector for the full Web page m(pi) = o(s;) - m(pils;) 1)

graph. Similarly, we compared the relative source ranking\;nere we denote the local PageRank score for page
for the sources ir1o%, 305, ..., 10 the relative rankings of sourcej asn(p;|s;). The local PageRank score is calculated
the exact same sources the ranking vector for the full Web bz;sed only on local knowledge (e.g., based on the linkage

source graph. To evaluate the stability, we rely on the Kendﬁ{ ormation of pages within the source), takes comparably

Talu I?;_stancezmetnchas ar:neasulige of ranklr]:g errzor.WBZOO little time relative to the full PageRank calculation, and forms
n Figure 2 we show the ranking error for the robability distribution (i.e.zpkesj m(prls;) = 1).

dataset for PageRank and for three representative paramet or the PageRank decomposition to hold over all pages,

settings over the host-based source graph — the baseline verﬁi'gg”y we would have that the local PageRank scar@s] s, )

S.R(TIC’C“)' the qup-less .VerSiomR(TLC’C")’ and the would exactly match the relative global distribution:
size-based teleportation versiSR (T ., c). Note that these

are the three settings that resulted in the most different ranking m(pi)
vectors in our previous experiment. In all cases, the source- m(pils;) = > (or) )
centric rankings display significantly less error relative to the . ) pkefj ) }

rankings over the full Web graph than the PageRank rankingsBY replacing(p;[s;) in Equation 1 with the righthand-
do, meaning that we can rely on source-centric rankin&@e of Equation 2, we find that the source-centric component
computed over an incomplete Web crawl with substantid(s;) should equal the sum of the global PageRanks of the
confidence. Also note that the size-based version is the mggfistituent pages:

stable, and we find that this stability generally improves as

the source definition becomes more inclusive (from page to o(s;) = Z m(pr)

directory to host to domain). PrES;

Since the page and source ranking vectors are of differenflTo test how well the source-centric rankings may be used
lengths, we additionally considered a similar stability analyste approximate PageRank, we compare the rankings induced
over just the top-100 and top-1000 page and source rankinfyjem various parameter settings with the rankings induced
We relied on a variation of the Kendall Tau Distance metritom ranking the sources by the sum of the global PageRanks
known as the Kendall Min Metric [14] for evaluating tdp- of their constituent pages. In Figure 3, we report the Kendall
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Tau Distance Metric and the JS-Divergence for three represen-
tative parameter settings — the baseline versi®(T7] ., c.), Fig. 4. Inter-Source Link Farm — WB2001
the loop-less versiobR(TLc, c.), and the size-based tele-
portation versionSR(T%,cs) — over the domain, host, We first note the dramatic increase in PageRank for the
and directory-based source definitions for the 1T2004 datasi@irget page across all three Web datasets, which indicates that
Similar results hold for the other two datasets. PageRank is extremely susceptible to link manipulation. We
The baseline parameter setting (which has been used eBs@ encouraged to observe that all three source-centric versions
where, e.g., [18], [29]) performs poorly, and is not apprgeerform better than PageRank. The baseline version does
priate for approximating PageRank. Similarly, the loopledscrease some, but not nearly as much as PageRank. Since
version, which disregards the strong evidence of link-localitjie source is an aggregation of many pages, the weighting
for setting edge weights, also performs poorly. Only the sizef the source edges is less susceptible to changes in the
based version is highly correlated with the sum of the actuahderlying page graph. Interestingly, the loop-less version is
PageRank values for each source, meaning that source $ieleast resistant to manipulation for casgsB, andC'. In
and the presence of self-edges are critical for approximatitiye loop-less version, external links are the sole determiner of
PageRank. We also find that high-quality results hold whensource’s rank, meaning that inter-source manipulation wields
we replace the link count edge weighting parameter with theore influence than for the looped versions. The size-based
source consensus and target diffusion schemes. teleportation version is the most vulnerable for casdn fact,
5) Spam-ResilienceFinally, we study the spam-resilienceunder this scenario, a spammer need only add new pages (not
properties of source-centric link analysis through a popullifks) to increase the score of a source.
spam scenario. We consider a link farm in which a Web As a final note, we want to state that source-centric ranking
spammer generates a large number of colluding pages for thestill susceptible to source-centric attacks like the creation
sole purpose of pointing to (and boosting the rank of) a target dummy sources that all link to a target source. Hence,
page. A link farm relies not on the quality of the pointingtn interesting next step is the spam-sensitive study of source
page to increase the rank of the target page, but on the sHéfinition, which we believe can be used to further improve
volume of colluding pages. the spam-resilience properties of source-centric link analysis.
We study the impact of a spammer who constructs a lirg Summary of Experiments

farm in a colluding source for increasing the rank of a target . : L
. . he evaluation of the parameterized source-centric link
page in a different target source. We randomly selected a taréle-{

source and a target page within that source. We paired neal){sis framework has yielded several interesting observa-
randomly selected target sources with a randomly selected"™>

colluding source, again from the bottom 50% of all sources oft Source-centric link analysis heavily depends on the source
the host graph. For each pair, we added a single spam page tgdefinition an_d the degr_ee of I|nI_< locality. We_ find that a
the colluding source with a single link to the randomly selected lack of locality results in poor time complexity, but that
target page within the target source (cabe then 10 pages ~ €ven moderate locality (e.g~ 65%) leads to good time
(B), 100 pages(), up to 1,000 pages (cas). In Figure 4, complexity and stability results that are comparable with
we show the influence of the Web spammer in manipulating Source definitions that display extremely high locality.

the rank of the target page and the rank of the target soureeIn terms of ranking vector stability across parameters,
through the average ranking percentile increase. For examplethe most important parameters are self-edges and the
in the WB2001 case, the PageRank of the target page jumpedsource-size teleportation component. We also found that
80 percentile points under cagé (from an average rank in incorporating expensive quality information into the edge



weighting schemes resulted in only a slight change to thg]
resulting ranking vector.

To best approximate PageRank using a layered calculati(%g]
and for the most stable rankings in the face of Web lin

evolution, we saw the critical need for using the size-base ]
teleportation component. [7]

However, using the size-based teleportation compone
resulted in the most severe vulnerability to spam, althougfe]
it has these two desirable properties. This fundamental
tension in objectives motivates our continuing research.jq]

V. RELATED WORK [12]

In addition to the related work cited elsewhere in thigg;
paper, there have been some other efforts to understand
higher-level Web abstractions. In [11], tHeostgraphwas 14
explored in terms of various graph properties like indegreg;
and outdegree distribution, and size of connected components.
Crawling mechanisms based on the site paradigm, rather th
the traditional page-based one, were enumerated in [13]. (1@
[12], the potential spam properties of a HostRank algorithm
were observed, and in [26] the ranking quality of several siteSl
level-style PageRank variations was studied. In contrast [i@)

page aggregations, other researchers [8] have considered dis-

aggregating Web pages into smaller units for providing rankirﬂﬁo]
over individual components of Web pages. [21]
Source-centric ranking can also take advantage of algorith-
mic enhancements for speeding PageRank (e.qg., [23]). [22]
For an introduction to Web spam, we refer the interestggh)
reader to [16]. Previous techniques suggested for dealing with
Web spam include a modified version of PageRank that (8]
seeded with expert opinions of trusted sites [17], statisticab
analysis of Web properties [15], the identification of nepotistic
links [9], and several attempts to propagate a “bad” rank &)
pages based on linking patterns [2], [28]. [27]

VI. CONCLUSION [28]

We have proposed a parameterized framework for sourg¢es]
centric link analysis, explored several critical parameters, and

4 . 30]

conducted the first large-scale comparative study of sourée—
centric link analysis over multiple large real-world Web data-
sets and multiple competing objectives. We find that careful

tuning of these parameters is vital to ensure success over each

objective and to balance the performance across all objectives.
We believe these results are interesting and should lead to
further study of source-centric link analysis of the Web. We
are currently continuing our study of the Web spam properties
of source-centric link analysis by the careful tuning of intra-
source and inter-source edge weights. We are also extending
the source view to incorporate database-backed Web sites
typically underemphasized by page-based approaches.
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