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Motivation Setting: Multi-armed Bandits with Slates 

Our Results: Bounds on Expected Regret 

Our Algorithm 

query, IP, etc. 

results (ie. ads, news) 

clicks or not 

T rounds, K actions, slate of size s, {N policies} 
game: for t=1 to T 

world commits to losses (or rewards) l(t)=l1(t),l2(t),É, lK(t) �å  [-1,1] 
{each of N policies recommend slates} 
learner chooses slate S = {j1, j2, É , js} of s actions 
learner receives loss lj1(t)+lj2(t)+É+ ljs(t) 

want to compete with following the best slate {or policy} in hindsight 

MW(P) is a multiplicative 
weights algorithm that projects 
the resulting probability 
distribution onto a convex set. 
(MW concurrently appears as 
Òcomponent hedgeÓ in [Koolen et al. 10]) 

We have versions of this 
algorithm for slates with 
experts and also with 
positional factors. 

Positional Factors 

Ordered Slate Problem  
losses may be a function of 
actions and their positions 

We consider both the 
ordered and unordered 

problems 

Some Previous Work 

¥ Exp3 & Exp4 [Auer et al. 02] work for s=1 and a reduction 
to them gives worse regret. 

¥ We  beat bounds from specializing bandit online 
optimization [Abernethy et al. 08] and combinatorial 
bandits [Cesa-Bianchi and Lugosi 09] . 

¥ We use many ideas of [Warmuth and Kuzmin 06] and 
[Helmbold and Warmuth 07]. 

Open Problems 

¥ How to properly model interaction effects and 
analyze in this framework?  We model rewards of 
actions as independent of other actions in slate. 

¥ How to make this more efficient for large numbers 
of policies? 

¥ What are good policies to use in practice on real 
data? 

¥ Experimental evaluation of these algorithms. 


