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Abstract

The virtualization of I/O devicesis an integral part of system virtualization. This includes both
virtualizing the physical devices and managing them across multiple guest virtual machines (VMs) or
domains running on top of a virtual machine monitor (VMM) or hypervisor (HV). This paper preserts
the notion of self-virtualizing devices, where for higher end, 'smart' 1/0 devices, selected virtualization
functionalit y is o oaded onto the devicesthemselves. In particular, a self-virtualizing device is aware
of being used in a virtualized ervironment and implements the virtual device abstraction on the device
itself. It also preserts an interface to the HV to manage these virtual devices. Using this virtual device
abstraction, a guest domain can interact with the physical device with minimal HV involvemert. The
outcomes are reduced I/O virtualization costs caused by the HV (and additional software componerts
required to virtualize the device) and improved scalability for device interactions with guest domains.

The protot ype self-virtualizing device described in this paper leveragesthe multi-core nature of mod-
ern computer architectures. It usesthe IXP2400 network processorwith multiple internal specialized
communication coresto implement a self-virtualizing network interface attached to a x86 basedhost ma-
chine. The deviceis usedin conjunction with the Xen hypervisor and provides virtual network interfaces
(VIFs) to the guestdomains. Initial results demonstrate that the performance of such a self-virtualizing
network interface exceedsthat of network interfaces virtualized in software by the HV and its driver
domain(s); for a single guest domain,  50% improvemert in latency is obtained. Further, device per-
formance scaleswell with increasing the number of guest domains, in part becausethe self-virtualizing
network device reducessystem resourceutilization by the driver domain and the HV. Additional insights
from the design and implementation of self-virtualizing devicesconcern the device-side functionalit y ap-
propriate for e ectiv evirtualization and issuesconcerningthe e cien t interaction of HV- or domain-based
activities with such devices, e.g. in future heterogenous multi-c ore systems.

1 Intro duction

Virtualization technologieshave long beenusedfor high-end sener classsystemsto provide server consoli-
dation for optimal resourceusage,suc as pSeriesand zSeriesmacdhines from IBM. More recertly, they are
becoming an integral elemen of processorarchitectures that include lower end PowerPCs and x86-based
machines [4]. The basisfor virtualization are the hypervisors (HVs) or Virtual Machine Monitors (VMMSs)

running on such machines, which support the creation and execution of multiple guestdomainson the same



platform and enforcethe isolation properties necessaryto make the underlying sharedplatform resourcesap-
pear exclusive to eadh domain; examplesof theseinclude Xen [14], VMW are ESX serer [10] and Denali [28]
to name a few.

HVs utilize strict partitioning, time sharing or a combination thereof to:

1. Create virtual instancesof all physical resources,including its peripheral devices,and

2. Dynamically manage virtualized componerts among the multiple guest domains in a manner that

enforcesboth the physical and performanceisolation betweenthese domains.

Examples of alternativ e approaces for isolation at an upper level (operating system) vs. HVs which
work at a lower level (physical resources)are resourcecontainers [11] and class-basedkernel resourceman-
agemern [22]. Theseare operating system level techniquesfor isolation among applications. However these
are yet to gain widespreadacceptancedue to the degreeof isolation provided by these schemes. Also, due
to the heterogeneousequiremerts (including the OS) of di erent application workloads, using an OS level
solution is unlikely to result in e ectiv e resourceconsolidation.

This paper focuseson the virtualization of peripheral resources{ I/O device virtualization { where
peripherals are managedby the HV itself or by sometrusted domain (i.e., a driver domain). In either case,
the cortrolling ertity must export to guest domains an interface to a virtualized device that (1) provides
multiplexed and de-multiplexed accessto the actual physical device, and (2) properly supports necessary
performanceisolation acrossthe multiple domainsthat useit. To realize (2), a typical approac is to force
all device accessedo passthrough this single cortrolling ertity. In fact, current implementations of 1/O
device virtualization use a driver domain per device [27], a driver domain per set of devices[24], or they
run driver code as part of HV itself [14]. The latter approac has been dismissedin order to avoid HV
complexity and increased probability of HV failures causedby potentially faulty device drivers. Current
systemsuse the former approaches, but performancesu ers from the fact that ead physical device access
requires scheduling of multiple domains. For example,in the Xen HV, every network padket receive requires
scheduling the driver domain to run the device driver for the physical device. This domain demultiplexes
the packet to the appropriate guestdomain, which nally receivesthe padket whenit is scheduled next. I/O
virtualization via driver domainsincurs signi cant performanceoverheads,as outlined in [21, 13].

Prior work haslong recognizedthe utilit y of specializedhardware support for implemerting selectsystem
functionality [25, 2] in order to achieve higher performanceor improved capabilities. Similarly, our researt
is using higher end, programmable peripheral devicesto experiment with and evaluate the functionality
neededfor devicevirtualization. Speci cally, we are developing self-virtualizing devicesthat reducethe costs
of peripheral virtualization by preserting to eath guestdomain a virtual deviceabstraction. The abstraction
permits a domain to interact with the virtualized devicewith minimal HV involvemert. The outcomeis that
the fast path actions currently carried out by the driver domain are o oaded to the deviceitself, improving
performanceand scalability comparedto prior solutions for peripheral virtualization.

Leveraging the multi-core nature of modern computer architectures, our designusesmultiple, heteroge-
neouscoresto implement the functionality of self-virtualizing devicesand of their interactions with guest
domains running in a virtualized system. Since such heterogeneousmulti-core platforms do not yet exist,
we emulate them by attaching a programmable communication device, an Intel IXP2400 network processor
(NP), to a x86-basedhost machine via PCl. The x86-basedhost has single or multiple computational cores
running guestdomains, cortrolled by the Xen HV. The attached IXP2400's specializedcommunication cores,
termed micro-engines implemert fast path network I/O for virtual network interfaces (VIFs). Managemert
functions are implemented outside the fast path, in a trusted controller running on the host CPU(s) and on
an additional, non-specialized core also residert on the 1XP2400 (an XScale-basedCPU). The outcome is
a self-virtualizing network interface whose communication coresimplement the functionality of a software
ethernet bridge and are responsible for (de)multiplexing the network packets for multiple virtual interfaces
from/to the physical interface. The host's computational coresare responsible for directing the interrupts
generatedby the devicein the courseof padket processingto the guestdomainsusing thesevirtual interfaces.
Managemer functionality run in the trusted controller and on the XScale core includes creating, destroy-
ing, and modifying virtual interfaces,provisioning physical resourcesto guestdomains, and modifying their
attributes. As in all virtualized systems, the host-resident HV maintains isolation across multiple guest



domains via resourcepartitioning and by imposing suitable accessrestrictions.

This paper makesthe following contributions:

1. It preseris a prototype of a self-virtualizing communication device, using its internal concurrency
to o er scalablesupport for virtual interfaces (VIFs) with both high-bandwidth and low end-to-end
latency.

2. Virtual devicesare capableof operating at full link speedfor 100Mbpsethernet links. For gigabit links,
their current implementation is limited by the dicult y of extracting full PCI performance, o ering
TCP bandwidth and latency of 475V bpsand :08ms, respectively.

3. Experimental results demonstratethe improved scalability of the self-virtualization approach compared
to alternativ esthat virtualize devicesin a driver domain; for 16 guest domains the latency is lessby

23% and TCP throughput is better by  88%. We also discusslimiting factors for the scalability of
current implemertation.

4. An exploration of architectural implications a ecting the design of future self-virtualizing devicesas-
suming future heterogeneouamulti-core platforms.

2 A Self-virtualizing Network Interface

This section describesthe design of a self-virtualizing network interface. In particular, the deviceis aware
of being usedin a virtualized environment and can provide virtual interfaces(VIFs) for the network device.

Anatomy of a VIF is quite similar to regular network devices- ead VIF consistsof two messagejueues,
one for outgoing messagegsend queug and one for incoming messagegreceive queug. The queueshave
con gurable sizesthat determine transmit and receive bu er lengths. Every VIF is assigneda unique ID,
and it has an assaiated pair of signals One is sert to the devicedriver (executing on the host) indicating
the completion of a padket transmission initiated by the driver; the other is sert by to the device driver
indicating a padket hasbeenreceived for the assaiated VIF, and it hasbeenenqueuedfor processingby the
driver. Delivery of thesesignalsis programmable; the driver can selectively chooseto enable/disable them
asdeemednecessaryfor padket processing.Network padcets are sert and received by the devicedriver using
the assa@iated messagequeues. The VIFs are managedon demand as described in a later section.

The self-virtualized network interface is realized using a IXP2400 network processor(NP)-basedRadiSys
ENP2611 board (hereafter referedto as NP-NIC). This board residesin a host asa PCI add-on device. It
exports its SDRAM and con guration registersto the host via the Intel 21555non-transparernt PCI-to-PCl
bridge. The bridge also provides a PCI window for host memory accessfrom NP, which can be dynamically
con gured to map to a certain area of host memory. The board features a XScale processingcore used for
cortrol functions and 8 specialized communication cores, termed micro-engines for carrying out network
I/0. Each micro-engine supports 8 hardware contexts with minimal context switching overhead. As will
becomeevidernt in the next two sections, this ervironment provides the exibilit y (i.e., programmability)
and concurrency neededto e cien tly implement a self-virtualizing device.

The device s also capable of running in non-self-virtualizing mode. In this mode, the NP-NIC behaves
as a regular NIC, capable of sending/receiving padkets to/from the physical media and providing them to
the host driver. This regular NIC has a single unique id, the MAC address,and can be programmed to
run in promiscuousmode. This is essetial for the implementation of software ethernet bridging neededfor
alternativ e software virtualization techniques.

Functions

The self-virtualizing NIC has two main functions: (1) managing VIFs and (2) performing network I/O.
Managemert functions are mostly carried out by the XScale core, while fast path I/O functions are solely
executedby micro-engines.

Virtual Interface Managemen functions include the creation of VIFs, their removal, and changing at-
tributes and resourcesassaiated with them. This is discussedn more detail in Section3.1 wherewe describe
the usageof VIFs in a virtualized platform.



Network I/O is completely managed by the micro-engines. It is divided into two parts: egressand
ingress Egressdeals with multiplexing multiple VIFs' packets from their send queuesonto the physical
network ports. Ingressdealswith demultiplexing the padkets received from the physical network ports onto
appropriate VIFs' receive queues. SinceVIFs export a regular ethernet device abstraction to the host, this
implementation models a software layer-2 (ethernet) switch. In our current implementation, the XScale
core appropriates one micro-engine context per VIF for egress. For simple load balancing, this context is
selectedamong a pool of contexts belonging to a single micro-enginein a round robin fashion. Ingressis
managedfor all VIFs by a pool of contexts on a micro-engine Two other micro-enginesare usedfor physical
network input and output, respectively. It is important to note that this implementation usesonly 50% of
the capacity of the IXP2400 device, thereby leaving room for a future implementation capable of scaling to
larger multi-core host platforms.

3 Virtual Interfaces: Implemen tation Detail and Insigh ts

PCl performance limitations. The key requiremerts for using VIFs are (1) low overhead and (2) high
performance(in terms of bandwidth and latency). To attain both, our VIF implementation must deal with
certain limitations of our chosenhost/NP implementation platform described previously. A specic issue
here is to deal with the platform's limitations on PCI read bandwidth as shown by a micro-benchmark in
Section 4.3.2. Toward this end, the current VIF implementation avoids PCI reads whenewer possible, by
placing the send messagequeue of a VIF into the NP's SDRAM (the downstream communication space),
while its receive messagejueueis implemented in host memory (the upstream communication space). As a
result, on the egresspath, the host-sideVIF driver placesnetwork padketsinto the sendmessagajueueusing
PCI write transactions. Theseare read locally from the NP's SDRAM by micro-engines,and are then sert
out on the physical network. On the ingresspath, micro-enginesdemultiplex an incoming network pacdket
onto the appropriate VIF's receive messagejueueusing PCI write transactions, which are then read locally
from the host's memory by the host-sidedriver.

Need for /O MMU. Unlike in the caseof downstream accesswhere the host can addressany location
in the NP's SDRAM, current rm ware restrictions limit the addressability of host memory by the NP to
64MB. Even with rm ware modi cations, the hard limit is 2GB. Sincethe NP cannot accessthe complete
host addressspace,all NP to host data transfers must target speci ¢ bu ers in host memory, termed bounce
bu ers. Thesebounce bu ers are mapped into the NP's PCl addressspacevia a 64 entry look up table
mechanism, where eac entry maps a con gurable PAGE_SIZE areaof host memory. A VIF's receive queue
consistsof multiple bouncebu ers. For easeof implemenrtation, all bouncebu ers are currently allocated
cortiguously in host memory, but this is not necessarywith this hardware.

In keepingwith standard Unix implemertations, the host-sideVIF driver copiesthe network padket from
the receive queueto a socket bu er (skB structure. An alternativ e approacd avoiding this copy is to directly
utilize the receive queue memory for skis. This can be achieved by either (1) implemerting specic skis
and a new page allocator that usesthe receive queue pages,or (2) instead of having a pre-de ned receiwe
gueue,construct one that contains the bus addressesof allocated skbs. The latter e ectiv ely requires either
that the NP is able to accesghe entire host memory (which is not possibledue to the limitations discussed
above) or that an IOMMU is usedfor translating a bus addressaccessibleto the NP to the memory address
of the allocated skb. For easeof implemertation we have not pursued (1) in our prototype, but it is an
optimization we plan to considerin future work. As for (2), since our host does not have a h/iw IOMMU,
our implementation emulates this functionality by using bounce bu ers plus messagecopying, essetially
realizing a s/'w IOMMU. In summary, the construction of a VIF's network I/O path would be facilitated by
direct downstream host accessto the NP's SDRAM and for upstream translated NP accesseso host memory.

A related issuefor a self-virtualizing NIC is to provide performanceand security isolation among multiple
VIFs. Our implementation attains performance isolation on the NP itself by spatially partitioning the
memory resourcesand time-sharing the NP's micro-engine hardware contexts. We discussthe security
isolation aspect of the implementation in the next section, sincethat is provided by the host hypervisor.

Demultiplexing VIF signalsin a limited interrupt space. Signalsassaiated with a VIF are implemerted



as PCI interrupts. As described above, signals are only sert from the micro-enginesto the host, whereas
micro-enginespoll for information o wing down from the host. More speci cally, every VIF is assignedtwo
bits in the NP's 16 bit interrupt identi er register (one ead for the sendand receiwe directions). The bits
are shared by multiple VIFs in casethe total number of VIFs exceeds8. Setting any bit in the identi er

register causesa master interrupt to be assertedon the host. Using the assaiation betweenbits and VIFs,
the host can determine which VIF (or potential setof VIFs in caseof sharing) generatedthe master interrupt

by reading the identi er register. Thus, an interrupt can result in redundart signaling on VIFs sharing the
samelD bit. We discussthe implications of virtual interrupt spacesharing further in Section5.1.

There aremultiple waysto addressthis issue. Apart from increasingthe sizeof interrupt identi er register,
oneis to replacethe interrupt id sharing with a more asyndironous messagingsystem, where messagewill
cortain the exactid of the VIF to be signaled. These messagewill be managedin a shared messagegueue
among the host and the NP. Another way to implement a large signaling spaceis to use multiple physical
IRQs via messagesignalal interrupts (MSIs) [6], as proposedin recert revisionsto PCI and PCI-Express
bus speci cations. For example,a PCI devicecan obtain upto 32 MSls; with PCI-Expressthis limit is 2048.
These large numbers of physical interrupt messagesan obviate the need for interrupt ID as required for
virtual interrupt identi cation. However this functionality is currently not available for the NP-board and
the PCI-to-PCI bridge connecting NP-board to the host system.

3.1 Self-virtualization with the Xen HV

In self-virtualizing mode, the NP-NIC provides VIFs that can be usedby guestdomains (also referredto as
domUs) for network I/O without the involvemert of any driver domainsand with minimal involvemert of the
HV. The functionality of a driver domain is carried out by the NP-NIC itself { it doesthe physical network
I/O and provides the virtual devices. The cortroller domain (also referred to as dom0) runs a managemen
driver, which managesthe VIFs created by the NP-NIC to servicedi erent guestdomains.

Figure 1 depictsvarious managementinteractions betweenthe host (including dom0'smanagemehn driver,
domU's guestdriver and Xen HV) and the self-virtualizing NP-NIC to create a VIF. The gure also shows
the I/O and signaling paths for the VIF betweenthe NP-NIC and the guest domain. Setup and usageof
these paths is discussedlater in more detail. Other managemen functionality includes the destruction of
VIF and changing attributes of the NP-NIC or a VIF. Destruction requestsare initiated by the hypervisor
when a VIF hasto be removed from a guest. This might be the result of a guest VM shutdown, or for
security reasons(e.g. when a VM is compromised, its NICs can be torn apart.) Certain attributes can be
set by domO0's managemen driver at VIF creation time or later to changethe properties of the VIF(s). For
example, the bandwidth available to a VIF directly dependson the bu er space provided by the NP-NIC
and host managemen driver. It alsodependson the schaluling algorithm usedat the NP for the processing
of packets corresponding to di erent VIFs. Hence,changing these attributes will a ect runtime changesin
the available bandwidth to the VIF.

In order for a guestdomain to utilize the VIF provided by the NP-NIC, it must be able to:

Write messagesn the NP SDRAM corresponding to the VIF sendqueue
Read messagedrom the host RAM corresponding to the VIF receive queue

In addition, the signals generatedby the NP-NIC for a particular VIF should be routed to the correct
guestdomain sothat its devicedriver can take appropriate actions.

The NP's SDRAM is part of the host PCI addressspace. Accessto it is available by default only to
privileged domains. In order for a (non-privileged) domU to be able to accessits VIF's sendqueuein this
addressspace,the managemen driver usesXen's grant table mechanism to authorize write accessto the
corresponding /0O memory region for the requestingguestdomain. The guestdomain can then requestXen
to map this regioninto its pagetables. Oncethe pagetable ertries are installed, the guestdomain can inject
messagedlirectly into the send queue. For security reasons,the ring bu er structure part of this region is
read-only mapped for the guest while the other part containing the padcket bu ers is mapped read-write.
This is necessarnybecauseif the ring bu er structure was writable, a malicious guestcould in uence the NP
to read from arbitrary locations and inject bogus packets on the network.
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Figure 1. Managemert Interactions betweenthe host and the self-virtualizing NP-NIC to createa VIF

In our current implementation, the host memory area accessibleto the NP (i.e. the bouncebu ers) is
owned by the controller domain. The managemen driver grants accesf the region belongingto a particular
VIF to its corresponding guestdomain. The guestdomain then requestsXen to map this regionin its page
tables, and can subsequetly receive messageslirectly from the VIF's receive queue. The part of this region
cortaining the ring bu er structure is mapped read-only, while the part cortaining actual padket bu ers is
mapped read-write. The ring bu er structure is mapped read-only so that a malicious guestcannot in uenc e
the NP to perform writes to memory areasit doesrit own, thereby corrupting other domain's state. We again
note that if the NP could accessall host memory, the extra memory copy required in the upstream direction
and involving bouncebu ers would be eliminated: by making the ring bu er writable to guestssothat they
caninstall the bus addressef their skits. Howewver this will also break isolation, asa malicious guestcould
install any bus addressin the ring bu er. We addressthis security isolation issuein the next section.

The above mappings are created onceduring VIF creation time and remain in e ect for the life-time of
the VIF (usually the life-time of its guestdomain). All remaining logic to implement padket bu ers inside
the queuesand the send/receive operations is implemented completely inside the guest domain driver and
on the NP micro-engines. The grant table mechanism described above enforces security isolation { a guest
domain cannot accessthe memory space(neither upstream nor downstream) of VIFs other than its own.
Also, since a guest domain cannot perform any managemen related functionality, it cannot in uence the
NP to perform any illegal I/O to a VIF that it doesnot own.

In the current Xen design, interrupt virtualization is the respnsibility of the driver domains that have
physical accessto a device. Device interrupts are routed by Xen to the corresponding driver domain; its
responsibility is to generatethe appropriate logical interrupt (signal) which is then sert via Xen to the
correct guestdomain. This path has high latency, becauseit requires multiple protection level switches(HV
to OS) and scheduling multiple domains (which might require context switches)to complete the handling
and routing of the signal to its target.



In order to reduce the overhead for self-virtualizing deviges, we implement interrupt virtualization in Xen
itself. The master interrupt generatedby the NP-NIC is intercepted by Xen. Xen determines the set of
target VIFs and their guest domains basedon the interrupt identi er register (described previously) and
directly sendsthem a signal, without requiring the involvemen of any other domain. An alternativ e to
this approad would be to virtualize interrupts in the cortroller domain. This approach will incur switching
overhead as ertailed above and will have higher latency, although it will obviate any hypervisor changes.
We have not yet quanti ed the costsand bene ts assaiated with this alternativ e approad, but plan to do
soin the future.

3.2 Alternativ e Techniques for Ecien t Upstream Comm unication

As outlined in the previous section, latency and overhead would be reduced by removing the extra copy
in the guest domain. This is possible for devicesthat can accesshost memory without any restrictions
or for systemswith h/w IOMMU support, by forcing all modi cations to the upstream ring buer to go
via the protected hypercall interface. The hypercall would chedk whether the bus addressbeing installed
correspondsto a memory addressthat is owned by the guestdomain. Thesehypercalls must be batched in
order to amortize the high costs of hypervisor calls in current x86-basedarchitectures. This also requires
additional device-speci c code to be pushedin the hypervisor, which is not desirable. An alternativ e to the
relatively costly approac outlined above is to perform runtime chedking. Here, the self-virtualizing device
must ched the guestpagetablesto ensurethat the target bus addressbelongsto the guestbeforea DMA or
an upstream transfer by micro-enginesis started. The pagetable must remain locked for the entire duration
of up transfer. We plan to accesghe cost of these alternativ esin a future implementation.

Hardware IOMMUs would be a more appropriate solution to the problem of deviceaccesd4o host memory.
For instance, in new hardware-assistedvirtualization systemslike AMD's Pacica [1], there is hardware
support for a deviceto be exclusively usedfrom a domain via the DeviceExclusion\ector. A devicecan only
DMA to certain bus addressesthose that belongto the domain owning it. If a rogue domain programs
the device'sDMA cortroller to DMA to an areait doesn't own, the transfer will be aborted basedon the
runtime ownership chedk. These IOMMUs could be enhancedto support multiple virtual devicesper real
physical device and to support a DEV per virtual device.

4 Evaluation

4.1 Experimental Setup

The experimerts reported in this paper usetwo hosts, ead with an attached NP-NIC. The gigabit network
ports of both NP-NICs are connectedto a gigabit switch. Each host also has a regular Broadcom gigabit
ethernet card, which connectsit to a separatesubnet for developmertal use.

We evaluate the costs and bene ts of device self-virtualization in conjunction with host virtualization
basedon the Xen [14, 24] HV. Two setsof experimerts are performed. The rst set usesthe NP-NIC asa
regular non-self-virtualized ethernet device accessibleto the cortroller domain (domQ). The device tunnels
padkets badk and forth betweenthe physical interface of NP-NIC and the devicedriver running in domO. It
is then virtualized by dom0/Xen via software bridging and using genericnetwork frontend/backend network
drivers. In this solution, the total number of network padet copiesmade by the domO device driver (one)
is the sameas that of the domU device driver when running in self-virtualized environment. The badkend
driver usespage ipping [24] to passthese padetsto the frontend network driver running inside a domuU.

The secondset of experiments usesthe self-virtualized NP-NIC as discussedin Section 3.1 to provide
VIFs directly to guest domains without any cortroller domain involvemert in the network 1/0 path. We
then comparethe performanceof the self-virtualized approach vs. non-self-virtualized basecase.

All hosts are dual 2-way HT Pentium Xeons (a total of 4 logical processors)2.80GHz serwers with
2GB RAM running Xen3.0. DomO runs a paravirtualized Linux 2.6.12 kernel with a RedHat Enterprise
Linux 4 distribution, while domUs run a paravirtualized Linux 2.6.12 kernel with a small BusyBox based



distribution. The embedded boards are RadiSys ENP2611 (based on IXP2400 NP) with 256MB SDRAM
running a Linux 2.4.18kernel with the MontaVista Preview Kit 3.0 distribution. For the non-self-virtualized
case,we experiment both with uniprocessordom0O and a SMP domO with support for 2 processors.We use
the default Xen CPU allocation policy, under which the rst hyperthreads of all CPUs are assignedto dom0
and domUs sharethe secondhyperthreads of all CPUs.

Two metrics are used to evaluate the performance of the virtual ethernet devices provided to guest
domains: latency and throughput. For latency, a simple libpcap [8] client server application termed psappis
usedto measurethe padket round trip time betweentwo guestdomainsrunning on di erent hosts. The client
sends64-hbyte probe messagedo the serner using padket sockets and SOCK_RAW mode. These padets are
directly handed to the device driver without any Linux network layer processing. The sener receives the
padkets directly from its device driver and immediately echoesthem badk to the client. The client sendsa
probe padket to the server and waits inde nitely for the reply. After receivingthe reply, it waits for a random
amount of time between 0 and 100msbefore sending the next probe. The RTT serwesas an indicator of
the inherent latency of the network path, which includes the interface virtualization cost. For a detailed
discussionof the breakdown of overall latency in terms of host and NP componerts, refer to Section4.3.

For throughput, we usethe iperf [5] benchmark application. The client and the server processesare run
in guestVMs on di erent hosts. The client sendsdata to the server for 60 secondsover a TCP connection
with default parametersand the averagethroughput for the ow is reported.

All experiments run on two hosts and usea "'n,n:1x1' accesspattern, where "n' is the number of guest
domains on ead host. All guestdomains on one machine run server processespne instance per guest. All
guestdomainson the secondmachine run client processespneinstanceper guest. Each guestdomain running
a client application communicatesto a distinct guestdomain running a server application on the other host.
Hence, there is a total of n simultaneous o ws in the system. In the experiments involving multiple o ws,
all clients are started simultaneously at a speci ¢ time in pre-spavned guest domains. We assumethat the
time in all guestdomainsis kept well syndhronized by the hypervisor (within secondsresolution).

4.2 Exp erimental Results
4.2.1 Latency

Figure 2 showvs the RTT reported by psappwhen the NP-NIC is usedwith and without its self-virtualizing
capability. On the x-axis is the total number of concurrert guestdomains 'n' on ead host machine. On
the y-axis is the average latency of the “n' concurrert ows; each ow i 2 n connectsGuestD omain &  to
GuestDomain?¢'Ve' . The avetagelatency is computed as follows:

1 median latency of flow)

n

We usethe median as a measureof certral tendency for eadh o w sinceit is more robust to outliers (which
occur sometimesdue to unrelated systemactivity, specially under heavy load with many guestdomains.)

Theseresults demonstratethat using self-virtualization, we canobtain closeto a 50%latency reduction for
VIFs. This latency reduction results from the non-involvemen of domOin network 1/O path. In particular,
the cost of scheduling domO to demultiplex the padket using bridging code and sending this padet to the
frontend devicedriver of correct guestdomain is saved on the receiwe path, and the cost of scheduling dom0
to receive a padket from guestdomain frontend and determining the outgoing network device using bridging
code is saved on the sendpath. Also, the latency of using a single VIF in a domU (NP-NIC self-virtualized)
is similar to that of using the NP-NIC without self-virtualization in domO, demonstrating that the cost of
self-virtualization is low and is fully cortained in the deviceand HV.

The latency value increasesin all casesas the number of guest domains (and hencethe number of
simultaneous o ws) increasesbecauseof increasedCPU contention betweenguests. Also, due to interrupt
identi er sharing, the latency of the self-virtualized NP-NIC increasespast that of the non-self-virtualized
NP-NIC for 32 VIFs. In that case,ewvery identier bit is shared among 4 VIFs, and hencerequires 1.5
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Figure 2: Latency of NP-NIC with and without self-virtualization. Dotted line represerts the latency for
domO using NP-NIC without self-virtualization.

redundant domain scheduleson averagebefore a signal is received by the correct domain. On our system
with only two CPUs available for domUs, these domain schedulesmight also require context switching.

Results also demonstrate that for non-self-virtualizing case, the latency of VIFs with SMP domoO is
slightly more than that of a uniprocessordom0. As described previously, the dual processorenabled SMP
domO runs on the rst hyperthreads of the two physical CPUs. Henceall guest domains scheduled on the
other hyperthread must shareresourceswith dom0. Thesesharedresourcesinclude the data cache TLB and
the caches. This sharing e ectiv ely reducesthe speedwith with the guest domain can execute. Howevwer,
in the caseof a uniprocessordomo, at least half the domUs do not share the physical processorwith a
domO hyperthread, and when scheduled can exclusively utilize the sharedresourcesto executeat maximum
possiblespeed, thereby reducing latency.

Since latency degradesdue to CPU contention among guests, we expect to seebetter performanceif a
large, e.g. a 32-way, SMP is used. In that case,the self-virtualization solution will perform better for 32
guestseven though the virtual interrupt identi er is shared. This is becauseall signaleddomains would be
running on di erent CPUs. The performance of the non-self-virtualized solution will remain similar to the
caseof the single guestdomain for a 2-way SMP (results for which are shown in Figure 2.)

4.2.2 Throughput

Figure 3 shaws the throughput of TCP o0 w(s) reported by iperf when the NP-NIC is usedwith and with-
out self-virtualization. The setup is similar to the latency experiment described above. The cumulative
throughput of the 'n' simultaneous o ws is showvn on the y-axis.
Basedon theseresults, we make following obsenations:
The performancein the non-self-virtualized caseis alout 50% of that of self-virtualized casg even for
large numbers of guest domains. Se\eral factors cortribute to the performancedrop in the non-self-
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virtualized case,assuggestedn [21], including high L2-cache misses,instruction overheadsin Xen due
to remapping and pagetransfer betweendriver domain and guestdomains, and instruction overheads
in driver domain due to software ethernet bridging code. In comparison,the self-virtualizing VIFs add
overheadin Xen for interrupt routing and overheadincurred in the micro-enginesfor software bridging.
The performanceof using a single VIF in domU (NP-NIC self-virtualized) is similar to using the NP-
NIC in domO0 in non-self-virtualization mode. This shows that the cost of self-virtualization is low and
is purely in the NP-NIC and the HV.

The performanceof a SMP domO is slightly better than a uniprocessor domoO for non-self-virtualized
casedue to the overlap of data copying from the receive queueby the domO devicedriver and sending
thesemessagedo the domU by the badkend driver.

The performance of the non-self-virtualized casefor any numkber of guestsis alwayslower than with a
single VIF in the self-virtualized casesincethe non-self-virtualized solution doesnot take advantage of
hardware parallelism present in our NP-NIC. In the non-self-virtualized case,NP-NIC runs in tunnel
mode, soits performanceis similar to that of a single VIF in self-virtualized case.

The throughput of a TCP ow depends on multiple tunable parameters, including the TCP send and
receive window sizes. These parametersmust be set accordingto the properties of the network link in order
to obtain maximum throughput from high speednetwork links. For the results above, we usediperf with the
default sender/receiver window sizes. Using larger valuesmay provide better throughput for all the cases.

4.3 Self-virtualization  Micro-b enchmarks

In order to better assesshe costsassaiated with self-virtualization, we micro-benchmark specic parts of
the micro-engine and host code to determine the underlying latency and throughput limitations. We use
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cycle courting for performancemonitoring on both micro-enginesand the host.

4.3.1 Latency

Figures4(a) and 4(b) shaw the latency results for the egressand ingresspaths respectively on micro-engines.
The following sub-sectionsof the egresspath are considered:
msgrecv - The time it takesfor the context speci ¢ to a VIF to acquireinformation about a new padket
gueuedup by the host side driver for transmission. This involvespolling the sendqueuein SDRAM.
Additional delay can be perceived at the end application due to the scheduling of cortexts by the
micro-engine. Although the sdcheduling is non-preemptive, contexts frequertly yield the micro-engine
for 1/0O.
pkt_tx - Enqueueingthe padket on the transmit queueof the physical port.

For the ingresspath, we considerthe following sub-sections:
pkt_rx - Dequeueingthe padet from the receive queueof the physical port.
channeldemux - Demultiplexing the padket basedon its destination MAC address. This is the most
crucial step in the self-virtualization implemertation.
msgsend - Copying the packet into host memory and interrupting the host via a pair of PCI write
transactions.

The time taken by network 1/0 micro-engine(s)for transmitting the padket on the physical link and for
receiving the packet from the physical link is not shown, aswe considerit a part of network latency.

When increasingthe number of VIFs, the cost of the egresspath increasesdue due to increasedSDRAM
polling contention by micro-engine contexts for messagereception from the host. The cost of the ingress
path doesnot show any signi cant changesincewe use hashingto map the incoming padket to correct VIF
receive queue. The overall e ect of these costincreaseson the end-to-end latency is small.

For host side performancemonitoring, we cournt the cyclesusedfor messagesend(PCI write) and receive
(local memory copy) by guestdomain and for interrupt virtualization (physical interrupt handler including
dispatching the signalsto appropriate guestdomains) by Xen via the RDTSC instruction. For #vif s = 1,
the host takes 9:42s for a messagereceive, 14:47s for a messagesend,and 1:99 s for interrupt
virtualization. For #vif s = 8and32, the averagecost of interrupt virtualization increasesto  3:24 s
and 1157 s respectively, while the costsfor messagereceive and send show little variation. The cost of
interrupt virtualization increasessince multiple domains might needto be signaled, even redundartly in the
casewhen # vif s> 8.

4.3.2 Throughput

We micro-benchmarked the available throughput of the PCI path betweenthe host and the NP for read
(write) by reading (writing) a large bu er acrossthe PCI bus both from the host and from the NP. In order
to model the behavior of our NP-NIC padket processing,the read (write) was done 1500 bytes at a time.
Results of this benchmark are preseried in Figure 5.

The results shaw the asymmetric nature of the PCI interconnect, favoring writes over reads. In addition,
they demonstrate that the bottleneck currently lies in the ingress path of the NP-NIC. This is further
exacerbatedby the needto usebouncebu ers due to the limited addressability of host RAM from the NP.
Better ingresspath performancecan be achieved via the useof DMA enginesavailable on the NP board.On
the egresspath, the host can provide data fast enoughto the NP to sustain the link speed.

5 Arc hitectural Considerations

5.1 Virtual Interrupt Space

Sincewe currently only have a small (8 bit) identi er for interrupt source,an interrupt cannot be uniquely
mapped as signal to one virtual interface when the total number of VIFs is more than the size of identi er.
This results in redundant signaling of guests domains and redundant cheding for new network padkets.
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Depending on the order in which a redundant signal is provided to domains, some domains might su er
cumulative context switching latency (when they can not be be scheduled simultaneously due to CPU
cortention). Figure 6 depicts this e ect for 32 guestdomains.

To demonstrate the bene ts that can be attained by having a larger identi er, we arti cially restrict the
size of the identi er, ranging from 1 bit to 8 bits. This identi er spaceis then shared among 8 domains,
ead ID sharedamongd8=ne domainswhere n is the number of bits. We then perform a latency experiment
(using the psappapplication described above) betweengueststhat are assignedthe “last spot' in the sharing
list for an ID. This setup exploresthe maximum latency beforea signal will be deliveredto the right domain.
Figure 7 shows a boxplot of the median and inter-quartile range of the latencies. As expected, latency is
optimized when domains do not share ID. These results advocate the use of large interrupt identi ers for
self-virtualizing devices.

5.2 Insights for Future Heterogeneous Multi-cores

In modern computer architectures, di erent interconnects(buses)connectvarious componerts of the system,
such as memory and CPU, in a particular topology. These busesare themselves connected together via
bridges, thereby providing a communication path betweendi erent componerts.

Figure 8 shaws the typical organization in modern architecture with the interconnection bussesbetween
CPUs, memory, and I/O devices. The two MCH and ICH blocks represer the glue-logic, or “chipset', that
is certral to the platform and hasthe important responsibility of routing the o ws of data on all the system
busses.

On x86 systemsthe chipset is divided into north and south bridges, also known as the Memory Con-
troller Hub (MCH) and the I/O Controller Hub (ICH). The MCH is primarily responsible for the very fast
connectionsbetweenthe CPUs, main memory, and video devices. The ICH is responsible for all other 1/O
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devices,typically handling PCI and ISA extensionbusses.and more recertly faster PCI Express(PCle) and
In niband busses.

This organization implies non-uniform communication latency and bandwidth betweendi erent compo-
nerts; e.g. the communication path betweena CPU core and memory is usually much faster and of higher
bandwidth than the path betweenthe CPU coreand I/O devices. While interconnect technologieshave im-
proved both throughput and latency for I/O devices,they still situate them relatively “far' from processing
units and subject their data streamsto bus contention and arbitration through the chipset path. This is
particularly problematic for deviceswith low-latency requiremerts or short data transfers that cannot take
advantage of bursts. In particular, it has a negative impact on self-virtualizing physial devies which may
potentially needto issuea larger number of interactions in order to signal multiple domains housing their
virtual devices.

In upcoming chip multi-pro cessorsystems(CMPs), multiple CPU coresare placed closely together on
the samechip [3]. Furthermore these coresmay be heterogeneous [9], including specialized cores,such as
graphics co-processorsand network processingengines(similar to NPs), along with general purposecores.
Thesecoresalso may sharecertain resourcessuch asL2 cache, which can greatly reducethe communication
latency betweenthem. Such a heterogenousmulti-core environment will provide better support for a more
e cient realization of self-virtualizing devies

To quantify and compare the architectural latency e ects of the current I/O data path in the multi-
core paradigm, we run a simple “ping-pong' benchmark that passesa short 32-bit messageback and forth
between(1) two distinct physial CPU cores,and (2) a CPU core and an attached NP using sharedmemory
mailboxes For the CPU-to-NP benchmark, the local mailbox for CPU core (NP) is presert in host memory
(NP's SDRAM) and the remote mailbox for CPU core (NP) is presert in NP's SDRAM (host memory). For
the CPU-to-CPU bendmark, all mailboxesare present in host memory.

In both cases,we experiment with polling in both directions (Poll/P oll) and polling in one direction
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coupled with asyndcronous noti cation (IRQ) in other direction (Poll/IR Q) for receiving a messagen the
local mailbox from the peer. The caseof using IRQs in both directions is omitted sincethe host CPU cannot
sendsud a noti cation to the NP's padket processingcores(micro-engines.) Inter-processorinterrupts (IPI)
are usedto sendIRQ noti cation betweenCPU cores,while a PCI interrupt is usedto sendthe samefrom
NP to host CPU. In x86 architecture, an IPI sert from CPU coreC1 to CPU core C2 is routed via the local
programmable interrupt cortroller (LAPIC) of C1 to the LAPIC of C2 via the system bus, while the PCI
interrupt sert from NP to C1 is routed via the I0-APIC to the PCI bus, then to an intermediate bridge
which forwards this interrupt to the LAPIC of C1 via the systembus.

Results are reported in Figure 9. Times are for a complete round-trip measuredusing the RDTSC in-
struction on host CPU. The di erence betweenthe core-to-coreresults and core-to-NP results is attributable
to the di erence in the length and complexity of the data path that messagesieedto traverse. Sincethe NP
is presert asa PCI device,the path betweenthe CPU cores,the NP and their respective remote mailboxesis
“longer' than that betweentwo CPU coresand their memory interconnect. This extra distanceaddsoverhead
as well as variance, especially in overload conditions when the various busses'scheduling and arbitration is
under stress. The di erence between polling and asyncronous IRQ noti cations is causedby the costs of
saving and restoring the CPU context and other OS-lewel interrupt processingas well as demultiplexing
potentially sharedIRQ lines.

It is thus clear that in the approacing heterogeneousnulti-core world, there will be substartial bene ts
to be attained by (1) positioning NP-like communication cores close'to the compute engines,and (2) by
having many rather than few coresso they can be dedicated to particular tasks and thus allow use of low-
latency polling rather than slow and variable asyndironous interrupts. The communication latencies for
polling based solutions would be further reduced when these coresshare resourceslike L2 cades, as that
would reduce/eliminate the costsassaiated with cadeinvalidations and accessingsystemmemory. The cost
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of interrupt basedbasedsolutions may also be reducedif systembus connecting the interrupt cortrollers of
all the cores(e.g. LAPICs for x86 architecture) is alsoimplemerted on chip.

For all its low-latency advantages, however, polling su ers from an unwelcome heat-signature because
it causesthe CPU to spin in a tight loop that constartly exercisesits data cache. The power factor will
becomemore and more important as cores are padked denser on future multi-core chips. Fortunately, a
hardware solution exists and is available even today in the form of the recertly intro duced x86 MONITOR
and MWAIT instructions. The pair can be usedto arm a dedicated bus snooping circuit with the address
of a sharedmemory mailbox and then put the CPU corein a power-e cien t sleepstate until the mailbox is
written to. A polling loop basedon these new instructions achieveslatency almost aslow as a regular one,
while at the sametime minimizing its power-signature. Unfortunately, our testbed's CPUs did not support
the new instructions, soto benchmark them we had to usea di erent platform { a Dell Precision 380with a
3.20GHz Pertium D processor.The results shaw that power-e cien t polling su ers only minor degradation
compared to regular polling in terms of latency. The causeof the latency increaseis that the MWAIT
optimized sleepstate can also be exited becauseof interrupts, thus adding false-positive wake-upsand some
assciated latency.

In-Place Data Manipulation

Heterogeneouscores provide speci ¢ functionality that is costly to implement on general purpose proces-
sors. For example, network processorsperform network speci ¢ processingon data, which can also include
application speci ¢ data processing,such as ltering information from messagestreams basedon certain
businessrules [15). In a multi-core system, the resultant data/information must also be made available to
other coresin casethey are executing other parts of application logic. Although there is resourcesharingin
modern systemsto enablethis (e.g. host CPU can accessNP's SDRAM and vice-versa), often the cost of
accessingsharedresourcesmakesin-place data manipulation by di erent coresprohibitiv ely costly (as shovn
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by our micro-benchmarks, both NP and host PCI read bandwidth are very limited). As a result, multiple
data copiesmust be made by di erent coresto their local memory before they can e cien tly operate on it.
This, coupled with the fact that application logic running at one core may not have complete knowledge of
the information requiremerts of other cores,may result in large amourts of wasted memory bandwidth and
increasedlatency due to redundant data copying.

Future heterogeneousnulti-core systemswill alleviate this problem sinceall the coreswill be equidistant
from the main memory, and hencewill be able to accesssharedinformation at similar cost. However, the cost
of accessingmemory frequertly might still becomethe bottleneck in the caseof collaborativ e in-place data
manipulation by multiple cores. Early trends demonstrate that future multi-core systemswill share caches
at somelevel (e.g. L2) [3]. However the increasing number of coreswill raise multiple issueswith cace
sharing. First, in a multiple-CMP con guration where ead chip hasonly a small number of cores,coherency
will be an issueamong cacheson di erent chips, and will require more complex cache coherenceprotocols,
sudh as Token coherence[19]. Second,for large scaleCMPs, with many coreson the samechip, large shared
cades will no longer have a uniform accesstime, rather it will depend on the wire distance between the
core and the speci ¢ part of cache being accessed18]. This might require restructuring applications' access
behavior in order to extract good overall performance.

6 Related Work

Modern computer systemsperform a variety of tasks, not all of which are suitable for execution on general
purposeprocessors.A platform consisting of both generalpurposeand specialized processingcapability can
provide the high performanceas required by speci ¢ applications. A prototype of such a platform is envi-
sionedin [17] wherea CPU and a NP are utilized in unison. Due to the limitations of the PCI interconnect,
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a special interconnect is designedthat provides better bandwidth and latency for CPU-NP communica-
tion. More recertly, multiple heterogeneouscoreshave been placed on the samechip [9]. These corescan
shareresourcesat a much lower level than shared memory (such as L2 cadhe), thus greatly improving both
bandwidth and latency of inter-core communication. In this work, we usea similar heterogeneouslatform
consisting of Xeon CPUs and an IXP 2400NP communicating via the PCI interconnect. The performanceof
the self-virtualizing network device implementation can greatly bene t from a better interconnect between
the host CPU coresand NP, as showvn by the microbenchmark results.

The self-virtualizing network deviceprovidesvirtual interfaces(VIFs) that implemert the virtual channel
abstraction proposedin [20Q]. Particularly, the device encapsulatescertain HV functionality and implemerts
it on the NP, which is closerto the physical network port than the host CPU. A similar abstraction is
implemented by the frontend/backend device driver model in Xen [24], albeit our solution o ers improved
performanceboth in terms of latency and bandwidth. A similar approad is alsoproposedfor virtualizing new
generationin niband devices[16] to provide virtual channelswhich can be directly usedby guestdomains.

In order to improve network performance for end user applications, multiple con gurable and pro-
grammable network interfaces have been designed[29, 23]. These interfaces could also be extended with
self-virtualizing functionality. Another network device that implements this functionality for the zSeries
virtualized environment is the OSA network interface [7]. This interface usesgeneral purpose PowerPC
coresfor the purpose,in cortrast to the NP usedby our NP-NIC. We believe that using specialized network
processingcores provides performance bene ts for domain speci ¢ processing,thereby allowing more e -
cient and scalableself-virtualization implementation. Furthermore, thesevirtual interfacescan be e cien tly
enhancedto provide more functionality, such as packet Itering and protocol o oading.

Although NPs have generally beenusedstandalonefor carrying out network packet processingin the fast
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path with minimal host involvemert, previous work has alsousedthem in a collaborative manner with hosts
for extending host capabilities, such as for fast padket ltering [12]. We usethe NP in a similar fashion to
implemert the self-virtualizing NP-NIC. Application-speci ¢ code deployment on NPs and other specialized
coreshas also beenexplored elsewhere[26, 15].

7 Conclusions and Future Work

In this paper, we presernt the designand an initial implementation of a self-virtualizing network interface
device using an 1XP2400 network processor-basedoard. Performance of the virtual interfaces provided
by this self-virtualizing NP-NIC is analyzed and comparedto a non-self-virtualizing NP-NIC on platforms
using the Xen hypervisor. The performanceof the self-virtualized solution is better than that of the non-self
virtualized case. It also scalesbetter with an increasing number of virtual interfacesusedby an increasing
number of guest domains.

Self-virtualization enableshigh performancein part becauseof their ability to reduceHV involvemert in
devicel/O. In our solution, the HV on the host is responsible for managing the virtual interfacespreseried
by a self-virtualizing device, but once a virtual interface has been con gured, most actions necessaryfor
network 1/0 are carried out without HV involvemert. A limiting factor of the current platform usedin
our work is that the HV remains responsible for routing the interrupt(s) generatedby the self-virtualizing
deviceto appropriate guestdomains. Future hardware enhancemets, suc aslarger interrupt ID spacesand
support for messagesignaledinterrupts may alleviate this problem.

The self-virtualizing device also allows a host to (re)con gure virtual interfacescon gurable in terms of
available resources. These properties of the device makesit an ideal candidate for virtualizing and sharing
network resourcesin a sener platform.

To improve upon the current performance of VIFs, we plan to make following changesto our current
NP-NIC implementation:

Improve upstream throughput by replacing micro-engine programmed /O with DMA.
Improve TCP performancevia TCP segmei o oad.
Support for large MTU sizes(jumbo frames).

These changeswill improve the performancefor both self-virtualized and non-selfvirtualized scenarios.

As part of our future work, we are investigating logical virtual devicesbuilt using self-virtualizing NP-
NICs. A simple exampleis a VIF that provides additional services/programmability such as padket ltering
basedon headerinformation and application level ltering from messagestreams. Thesedevicescan alsobe
usedfor remote virtualization of devicespresert on di erent hosts and thereby provide a virtual devicelevel
abstraction to guestdomains. Finally, logical virtual devicescould be enhancedwith certain QoS attributes.
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