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Abstract

Many previous works of data mining user queries in
Peer-to-Peer systems focused their attention on the distri-
bution of query contents. However, few has been done
towards a better understanding of the time series distri-
bution of these queries, which is vital for system perfor-
mance. To remedy this situation, this paper mines query
steams by using automatic time series analysis to evaluate
different linear models(Box-Jenkins models and some sim-
ple windowed-mean models) for predicting the number of
duplicated queries from 10 minutes to 2 hours into the fu-
ture. Both the predictive power and the computational costs
of these models are evaluated over 318,942,450 real world
Gnutella queries collected over 3 months. We �nd the num-
ber of duplicated queries is consistently predictable. Sim-
ple, practical models like AR perform well on prediction. To
show that the predictability of query duplication has a wide
range of potential applications in P2P systems, we propose
two of them in search results caching and load balancing re-
spectively. Our simulation study over real Gnutella queries
shows that our methodology works quite well in both sce-
narios in terms of ef�ciency and effectiveness. In addition,
the user query traces analyzed in this paper are collected in
a way that is independent from system impact, which means
that this paper can also contribute to other search �elds
other than P2P search.

1 Introduction

Peer-to-Peer computing is currently attracting enormous
attention from researchers, spurred by popularity of �le
sharing systems such as Gnutella[41], EDonkey[50] and
BitTorrent[44]. Previous work[29][27] have extensively an-
alyzed the keywords distribution of user queries in P2P
systems. However, the time series distribution of queries,
which has an important impact on system performance,
has not been thoroughly studied. As one of their in-

nate traits, P2P systems exhibit signi�cant dynamics –
both in peers' behavior and the overall load distribution.
Previous[27] and our measurement studies suggested that
user queries in Gnutella are highly duplicated and the du-
plication number of queries varies heavily over time. Such
characteristic may cause many problems for algorithms that
shift their strategies according to past records. For in-
stance, to solve the unscalability problem caused by query
�ooding[41] in Gnutella-like unstructured systems, results
caching[33][39][48], which try to reduce duplicated query
messages by reusing previous search results, has been pro-
posed. However, caching results of all queries appears to be
unpractical with consideration of peers' limited resources
and results validity, and selective caching mechanisms such
as LRU(Least Recently Used) caching, which caches results
of the most duplicated queries in the near past, may fail to
work due to the dynamic nature we mentioned. Besides,
structured systems such as Chord[45] also face a similar
problem. Although many techniques have been presented
to solve the load balancing issue in Chord, most of them ad-
just peers' load based on past load distribution, which made
them vulnerable in a highly dynamic overlay, especially in
search system where past load distribution is not necessarily
similar to that of the future.

Nevertheless, things will be different if we can predict
the number of duplicated queries by mining data streams
of user queries. Based on these predictions, if accurate
enough, algorithms are able to form better strategies than
before. The existence of clear bene�ts of this kind moti-
vates the following questions:

� What is the statistical properties of query streams with
respect to number of duplicated queries over time?

� Is query duplication consistently predictable? If it is
true, what classes of predictive models are appropri-
ate?

� What are the differences between these models in
terms of their predictive power and computational
overhead?



� How can predictive models be applied in real world?
Will they improve system performances?

To answer the above questions, this paper uses automatic
time series analysis to evaluate the predictive power and
computational costs of different models on large-scale, real
world Gnutella query stream data. We �nd that query du-
plication is consistently predictable to a very useful de-
gree from past behavior, and that practical models are suf-
�ciently powerful predictors. To show this conclusion can
be applied in a variety of settings, we propose two of its ap-
plications in result caching and load balancing. The appli-
cation in result caching reduces signi�cant amount of net-
work traf�c in a very ef�cient way, and the other in load
balancing also effectively lower the variance in peers' load
distribution.

To our knowledge, this is the �rst study to identify the
predictability of query duplication in P2P system and then
to evaluate the practical predictive power of Box-Jenkins
models[8]. Furthermore, since query traces analyzed in this
paper has been isolated from the impact of particular sys-
tems, users' query submitting in our work is system inde-
pendent. Therefore, predictive models studied in this paper
are not limited to be applied in results caching and load bal-
ancing. Actually, they can also be utilized in other �elds
where user query behavior determines system performance.

The remainder of this paper is organized as follows: In
section 2, we describe how we collect data and the statis-
tical properties of queries. Section 3 gives an introduction
of Box-Jenkins models. Section 4 shows our methodology
and evaluation results. Section 5 and 6 presents and evalu-
ates applications of our approach in result caching and load
balancing. Section 7 summarizes the related work. Conclu-
sions and future work are given in the last section.

2 GNUTELLA QUERY STREAMS AND
ITS STATISTICAL PROPERTIES

2.1 Gnutella Protocol

As Figure 1 demonstrates, without centralized servers
which are used in Napster[31] and OpenNap[49], Gnutella
peers construct an overlay network by maintaining point-
to-point connections with a set of neighbors. Gnutella pro-
tocol speci�es four message types,ping, pong, queryand
queryhit messages.Ping and pong messages are used to
maintain overlay connectivity as well as discovering other
peers. To locate a �le, a peer initiates a controlled �ooding
by sending aquerymessage to all of its neighbors(i.e. di-
rectly connected peers), which then forward the message to
their neighbors. If a peer has one or more �les that match
the query, it responds with aqueryhitmessage.

In order to improve the scalability of Gnutella network,
Gnutella upgraded its protocol from 0.4 to 0.6, which is

Figure 1. Gnutella 0.6 Overlay Structure
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the predominant protocol in Gnutella now. In the new pro-
tocol, peers are divided into ultrapeers and leafpeers[27].
Peers with high bandwidth Internet connections and high
processing power run in ultrapeer mode. On the contrary,
less powerful peers run in leaf mode. Leafpeer keeps only
a small number of connections open to ultrapeers. Only ul-
trapeer could connect with each other. Ultrapeer handles all
the routing and forwarding work for leafpeers. This has an
effect of making the Gnutella network scale, by reducing
the number of peers on the network involved in message
handling and routing, as well as reducing the actual traf�c
among them. Query message is forwarded to all connected
ultrapeers, but is only forwarded to the leafpeers that havea
high probability of responding. This is achieved by sending
Query Routing Table(QRT)[41] from leafpeer to its con-
nected ultrapeer. This QRT contains the hashed value of the
names of �les shared by the leafpeer and it plays a part as
“Bloom Filter”[7]. When an ultrapeer has to decide whether
it should forward the query to a certain leafpeer, it would
look for the query words through this QRT of the leafpeer.
Thus ultrapeer could �lter queries and only forward those
to the leafpeers most likely to have a match.

2.2 Data collection

We de�ne Gnutella query streams as �ows of queries re-
ceived by certain peers. In the scenario of this paper, query
streams are �ows of queries witnessed by our crawlers. The
reason for choosing Gnutella as our data source is because
Gnutella has an open protocol, which enables us to imple-
ment high performance crawlers, and owns millions of si-



multaneous uses, which suggests the data collected from
it are representative. Our statistical analysis of Gnutella
query streams is based on real world Gnutella data gathered
by collaborative crawlers1 as showed in Figure 2, where
crawlers of different types take charge of peer discover-
ing, status probing, and user query logging respectively. In
Gnutella 0.6, crawlers'(running in aforementioned leafpeer
mode) ability of collecting queries are limited by the fact
that ultrapeers only forward queries to leafpeers that can
return some results according to the aforementioned QRT.
Recent work such as Klemm[27] presented try to avoid this
limitation by setting up ultrapeer crawlers and collecting
queries submitted by its leafpeers. However, this approach
can only record a very limited subset of the overall queries.
To break this limitation, our crawler sends a QRT to make
its connected ultrapeers believe that the crawler has any �le
that others may ask for. This is achieved by sending a fake
QRT which contains all the possible compositions of let-
ters and numbers with a length of three. Once ultrapeer
receives such QRTs, it will forward all its received queries
to our crawlers. Thus, our crawler can theoretically record
all the queries of the entire Gnutella network, which has
never been achieved before. To prepare data for this pa-
per, our crawlers ran for 3 months, from April 1st, 2005 to
June 30th, 2005. We totally collected 318,942,450 Gnutella
queries. We �nd a typical ultrapeer handles approximate 20
to 200 query messages per second. While for our crawlers,
which simultaneously maintain connections with 100 ultra-
peers, this number is 100 times larger. Such statistic shows
that Peer-to-Peer query streams are massive data streams
with a very fast data arrival rate, especially for peers with
more connections.

In order to perform analysis as well as mining on query
streams, all collected queries must be transformed into
query duplication traces, i.e. the time series of the num-
ber of duplicated queries. Collected queries, distinguished
by their content, were put into different length-�xed snap-
shots. After that, the duplication number of each query was
counted within its snapshots. By stringing these duplica-
tion numbers of each query, we �nally obtained the query
duplication traces.

2.3 Statistical properties

In Gnutella, original query(Hop=0) and its forwarded
ones (TTL> Hop> 0) have the same Message ID. Note that
we analyze Message ID unique queries only, which en-
sures �ooded queries won't be taken into account multi-
ple times. Therefore, the query submitting we studied is
system independent and representative for users' behavior.
As Figure 3(a) shows, the number of repeated queries fol-
lows the power law distribution[12][13][21] [43]. Only a

1Design and implement details of crawlers can be found in [35]

few queries have a large number of duplications and most
queries duplicated little. In Figure 3(b), we can see that
merely 10% queries repeated more than 100 times among
65,143,544 Message ID unique queries(1,319,876 content
distinct ones). This fact suggests that selectively caching
highly duplicated queries can signi�cantly reduce network
traf�c.

However, we also �nd that the number of duplicated
queries can vary drastically over time, even observed at the
overlay level. As an intuitive example, Figure 3(c) shows
how the overall duplication number of query “Saint Ange”
changes on approximately 2,000 ultrapeers in April 16th,
2005. It clearly indicates that no obvious rules can be found
on the quantity changes of this query. In addition, Figure
3(d) summarizes 30 random selected queries traces in a box
plot variant. The central line in each box marks the median
number, while the lower and upper lines mark the 25th and
75th percentiles. The lower and upper “whiskers” extending
from the box mark the actual 2.5th and 97.5th percentiles.
The circle marks the mean of the duplication number. The
traces exhibit very high variability, measured by interquar-
tile range, and maximum. The interquartile range is typi-
cally as large as the mean, while the maximums can be as
much as 4-5 times larger. This high variability suggests that
there exists ample opportunity for prediction algorithms to
improve matters. Furthermore, because of this dynamic na-
ture, applications that shift their strategies based on last ob-
served load may not perform well.

In addition, according to our observation, measures of
variability, such as the variance (assuming a normal dis-
tribution) and maximum, are positively correlated with the
mean, so a query with large duplication number will also
tend to have a large variance and maximum. This correla-
tion suggests that there is more opportunity for prediction
algorithms on highly duplicated queries. Time series analy-
sis of the traces shows that duplication number is strongly
correlated over time. The autocorrelation function typically
decays very slowly while the periodogram shows a broad,
almost noise-like combination of all frequency components.
An important implication is that linear models may be ap-
propriate for predicting duplication number.

3 BOX-JENKINS MODELS

The basic idea behind using a Box-Jenkins time series
model in predicting query duplication is to treat the se-
quence of query duplication number,< z t > , as a realiza-
tion of a stochastic process that can be modeled as a white
noise source driving a linear �lter. The �lter coef�cients
can be estimated from past observations of the sequence.
If most of the variability of the sequence results from the
action of the �lter, we can use its coef�cients to estimate
future sequence values with low mean squared error. Mod-



(a) Power Law Distribution of Dupli-
cated Queries
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(c) Time Series of Query “Saint Ange”
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Figure 3. Statistical Properties of Gnutella
Queries

els we evaluate are follows:
AR(p) models. The class of AR(p) models (purely au-

toregressive models) has

zt =
1

� (B )
at =

1
1 � � 1B � � 2B 2 � � � � � � pB p at + �

(1)
where� is the mean value of the sequence andB is the
backshift operator thatB dzt = zt � d. AR(p) model repre-
sents current value as a linear combine of previous values
and a drivingat . One excellent feature of AR(p) models is
that they can be �t to data in a deterministic amount of time.
In the Yule-Walker technique that we used, the autocorrela-
tion function is computed to a maximum lag of p and then a
p-wide Toeplitz system of linear equations is solved. Even
for relatively large values of p, this can be done almost in-
stantaneously. Another advantage of AR(p) models is that
they are remarkably stable.

MA(q) models. The class of MA(q) models (purely
moving average models) haszt = � (B )at where� (B ) =
1 � � 1B � � 2B 2 � � � � � � qB q has q coef�cients. MA(q)
models are a much more dif�cult proposition for a system
designer since �tting them takes a nondeterministic amount
of time. Instead of a linear system, �tting a MA(q) model
presents us with a quadratic system. Our implementation
uses an iterative search algorithm[30] to minimize the sum
of squares of thet + 1 prediction errors. The number of it-
erations necessary to converge is nondeterministic and data

dependent.
ARMA(p,q) models. The class of ARMA(p,q) models

(autoregressive moving average models) has

zt =
� (B )
� (B )

at (2)

where � (B ) and � (B ) as prede�ned has p and q coef�-
cients respectively. By combining the AR(p) and MA(q)
models, ARMA(p,q) models hope to achieve greater parsi-
mony. From a system designer's point of view, this may
be important, at least in so far as it may be possible to �t a
more parsimonious model more quickly. Like MA(q) mod-
els, ARMA(p,q) models take a nondeterministic amount of
time to �t to data, where the same iterative search algorithm.

ARIMA(p,d,q) models. ARIMA(p,d,q) models (autore-
gressive integrated moving average models) has

zt =
� (B )

� (B )(1 � B )d at (3)

. Intuitively, the(1� B )d component amounts to a d-fold in-
tegration of the output of an ARMA(p,q) model. Although
this makes the �lter inherently unstable, it allows for mod-
eling nonstationary sequences. Such sequences can vary
over an in�nite range and have no natural mean. Although
query duplication number clearly cannot vary in�nitely, it
does not have a natural mean either. ARIMA(p,d,q) models
are �t by differencing the sequence d times and �tting an
ARMA(p,q) model as above to the result. We will also dis-
cuss ARI(p,d) and IMA(d,q) models which are transformed
from ARIMA(p,d,q) by setting p and q to zero respectively.

Simple models for comparison. We also implemented
three simple models for comparison, MEAN, BM and
LAST. MEAN haszt = � , so all future values are pre-
dicted to be the mean. This is the best predictor, in terms of
minimum mean squared error, for a sequence which has no
correlation over time and we also use it to measure the raw
variance of the actual query duplication sequence. The BM
model is an AR model whose coef�cients are all set to 1. It
simply predicts the next sequence value to be the average of
the previousp values, a simple windowed mean.p is cho-
sen to minimize mean squared error fort + 1 predictions.
LAST model predicts that all future values will be the same
as the last measured value, which is simply a BM(1).

4 Mining Gnutella Query Streams

4.1 Methodology

To assess the predictive power of different models, in-
stead of adopting traditional time series analysis approach,
we use a randomized, trace-driven methodology[16] that
�ts every model to subsequences of a query duplication



trace and tests them on immediately following subse-
quences.

We soon realized that evaluating the predictive power
of different models in our scenario is complicated because
there is such a vast space of con�guration parameters to ex-
plore. These parameters include: the trace, the model class,
the number of parameters we allow the model and how they
are distributed, the lead time, the length of the history to
which the model is �t and the length of the interval during
which the model is used to predict. Besides, we also want
to avoid biases due to favoring particular regions of traces.

To explore this space in an unbiased way, we ran a large
number of randomized testcases on query duplication traces
as showed in Algorithm 1. A testcase is generated by �rst
choosing a randomcross pointtcross within the trace. Then
we choose a random number,m between 50 to 100(8.3
hours-16.7 hours), of samples preceding the cross point.
Thesem samples,zt cross � m ; zt cross � m +1 ; :::; zt cross � 1, are
treated as�t interval . Following them samples, we again
choose a random number,n between 20 to 50(3.3 hours-
8.3 hours), of samples,zt cross ; zt cross +1 ; :::; zt cross + n � 1, to
be thetest interval. Then we use every model(AR, MA,
ARMA, ARIMA, ARI, IMA, MEAN, BM and LAST) with
different parameters to �t the �t interval we've generated.
After that, a predictor will be produced from the �tted test
model. We also step the predictor with values in the �t in-
terval to initiate its internal state. Then, for each value in
the test interval, we �rst step the predictor with this value,
then produce predictions with different lead timek, ranging
from 1 to 12(10 minutes-2 hours). With the actual samples
in the query trace,k-step prediction errors are computed.
During the �tting and testing procedure, we also record the
time used for computation.

The lower limit we place on the length of the �t inter-
vals is quite ordinary - Box-Jenkins model needs about this
much data to be successfully �t. However, we didn't set
a very large upper limit. This is because we can't expect
peers in a fully distributed system could gather very long
traces. The models are limited to 16 parameters because �t-
ting larger MA or ARMA models is very expensive in real
systems, but we do explore larger AR models, up to order
32.

4.2 Mining Results

In this section we address the following questions: Is
query duplication consistently predictable? If so, what are
the consistent differences between different model classes,
and which class is preferable? To answer these questions,
we analyze the testcases built in section 4. For the most part
we only focus the mean squared error of prediction, since
we are examining the predictive power of the models, not
their explanatory power.

Algorithm 1 Evaluate model predictability
Require: 50 � m � 100^ 20 � m � 50

tcross ( A random cross point within the trace
m ( A random number between 50 and 100
n ( A random number between 20 to 50
for every modeldo

Use the model to �t m samples beforetcross .
Give a predictor.

end for
for i = m to 1 do

Step the predictor withzt cross � i .
end for
for i = 0 to n � 1 do

Step the predictor withzt cross + i .
for k = 1 to 12do

Producêzk
t cross + i (the prediction ofzt cross + i + k )

Compute the prediction errorak
t + i .

end for
end for

Query Duplication Is Consistently Predictable.For a
model to provide consistent predictability of future query
duplication, it must satisfy two requirements. First, this
model must have a considerably lower expected mean
squared error(MSE) than the expected raw variance of ac-
tual query duplication. Second, the variability between dif-
ferent testcases should be small. Intuitively, the �rst one
ensures good predictions on average, while the second guar-
antees most predictions are close to that average.

In section 2 we mentioned that variance(assuming a nor-
mal distribution) and maximum of query traces, are posi-
tively correlated with the mean. Thus, a query with large
duplication number will also tend to have a large variance
and maximum, which suggests that there is more opportu-
nity for prediction algorithms on highly duplicated queries.
Based on this discovery, we �rst focus on query traces
which repeated heavily.

Figure 4(a) suggests that the query duplication is indeed
consistently predictable. This box plot shows us the distri-
bution of MSE(Mean Square Error) of 1-step-ahead predic-
tion for the top 5% duplicated queries using Box-Jenkins
models. For each of the model, circle denotes the average
mean squared error. The center line of each box shows the
median while the lower and upper limits of the box show the
25th and 75th percentiles. The lower and upper “whiskers”
show the rest of the MSE values. Notice that the average
raw variance (MEAN) of a testcase is approximately 13.0,
while the average MSE for all of the 16-parameter mod-
els are roughly 3.0 or even smaller. The variability of the
MSE is also much lower for the predictive models than that
for MEAN. For example, the biggest raw variance is almost
25.0 while this up-bound value of all the models never ex-
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(b) 6-step(1 hour) Prediction
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(c) 12-step(2 hours) Prediction

Figure 4. Distribution of MSE for Top 5% Duplicated Queries U sing 16-parameter Models
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(a) Box-Jenkins Models on Top 5% Dupli-
cated Queries
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(b) Box-Jenkins Models on All Queries
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Figure 5. Variance Reduction between Different Models

ceeds 5.0. Figure 4(b) and 4(c) show the situation for 6-
step(1 hour)-ahead predictions and 12-step(2 hours)-ahead
predictions. Again, we �nd Box-Jenkins models are better
than the raw variance, except for MA model, which per-
forms badly especially at high lead times. Although the
predictive models except MA in Figure 4(a) 4(b)4(c) all
seems to have similar accuracy, differenced models do per-
form better than non-differenced ones, especially when giv-
ing long lead predictions.

AR Models Are Appropriate. When implementing a
stream processing system, we not only care about the accu-
racy of its output, but also its computational costs. There-
fore, we make a comparison on computational overhead
of these models before eventually deciding which models
we should use for prediction. To assess these costs, we
measured the CPU time used to �t a model with 100 sam-
ples, create a predictor, and give an 1-step-ahead prediction.
The machine we use is a 2.4 GHz Pentium 4-based IBM
PC. Simple windowed-mean models(except for BM models
with window size bigger than 16) are not included in this
comparison, because we �nd that they need less than 1 mil-
lisecond to �t. In addition, differenced model are not pre-
sented because the computational process is the same for
differenced models and non-differenced once after data is
differenced.

Figure 6 indicates AR models are inexpensive to �t, even
with a high order(32). This can be a tremendous bene�t for
an online prediction system. For MA and ARMA models,
the computational overhead for �tting are much higher, e.g.
MA(16) needs approximately 0.87 seconds to �tting 100
samples while AR(16) only needs roughly 0.02 seconds. It
is also clear that the cost of giving a 1-step prediction for
all the models is quite small. Clearly, AR models of the
appropriate order are much less expensive to �t than the
MA or ARMA models and are of similar small cost to use.
Although Figure 4(a) 4(b)4(c) suggests that the prediction
accuracy of AR model is not the best among all the mod-
els with same number of parameters, we will show that the
performance of higher order AR model is satisfactory. In
addition, AR models can be �tted in a deterministic amount
of time, compared with other models which are data depen-
dent and take a nondeterministic amount of time to �t. Con-
sidering the above facts, we believe AR models are most
appropriate for predicting query duplication.

Degree of duplication between queries is quite different,
sometimes could be several orders of magnitude. Unfor-
tunately, MSE is related to the number of duplications. For
queries that seldom duplicated, their MSE can be very small
even when a bad prediction is given. Thus it's inappropri-
ate to use MSE as standard for predictability comparison



among all queries. To address this issue, we alternatively
compare the normalized performance of models. The met-
ric we used is the expected percentage reduction in vari-
ance, the average value of over all the testcases. The ad-
vantage of using this metric is that we can compare models
over queries with different degree of duplication. Figure
5(a) and 5(b) use the above metric to compare ARI(16,1),
ARI(32,1), IMA(1,16) and ARIMA(8,1,8) models over top
5% and all the queries respectively. Each curve in the �g-
ures plots the average percentage reduction in variance of
one model. Note that the performance of the MEAN model
is 0% in all testcases and one model achieves 100% reduc-
tion only when it can produce zero-MSE prediction. As the
�gure makes clear, for 16-parameter models, IMA model
give the best prediction, then comes ARIMA and ARI mod-
els. These three models also have the same speed of ac-
curacy dropping with an increasing lead time. However,
we �nd that high order ARI models perform quite well,
even better than ARIMA model. Moreover, the accuracy
of high order ARI models reduced remarkably slower than
other models as the lead time increases. It's also obvi-
ous that Box-Jenkins models perform better on the top 5%
queries than all the queries. As an example, ARI(32,1) and
IMA(1,16) have a variance reduction over 80% for 1-step
predictions on top 5% duplicated queries. This feature is
bene�cial to us. As we mentioned before, the reduction
of highly duplicated queries is more important than that of
other queries, since these queries consume much more traf-
�c than others according to power law distribution. It is
also interesting to make a comparison between Box-Jenkins
models and simple windowed-mean models we introduced
in section 3. After all, these latter models also have low
overhead and are much easier to understand and build. In
Figure 5(c) we can see that the LAST and BM models have
such poor performances that none of them have a positive
variance reduction. Clearly, these models are not suitable
for prediction despite their low computational overhead.

5 Application in P2P Results Caching

To apply the predictability of Box-Jenkins Models on
query streams, we present a predicting-based Collabora-
tive results Caching system(pCoCa2) in Gnutella. pCoCa is
fully distributed, each peer predicts query duplication based
on local query streams and forms caching strategy by voting
among peers.

5.1 System Design

Due to the fact that Gnutella 0.6 only ultrapeers handle
query routing, pCoCa is designed to be deployed on ultra-

2Due to space limitation, we leave details of pCoCa as well as addi-
tional evaluation results in our technical report[34].
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Figure 6. Comparison of Required CPU Time.

peers. Peers' sessions are divided into length-�xed snap-
shots. When connected to the overlay, pCoCa enhanced
peers �rst gather some initial information on current query
duplication status in the network. Based on this informa-
tion, peers are able to quickly build models and predict fu-
ture query duplication, which later are voted among peers
to avoid locality of single peer collected information and to
form caching strategy.

Bootstrap. In order to collect bootstrap information of
query duplication, newly connected peer asks its neighbors
for query duplication traces. By assuming query arrival time
is uniformly distributed within its snapshots, i.e., each query
arrives to the peer at an uniform rate within the correspond-
ing snapshot, peer can merge collected traces to form its
own according to received time stamp[34].

Data Fitting. After the bootstrap, pCoCa uses a model
template to �t the local query traces generated in bootstrap.
In our implementation of pCoCa, we select ARI(32,1) to be
the model template. Once the data is �tted, pCoCa creates
a predictor for the prediction of future query duplication.

Caching. pCoCa enhanced peer votes its predicted
query duplication numbers to its neighbors and makes
caching strategy based on both local and remote predic-
tions. Our evaluation later shows that this voting schema
is vital for distributed caching. A vote in pCoCa is a list
of K+1-tuples, where K is the longest step for predictions.
Each tuple contains the content of a query and a series of its
predicted duplication number from 1-step to K-step(We set
K=4 in our simulation). The length of the list is controlled
in order to keep the traf�c cost to be small. Besides, since
the number of �ooding queries is exponential, the traf�c
caused by voting is neglectable compared with the traf�c it
reduces.

Avoiding Cascade CachingPreviously proposed cache
mechanisms[33][48] inherit a problem from their distrib-
uted nature. Since these mechanisms use original Gnutella
messages, peer can never tell whether a received query re-
sponse is a cached one or newly generated one. Thus, the



responses that peer use to update its cached results could
long be expired. We solve this problem by implementing
a new extension to query packets, cache update query, for
results updating according to Gnutella Generic Extension
Protocol[41]. Whenever pCoCa peer receives a cache up-
date query, it ignores local cache and processes it as ordi-
nary Gnutella servant. Therefore, we ensure the successful
spreading of update messages. Since this part of work if not
the focus of the paper, we leave the details in our technical
report[34].

5.2 Evaluation

We have designed and built a trace-driven simulator that
takes the collected real world Gnutella data set as input,
simulates the caching approach we proposed, and measures
the performance and ef�ciency of it. The data set includes
overlay structure, session duration (peer online duration),
shared �les distribution and 40 hours query submitting his-
tory(70,876,100 queries) of 218,842 ultrapeers. With this
data set installed, our simulator can “replay” the �owing
process of query streams among these ultrapeers, which
makes a “real world” evaluation possible. For comparison
purpose, previously proposed Gnutella cache system[33],
which we use the term ”Simple Cache(SC)” to refer to,
and LRU(Least Recently Used)-based cache (LRUC) mech-
anism are also evaluated. Metrics we used in comparisons
includes percentage of packet reduction and used memory
size.The �rst one show how good the cache mechanism per-
forms, while the latter indicates the ef�ciency of the cache
mechanism.

In Figure 7(a), where interval refers to snapshot interval
and Top n% is the percentage of queries that are cached, i.e.
cache size, the top 60% curve performs the best. The packet
reduction percentage of it is above 60% for snapshot inter-
vals longer than 10 minutes. The top 40% curve is slightly
worse than the SC curve. Note that for short intervals(less
than 10 minutes) both top 60% and 40% curves perform
better than SC. This fact re�ects that predicting-based cache
mechanism can well �t the dynamic nature of query submit-
ting which exhibited markedly in short intervals. Besides,
SC's performance is also limited by the locality of queries
– peers may fail to detect certain future query boom that
happened on other peers. By voting and forming caching
strategies together, pCoCa peers are more capable of reduc-
ing query packets by caching results for currently unseen
queries. All LRUC perform worse than SC due to the lim-
itation on cache size. However, the performance of LRUC
becomes close to that of pCoCa with the same cache size
as interval length increases, because longer interval length
helps LRUC to make better query selection, although long
interval length is not practical in real systems considering
peers' short online sessions.
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Figure 7. Evaluation Results

Two key parameters for processing continuous data
streams areper-item processing time requiredandmemory
usage. We already proved that AR models can satisfy the
�rst parameters by its notable low computational overheads
in previous section. Moreover, we also �nd the algorithm
adopted by pCoCa consumes much less memory resources
compared with former algorithms. As Figure 7(b) shows,
SC curve grows tremendously faster than the other three
curves of pCoCa. For example, when snapshot interval is
set to 15 minutes, the memory used for caching in SC is
nearly 25MB, while this value for the other three curves is
10MB, 7MB and 4MB respectively. Since LRUC has the
same cache size with pCoCa, its curves are not drawn on
this �gure.

6 Application in P2P Load Balancing

Load balancing – the even distribution of items(or other
load measures) to nodes – is a crucial issue for most DHT
P2P systems. Some of the proposed approaches[40][26] for
Chord, dynamic load balancingas we called, attain load
balancing by adjusting peers' addresses based on past load
distribution, which imposes the dependence on the similar-
ity between past load distribution and that of the future.
However, some load distribution, e.g. search load distri-
bution, exhibits signi�cant variability, which can serious
degrade performance of these algorithms. To tackle this
problem, we propose an general enhancement to dynamic
load balancing algorithms, which uses Box-Jenkins models
to predict future load distribution, as another application of



our approach in structured Peer-to-Peer systems.

6.1 System Design

Our prediction enhanced load balancing system makes
no changes to the original load balancing algorithm, except
that we adjust load based on predicted future load distribu-
tion, rather than current load distribution. As a result of this
system independence feature, our algorithm can also be ap-
plied in other dynamic load balancing protocols by simply
replacing the input of past load with that of the predicted
one. Among previous work on load balancing in Chord, we
choose Karger and Ruhl's protocol[26] to verify our algo-
rithm, because their algorithm has been proved to have per-
formance guarantees on its operation costs, and therefore,
has a solid theoretical basis. Due to page limitation, details
of their protocol are not introduced in this paper.

In many circumstances, items maintained in Chord are
not all equal in terms of the load they put on the hosting
node. In the context of searching, the loads on distinct key-
words are different from each other. To model this phe-
nomenon, we assigning a weightw(k) to every keyword
k. However, there is one obvious restriction: load will be
balanced only up to what the keywords themselves allow lo-
cally. As an example, consider two nodes, one node which
maintains a single keyword with weight 1, the other node
a single keyword with weight 100. If these two nodes en-
ter in a load exchange, then there is no exchange of items
what will equalize the two loads. Therefore, to solve this
problem, we assign a certain range of addresses, obtained
by the overall address space times parameter� , to a single
keyword, rather than a single one. Therefore, when user
queries(in the form of one or several keywords) are submit-
ted to the network, a random offset, which is uniformly dis-
tributed within the aforementioned range, is also attachedto
each of its keywords. The address of each keywords in the
query then is the hash value of the keywords plus the gen-
erated offset. Thus, we achieve the purpose of distributing
the load of certain keywords among a range of addresses,
which enables the exchange of searching load within the
same keyword in dynamic load balancing algorithms.

6.2 Evaluation

To evaluate the performance of our enhanced load bal-
ancing algorithm, we implemented it on the aforementioned
trace-driven simulator and compared the performance of
Karger and Ruhl's protocol(LB) as well as that of our en-
hanced version(pLB). Two metrics are used in this evalua-
tion, namely load variance which is the variance of loads on
all peers and peer utilization which is the ratio of peers' as-
signed load to their capacity. The �rst one assesses how
even the load can be distributed among peers, while the

latter also focuses on the number of overloaded peers, the
number of which can signi�cant grow in an environment
where load distribution is highly dynamic.

Figure 7(c), where alpha(� ) is the proportion of query's
offset range against overall addresses as we mentioned
ahead and epsilon(" ) is the critical ratio between loads of
two hosts(when" exceeds certain value, load exchanging
will happen), demonstrates the the performance of both LB
and pLB under different parameter settings. As it suggests,
our algorithm works best when� = 0 :01; " = 0 :4 and re-
duced variance by 23.1%. Under this con�guration, Figure
7(d) shows us the average distribution of peer utilization,
which is the ratio of peer's actual loadl to its capacityC.
Note thatC is set to2L

n in our evaluation, whereL is the
overall load among all peers andn is the number of peers.
As Figure 7(d) suggests, peers' loads are more evenly dis-
tributed by our algorithm, and the overloaded peers, the ex-
istence of which can seriously degrade the reliability of sys-
tems, of pLB are much less compared that of LB, reduced
nearly by 83.3%. Therefore, as these results indicate, the
prediction of future load can well relieve the impact brought
about by heavy variance of load distribution over time.

7 RELATED WORK

Since our work is related with data mining on user
queries, time series analysis and data stream mining, Peer-
to-Peer results caching and load balancing, the introduction
of related works is organized according to these aspects.

Data mining on Peer-to-Peer user queries. Many
researchers performed measurement and data mining
study[42][27][29][35][43][28] on Gnutella network with
network sniffers or Peer-to-Peer crawlers. Previous
work[27] found that Gnutella queries are highly duplicated.
Furthermore, Kwok and Yang[29] reported that the number
of repeat queries is 6.5 times the number of unique queries.
They suggested that the serious P2P network traf�c caused
by repeating queries can be reduced by reusing(caching)
the popular queries. Based on existed and our crawl-
ing techniques[35], we conducted a large scaled crawl-
ing experiment aiming at capturing the statistical proper-
ties of Gnutella query, especially its dynamic character-
istics. As a complement of previous �nds, we observe
that Gnutella queries of the same content follows Power
Law distribution[43] and the number of such queries vary
tremendously over time. These facts suggest that lots of
traf�c is wasted for dealing with duplicated queries and sys-
tem scalability could be improved when certain search re-
sults caching mechanism applied.

In addition, Klemm and et al[28] related query popular-
ity and �le replication by an analytical formula characteriz-
ing the matching of �les to queries. Their study illustrates
that the load experienced by a peer in the simulated network



closely matches the actual load recorded in the traces of the
Gnutella network.

Time series analysis and data stream mining
Time series analysis is a large body of statistical tech-

niques that apply to a sequence of values of a variable
that varies over time due to some underlying process or
structure[10][15][18]. The observations of product prices
over time are naturally viewed as time series data. Standard
data mining techniques are “trained” on a set of data to pro-
duce a predictive model based on that data, which is then
tested on a separate set of test data. In contrast, time series
techniques would attempt to predict the value of a variable
based on its own history. For example, our AP model at-
tempts to predict the future duplication number of a query
from that the query's own duplication history.

Although linear time series methods are widely used in
some areas, including networking[6] [19][25] and operat-
ing system[47][51], little work has been done in predict-
ing query duplication. As a relatively close work, Dinda et
al.[16] evaluated linear models with their prediction power
and computational costs for predicting the Digital Unix �ve-
second host load average from 1 to 30 seconds into the fu-
ture. Based on the evaluation results, they also implemented
an online host load prediction system which uses miniscule
amounts of CPU time and network bandwidth.

There is also a large body of work on data streams.
Systems such as Aurora[1], Stream[36], TelegraphCQ[9],
and Gigascope[14] have been developed to manage data
streams. The focus is to handle massive data streams with
a very fast data arrival rate and to monitor and analyze
the incoming streams in real time. These new challenges
have made researchers rethink many parts of traditional
DBMS design in the streaming context, especially on query
processing[32], scheduling[5][22], load shedding[46], and
memory requirements[4].

Besides efforts to build systems, researchers have also
redesigned the classical datamining algorithms to �nd pat-
terns and to do forecasting over data streams. Guha pro-
poses a one-pass k-median clustering algorithm is proposed
in [20], and Domingos and Hulten[17] construct a decision
tree online by passing over the data only once. Recently,
[24] addressed the problem of �nding patterns over concept
drifting streams. Burst detection in streams are studied in
[52].A wavelet-based method of �nding patterns in a single
stream is proposed in [38]. In addition, an investigation of
methods for online, multi-dimensional regression analysis
of time-series stream data is presented in [11]. As a related
work, this paper evaluate different Box-Jenkins models on
real-world query streams with respect to their predicting ac-
curacy on number of duplicated queries as well as compu-
tational overheads.

Peer-to-Peer results caching.Several previous works
are related to our caching mechanism. A simple re-

sults caching approach in Gnutella 0.4 was presented by
Markatos[33], which caches results of all queries received
in last several minutes for future reusing. However, such a
caching mechanism is not ef�cient enough[48], since only
few queries would be repeated in a short period of time.
What's more, in Gnutella 0.6 where ultrapeer handles all
the query routing work, the enormous amount of queries
processed by ultrapeer would require much more memories
than it does in Gnutella 0.4. Transparent query caching[39]
was proposed to cache query responses at the gateway.
Compared with their work, our approach can fully take ad-
vantage of peers' resources and avoid the bottleneck in cen-
tralized cache. Wang[48] proposed a distributed caching
protocol, in which query �ooding is restricted in certain log-
ical layers. However, restricting query �ooding within part
of the overlay diminishes the search coverage. As a time
tested technique, LRU(Least Recently Used) cache has been
shown to perform close to optimal with even non-stationary
traf�c. Jelenkovic's work[25] analyzed LRU's performance
for Zipf's law distributed requests, which is the same distri-
bution of duplicated queries. Therefore, we compared the
performance of pCoCa and LRU caching in the evaluation.

Peer-to-Peer load balancing. Two protocols that
achieve near-optimal load-balancing without using of vir-
tual nodes have been given [2][37]. As [26] pointed out,
these protocols are vulnerable to attacks and only guaran-
tees load-balancing for “insertions”. A theoretical analy-
sis of a similar protocol was given by Anagnostopoulos et
al.[3]. In their setting, however, items are assumed to be
jobs that are executed at a �xed rate, i.e. items disappear
from nodes at a �xed rate. Work on load balancing by mov-
ing items can be found in[40][26]. [40] �xed the set of
nodes and items and gives no provable performance guaran-
tees, whereas [26] allows insertion and deletions and proved
the performance of their protocol by deducing. Since [26]
has a solid theoretical foundation, we select their protocol
to apply our algorithm. Other load balancing approaches
are omitted due to the page limitation as well as their irrel-
evance to our work.

8 CONCLUSIONS AND FUTURE WORK

We have analyzed statistical properties of P2P query
streams based on a large set of real world Gnutella queries,
and presented a detailed evaluation of the performance of
Box-Jenkins models for predicting query duplication in
Gnutella. Based on evaluation results, we also proposed
two applications in result caching and load balancing re-
spectively. Several conclusions merged from the results of
our evaluation. First, the number of duplicated queries is
consistently predictable to a very useful degree from past
data by using linear time series techniques. Second, high
order AR models are preferred, because of their high pre-



diction accuracy and low computational overhead. Third,
predicting-based result cache mechanism such as pCoCa
can ef�ciently reduce the network traf�c caused by dupli-
cated queries, and the prediction of load can improve the
effect of load balancing, particularly when load distribution
is highly dynamic over time.

As far as we are aware, this is the �rst study to iden-
tify predictability of query duplication in P2P query steam.
As query traces analyzed in this paper is free from the in-
�uence of system behavior, conclusions and applications in
this paper can also be applied in other query behavior con-
cerned research �elds. As part of our ongoing work, we are
currently studying proactive searching approach which im-
proves search performance based on long-term prediction
results. We are also in the process of designing and testing
predicting-based �le replication technology.
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