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Motivation

• Distributed Deployment of Applications
– Multiple applications deployed over different sets of hosts
– e.g. Datacenters

• Application State Monitoring
– Monitoring the functioning of both systems and applications 

running on large-scale distributed systems
– Continuously collecting detailed performance attribute values

• A large number of nodes 

• A large number of attributes

– Overhead becomes prohibitive as the system, application and 
monitoring tasks scale up
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Motivation

• Existing work
– Mainly focus on executing individual monitoring tasks efficiently
– Using simple monitoring topology for multiple monitoring tasks

• Single static monitoring tree for all tasks
• A separate monitoring tree for each task

– Problems
• Sub-optimal monitoring topology
• Ignore node-level resource constraints

• Multiple application state monitoring tasks
– Requires careful planning

• Multi-task optimization
• Resource-constrains

– Provide significant gains in performance and scalability
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System Overview

• REMO
– A resource-aware application state monitoring system
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System Overview

• System Model
– n Monitoring Nodes
– Each node has m local attributes
– Both the central node and 

monitoring nodes have capacity 
limitations.

– Per-message overhead (CPU, 
network)

– The central node organizes nodes 
to form a monitoring network

Central Node

n monitoring nodes

Attribute 1, Attribute 2, …, Attribute m

Per-message Overhead value value … value



REMO, ICDCS 2009, Montreal

7

System Overview

• How important is per-message overhead?
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System Overview
• Monitoring Tasks

– Node-Attribute Pairs
• E.g. (a, n1), (b, n1), (a, n2), (c, n3)

• Problem Definition
– Input

• A set of node-attribute pairs (i, j) for monitoring
• Resource constraints on each node b_i

– Output
• For each associated node-attribute (i, j), 

find a parent node p(i, j) that node i forwards attribute j to node p(i, j)
– The capacity demand on each node d_i <= b_i
– The total number of node-attribute pairs received at the central node 

is maximized.

– A NP-Complete Problem
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System Overview

• An intuitive example
– One central node and six monitoring nodes
– Given the following monitoring tasks:

• select a from n1,n2,n3,n6

• select b from n1,n4,n5,n6
• select c from n1,n2,n3,n6

– How to organize nodes to collect values?

Central node

abc ac ac bc bc abc
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System Overview

• An intuitive example

– Option 1: each node sends their values directly to the central 
node

• The central node consumes much capacity for per-message 
overhead, and thus, may not have enough capacity to support all 
nodes.

a,b,c

Central node

abc ac ac bc bc abc
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System Overview

• An intuitive example

– Option 2: use a single tree to collect all values
• Root node may not have enough capacity to deliver all 14 values

abc

Central Node

a,b,c

ac ac bc bc abc
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System Overview

• An intuitive example
– Option 3: use three trees, each of which 

delivers only one attribute
• Each node now sends at least 2 

messages instead of 1
• Each message has a per-message 

overhead.
• One of the trees may not be constructed 

as too much capacity is consumed on 
per-message overhead.

Central Node

a b

c
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System Overview

• An intuitive example

– Option 4: deliver the two attributes associated with less 
nodes in one tree, and deliver the attribute associated 
with the most nodes in another tree.

• Two root nodes share the workload of value delivering, 
compared with 1 root node in option 1.

• Less per-message overhead compared with Option 2

Central Node

a,b c
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System Overview

• An intuitive example
– For each tree, how to organize nodes?

• Star
– Small overall cost (little relaying cost)
– Poor in scalability (root node)

• Chain
– Good scalability (balanced cost)
– Poor in overall cost (high relaying cost)

– More questions
• How to allocate resource when a node is associated with more trees?
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System Overview

• Two critical questions from the example

– How to determine the number of monitoring trees and the set of 
attributes on each?

– How to determine the topology of each monitoring tree under 
node level resource constraints?
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Overview of REMO

• Approach overview
– Starts with an initial monitoring network

• One separate monitoring tree for each monitored attribute 
(assign one attribute to each tree)

– Progressively improves the network with a guided local search
• Involves

– Searching
(Given a current partition, what are the candidate “neighboring” partitions 
we should inspect?)

– Evaluation
(How do we inspect candidate partitions?)

– Performance Optimization
(Is the solution efficient enough?)
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A Guided Local Search Approach

• Searching for the optimal attribute assignment
– Attribute Assignment -> Attribute Partition

– Simple heuristics do not work well
• One-set Partition
• Singleton-set Partition

One-set Partition Singleton-set PartitionThe space of attribute partitions

Central Node

a,b,ca cb

Central Node

abc

Pros: Better scalability 

Cons: More per-message overhead

Pros: Least per-message overhead

Cons: Poor scalability
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A Guided Local Search Approach

• Searching for candidate partition augmentation
– A Local Search Scheme 

• Define two operations over attribute sets
– Merge
– Split

• Define neighboring partition
– P -> (Merge/Split) -> P’

• The basic scheme 
– Explores all neighboring partitions at every step
– Search space is prohibitively large
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A Guided Local Search Approach

• Searching for candidate partition augmentation (cont’d)
– Guided Partition Augmentation

• Basic Idea
– Rank candidate partitions according to the estimated cost reduction that 

would result from using the new partition

– Evaluate neighboring partitions in the decreased order of their estimated 
capacity-reduction

– Stop searching when find a good augmentation 

» avoids evaluating all candidates.

• How to estimate the gain of a candidate augmentation without 
actually building the monitoring tree accordingly?
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A Guided Local Search Approach

• Resource-aware Evaluation
– Necessary for two reasons

• A partition over attributes only determines the number of trees, not 
the structure of the trees

• Even with estimation, a selected partition may not always lead to an 
improvement

– Resource-aware evaluation involves
• Tree construction

– Determine the actual structure of trees
– An adaptive tree construction technique

» Construction
» Adjusting

• Resource allocation
– For a node that is associated with multiple trees, how to allocate its 

capacity to different trees?
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Performance Optimization

• Performance optimization
– Reattaching in branch-basis for tree construction
– Ordered bandwidth allocation
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Experimental Evaluation

• Simulation experiments
– Synthetic monitoring tasks

• Freedom of controlling
• Small-scale and large-scale

• Real system experiments
– Deploying REMO in a large-scale distributed stream 

processing systems – System S
• Consisted of over 200 processes deployed across 200 nodes, 

with 30-50 attributes to be monitored on each node, on a 
BlueGene/P cluster.
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Experimental Evaluation

• Results
– Attribute set partition

• Different workload and system characteristics
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Experimental Evaluation

• Results
– Tree Construction
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Experimental Evaluation

• Results
– Relative Error

• the average of absolute difference between observed value (at the 
central node) and the actual value (at the monitoring node)
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Conclusion

• Conclusion
– Resource-Aware Topology Planning

• Multi-task optimization
• Node-level resource constraints

– REMO Consistently outperforms state-of-the-art techniques
• Collects a larger fraction of node-attribute pairs
• Adapts to various task and system characteristics

– In a real application scenario
• REMO significantly reduces percentage error in the observed values of 

the node-attribute pairs required by monitoring tasks
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Questions?
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Thank you!


