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Abstract—We describe the activity recognition component
of the Soldier Assist System (SAS), which was built to meet
the goals of DARPA's Advanced Soldier Sensor Information
Systemand Technology (ASSIST) program. As a whole, SAS
provides an integrated solution that includes on-body data
capture, automatic recognition of soldier activity, and a mul-
timedia interface that combinesdata seaich and exploration.
The recognitioncomponentanalyzesreadingsfr om six on-body
acceleometersto identify activity. The activities are modeled
by boosted 1D classi ers, which allows ef cient selection of
the most useful features within the learning algorithm. We
present empirical results based on data collected at Georgia
Tech and at the Army's Aberdeen Proving Grounds during
of cial testing by a DARPA appointed NIST evaluation team.
Our approachachieves78.7% for continuous event recognition
and 70.3% frame level accuracy The accuracy increasesto
90.3% and 90.3% respectvely when considering only the
modeled activities. In addition to standard error metrics, we
discusserror division diagrams (EDDs) for several Aberdeen
data sequencedo provide a rich visual representationof the
performance of our system.
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I. INTRODUCTION

The Soldier Assist System (SAS) was created for
DARPA's Advanced Soldier Sensor Information System
and Technology (ASSIST) program. The stated goal of
the ASSIST programis to “enhancebattle eld awareness
via exploitation of information collected by soldierworn
sensors. The task was to develop an “integrated system
and adwancedtechnologiesfor processing,digitizing and
reporting key obsenational and experiential data captured
by war ghters” [1]. SAS allows soldiersto utilize on-body
sensorsvith anintelligentdesktopinterfaceto augmentheir
post-patrolrecall and reporting capability (see Figure 1).
These post-patrol reports, known as after action reports
(AARs) are essentialfor communicatinginformation to
superiorsand future patrols. For example, a soldier may
returnfrom a ve hour patrolandhis superioramay askfor
a reporton all suspicioussituationsencounteredn patrol.
In generatinchis report,the soldiercanusethe SAS desktop
interfaceto view all of the imagestaken aroundthe time of

Fig. 1. Screenshobf the SAS desktopinterface

a particularactvity suchastakingakneeor raisinghis eld
weapon.Thesesituationsarelikely to containfaces places,
or othereventsof interestto the soldier Theseimagescan
be usedto jog the soldier's memory provide details that
may have goneunnoticedduring patrol,andprovide relevant
datato bedirectly includedin the soldiers AAR for further
analysisby superiors.

The automaticrecognitionof salientactiities may be a
key part of reducingthe amountof time spentmanually
searchingthrough data. Working with NIST, DARPA, and
subject matter experts, we identi ed 14 activities impor
tant for generatingAARS: running, crawling, lying on the
ground, a weapon up state, kneeling, walking, driving,
sitting, walking up stairs, walking down stairs, situation
assessmenthaking hands,opening a door, and standing
still. During interviews, soldiers identied the rst ve
activities asthe mostimportant.

Given thesespeci ¢ requirementspur sensinghardware
wastailoredto theseactvities andfor the collectionof rich
multimedia data. The on-body sensorsinclude six three-
axisaccelerometerswo microphonesa high resolutionstill
camera,a video camera,a GPS,an altimeter and a digital
compasgseeFigure?). Thesoldieractiities arerecognized
by analyzingthe accelerometereadings,while the other
sensorgrovide contentfor the desktopinterface.

Given the numberof sensorsand the magnitudeof the
data,we usedboostingto ef ciently selectfeaturesandlearn
accurateclassi ers. Our empirical resultsshav that mary



of the automaticallyselectedfeaturesare intuitive and help
justify the useof distributed sensorsFor example,driving
canbe detectedby identifying enginevibration detectecby
the hip sensomwhile in a moving vehicle.

In SectionV, we presentcross-alidatedaccurag mea-
surementdor several systemvariations.Standardaccurag
metricsdo not always accountfor the impactthat different
error typeshave on continuousactiity recognitionapplica-
tions, however. For example,a trade-of could exist between
identifying all instance®f a raisedweapon(potentiallywith
impreciseboundarieslnd obtainingpreciseboundariesor
eachidenti ed eventhbut failing to nd all of the instances.
To better characterizethe performanceof our approach,
we discuss error division diagrams (EDDs), a recently
introducedperformancevisualizationthat allows quick, vi-
sual comparisondbetweendifferent continuousrecognition
systemg2]. The SASsystenmfavorshigherrecallratesrather
than higher precisionratesbecausehe actwity recognition
is usedto highlight salientinformationfor a soldiet Failing
to identify events can causeimportantinformation to be
overlooked, while a soldier can easily cope with potential
boundaryerrorsby scanningthe surroundingmedia.

Il. RELATED WORK

Many applicationsn ubiquitousandwearablecomputing
supportthe collection and automaticidenti cation of daily
actvities using on-body sensing[3], [4], [5]. Westgn and
Vadaset al. proposedhe useof threeon-bodyaccelerome-
ters to supportthe identi cation and recordingof autistic
self-stimulatory behaiors for later evaluation by autism
specialistd6]. In 2004,Bao and Intille shoved thatthe use
of two accelerometerpositionedat the waistandupperarm
were sufcient to recognize20 distinct activities using the
C4.5decisiontree learningalgorithmwith overall accurag
rates of 84% [7]. Lester et al. reducedthe number of
sensorlocationsto one position by incorporatingmultiple
sensormodalitiesinto a single device [8]. Using a hybrid
of both discriminatve and generatte machine learning
methods(modi ed AdaBoostand HMMSs) they recognized
10 actwities with an overall accurag of 95%. Finally,
Raj et al. simultaneouslyestimatedlocation and activity
usinga dynamicBayesiametwork to modelsensoractiity
and location dependenciewhile relying on a particle Iter
for ef cient inference[9]. Their approactperformssimilarly
to that of Lester et al. and elegantly combinesactiity
recognitionand location estimation.

I1l. SOLDIER ASSIST SYSTEM ON-BODY SENSORS

The SAS on-bodysystemis designedio be unobtrusie
andallow for all-day collectionof rich data.The low power,

Fig. 2. Left: Soldierwearingthe SAS sensorig at the AberdeenProving
Grounds.Right: OpenCamelbakshaving OQO computerand connectors.

lightweight system consists of sensorsspanning several

modalities along with a wireless on-body data collection

device. Importantly the sensorsare distributed at key loca-

tions on the body, and all but two are af x ed to standard
issueequipmentalreadyworn by a soldier

The major sensingcomponentausedfor soldier activity
recognitionare the six three-axisbluetoothaccelerometers
positionedon the right thigh sidearmholster in the left
vest chestpoclet, on the barrel of the eld weapon,on a
belt over the right hip, and on eachwrist via velcro straps.
Each accelerometercomponentconsists of two perpen-
dicularly mounteddual-axis Analog Devices ADXL202JE
accelerometersapableof sensing8 2G staticand dynamic
accelerationEach accelerometeis sampledat 60Hz by a
PIC microcontroller(PIC 16F876).The Bluetoothradiois a
Taiyo Yudenserialport replacemenimodulethathandleshe
transportand protocol details of the Bluetooth connection.
Each sensoris powered by a single 3.6V 700mA lithium
ion batteryproviding 15-20hoursof run-time.

Datafrom the wirelessaccelerometerg@ndotherstream-
ing sensorskre collectedby an OQO Model 01+ palmtop
computer The OQO and supportingequipmentis carried
inside the soldier's Camelbakwater backpack.The OQO
sitsagainstthe Camelbakwaterreserwir to both cushionthe
OQOagninstsuddershockandto to helpavoid overheating.
Two 40 watt-hour camcorderbatteriesprovide additional
power to the OQO and supply main power to othercompo-
nentsin the system.Thesebatteriesprovide the systemwith
a run time of over 4 hours.

Our systemalso contains off-the-shelf sensingcompo-
nents for location, video, and audio data. Af x ed to the
shoulderof the vestis a Garmin GPSMAP60CSx.The unit
alsohousesa barometricaltimeterand a digital compass.

Two off-the-shelf camerasare mountedon the soldiers
helmet.The rst is a ve megapixel CanonS500attached
to the front of the helmeton an adjustablemount. A power
cable and USB cable run from the helmetto the soldier's



backpack.The OQO automatically triggers the cameras
shutterapproximatelyevery 5 secondsandstorestheimages
onits internalharddrive. A FisherFVD-C1 mountedon the
side of the helmet. This camerarecordsMPEG-4 video at
640x480to aninternal SD memorycard.

Our systemhastwo microphonedor recordingthe sol-
dier's speechand ambientaudio in the ervironment. One
microphonéds attachedo the helmetandpositionedin front
of the soldier's mouth by a boom. The secondmicrophone
is attachedo the arm strapof the Camelbaknearthe chest
of the soldier Both microphoneshave foam wind shields
andare poweredby a USB hub attachedo the OQO.

The various sensorsare not hardware synchronized.To
accountfor asynchronousensorreadings,we ran experi-
mentsto estimatethe lateny associatedvith eachsensar
The collectionandrecordingsoftware runningon the OQO
is responsibldor storingatimestampwith eachsensoread-
ing and applyingthe appropriateéemporaloffset to account
for the hardware lateng. This provides rough synchroniza-
tion acrossthe different sensorsand frees later processes,
suchasthe dataqueryinterfaceandthe recognitionsystem,
from needingto adjustthe timestampsndividually.

IV. LEARNING ACTIVITY MODELS

Two fundamentalissuesmust be addressedn order to
automaticallydistinguish betweenthe 14 soldier actvities
thatour systemmustidentify. The rst is how to incorporate
sensor readings through time, and the second concerns
choosinga sufciently rich hypothesisspacethat allows
accurate discrimination and efcient learning. Although
several modelshave beenproposedhat explicitly dealwith
temporal data (e.g., hidden Markov models (HMMs) and
switching linear dynamic systems(SLDSs)), thesemodels
can be very complex and typically expenda greatdeal of
representationapower modeling aspectsof a signal that
are not importantto our system.Instead,we have adopted
an approachthat classi es actvities basedon aggreate
featurescomputedover a shorttemporalwindow similar to
the approachof Lesteret al. [8].

A. Data Preprmocessing

Severalstepsareneededo prepareheraw accelerometer
readingsfor analysis First, we resampleesachsensorstream
at 60Hz to estimatethe instantaneougeading of every
sensorat the same x ed intenals. Next, we slide a three
secondwindow along the 18D synchronizedtime series
in one secondsteps.For eachwindow, we compute 378
featuresbasedon the 18 sensorreadingsincluding mean,
variance, RMS, enegy in various frequeng bands, and

differentialdescriptordor eachdimensionWe alsocompute
aggreate featuresbasedon eachthree-axisaccelerometer
Originally our featurelist wasaugmentedvith GPSderiva-
tives, heading,and barometerreadings.However, prelim-
inary experimentsshaved that this did not signi cantly
improve performanceand thesefeatureswere not included
in the experimentsdiscussedn this paper This nding is in
line with that of Raj et al. who also determinedthat GPS-
derived featuresdid not aid actiity recognitionin a similar
task using a differentsensompackagd9].

Effectively, we have transformeda dif cult temporal
patternrecognitionprobleminto a simpler spatial classi -
cationtask by computingaggrejate features.One potential
dif culty is determiningwhich featuresare important for
distinguishingeachactiity. Ratherthanexplicitly choosing
relevantfeaturesasa preprocessingtep(eithermanuallyor
throughan automaticfeatureselectionalgorithm), we build
modelsusingan AdaBoostframewvork [10] by selectingthe
dimensionand correspondinglD classi er that minimize
classi cation error at eachiteration. This framewvork auto-
matically selectsthe bestfeaturesfor discriminationandis
robust to unimportantor otherwisedistractingfeatures.

B. BoostedlD Classi ers

AdaBoostis aniterative frameavork for combiningbinary
classi ers such that a more accurateensembleclassi er
results[10]. We use a variant of the original formulation
thatincludesfeatureselectionand supportfor unequalclass
sizes[11]. The ensembleclassi er is basedon the sign of
a value derived from a weightedcombinationof the weak
classi ers called the mamgin. The magnitudeof the maigin
gives an indication of the con dence of the classier in
the result. Margins may not be comparableacrossdifferent
classi ers however, but we canusea methoddevelopedby
Platt to corvert the mamgin into a pseudo-probability12].
This methodworks by learningthe parametersf a sigmoid
function(f (x) = 1=(1+ e*(** B))) thatdirectly mapsamar
gin to a probability We t the sigmoidto maigin/probability
pairs derived from the training points and only s ave the
sigmoid parametergA andB) for useduring inference.

C. 1D Classi ers

During eachround of boosting, the algorithm selects
the featureand 1D classi er that minimizes the weighted
training error Typically, decision stumpsare used as the
1D classi er due to their simplicity and ef cient, globally
optimal learning algorithm. Decision stumps divide the
featurerangeinto two regions, one labeledas the positive
classandthe otherasthe negative class.In our experiments,



we supplementdecisionstumpswith a Gaussianclassi er
that models each class with a Gaussiandistribution and
allows for one, two, or three decision regions depending
on the model parameters.

Learningthe Gaussiarclassi er is straightforvard. The
parameterfor thetwo Gaussian§(* 1; %) and(* 2; %)) can
be estimateddirectly from the weighteddata. The decision
boundariesare then found by equatingthe two Gaussian
formulas and solving the resulting quadraticequationfor
x: (Bi BX2i 20821 Box+ (B 51 %D |
2%%¥5109(32)] = 0.

D. Multiclass Classi cation

The boostingframewnork can be usedto learn accurate
binary classi ers but direct generalizatiorto the multiclass
caseis dif cult. Two commonmethodsfor combiningmul-
tiple binary classi ersinto a single multiclassclassi er are

theone-vs-alllOVA) andthe one-vs-ondOVO) approaches.

In the one-vs-allcase,for C classes,C different binary
classi ersarelearned For eachclassi er, oneof the classes,
call it !, is taken as the positive classwhile the (C i 1)
othersarecombinedto form the negative class.Whena newn
featurevectormustbe classi ed, eachof the C classi ersis
appliedandthe onewith the largestmangin (corresponding
to the mostcon dent positive classi er) is taken asthe nal
classi cation. Alternatively, we canbasethe decisionon the
pseudo-probabilityf eachclasscomputedrom the learned
sigmoidfunctions.

In the one-vs-oneapproachC(C j 1)=2 classiers are
learned,onefor eachpair of (distinct) classesTo classifya
new featurevector the mamgin is calculatedfor eachclass
pair (m; is the mamgin for the classi er trainedfor ! ; vs.
I'j). Within this framevork mary methodsmay be usedto
combinethe individual classi cation results:

= vote[ms,ps,pp} eachclassi er votesfor the classwith

the largest magin; ties are broken by using msum
psum or pprod.

> msum- eachclassis scoredasthe sumof theindividual

classmamgins; the nal |§Iassi cation is basedon the
highestscore:argmax jC:l mj; (X)

|
2 psum- eachclassis scoredasthe sumof the individual
classprobabilities;the nal glassi cation is basedon

the highestscore:argmax =, p(! ijmj (x))
2 pprod - the cla§§i cation is basedon the most likely
. c i
class:argmax 2, p(! ijmj (X))
I

E. CombiningClassi cationsfrom OverlappingWindows

As discussedn SectionlV-A, we transforma temporal
recognition problem into a spatial classi cation task by

computingfeaturesover threesecondvindows spacedatone
secondintenals. This meansthat typically there are three
differentwindows that overlap for eachsecondof data.To
producea single classi cationfor eachone secondintenal,
we testedthree methods:

> vote - eachwindow votesfor a single classand the
classwith the mostvotesis selected

> prob - each window submits a probability for
each claﬁ, and the most likely class is selected:
argmax 1-3:1 p(! i jwindow; )

2 protl)sum— eachwindow submitsa probability for each
class,andthe classwith the highestprobability sumis
selectedargmax >, p(! jwindow; )

I

V. EXPERIMENTAL RESULTS

To evaluateour approachto recognizingsoldier actiity,
we collecteddatain threesituationsin eachcasethesubject
wore the full SAS rig and completedan obstaclecourse
designedto exerciseall of the actiities. We collected14
sequencegotaling roughly 3.3 hours of actvity dataand
then manually labeled each sequencebasedon the video
and audio capturedautomaticallyby the system.The rst
round of datacollectiontook placein a parking deck near
our lab. We createdan obstaclecoursebasedon feedback
from the NIST evaluationteamin orderto collectaninitial
data set for development and testing. The second data
set was collected at the AberdeenProving Ground under
more realistic conditionsto supplementour initial round
of training data. Finally, we have datacollectedwhile the
subjectshadeved an experiencedsoldier as he traversedan
obstaclecoursesetup by the NIST evaluationteam.

Figure3 shawvs a graphof performancerersushe number
of roundsof boostingusedto build the ensembleclassi er.
We learnedthe ensembleclassi er with 100 rounds and
used a leave-one-outcross validation schemeto evaluate
performanceln this casewe learnedaclassi erbasedn 13
of the 14 sequenceand evaluatedit on the 14" sequence.
As you can seein the graph, performancedoesvary with

All Data (Parking Deck + Aberdeen

Rounds of Boosting

Fig. 3. Eventandframe-basedccurag vs. numberof roundsof boosting



Fig. 4. Comparisorof differentbinary classi er melge methodso handle
multiclassdiscrimination

additionalroundsof boostingbut basicallylevels off after
20 rounds. Thus we only used 20 rounds of boostingin
subsequengxperiments.

Although all of the featuresusedby the actvity recog-
nition systemare selectedautomatically manualinspection
revealsthat they are often easily interpreted.For example,
oneof the primaryfeaturesusedto classify”shakinghands”
is the frequeng of the accelerometemountedon the right
wrist. Interestingly the learning algorithm selectedhigh
frequeny enepy in the chestand thigh sensorsas useful
featuresfor detectingthe "driving” activity. We believe this
is dueto enginevibration detectedby the sensorwhenthe
soldier was seatedin the humee. This cue highlights the
strengthof automaticfeatureselectionduring learningsince
high-frequeng vibration is quite discriminatize but might
not have beenolvious to a systemengineerif featureshad
to be manuallyspeci ed.

The of cial performancemetric establishedy the NIST
evaluation team measuredrecognition performanceduring
thosetimes when one of the 14 identi ed soldier activities
occurred.We call the unlabeledtime the “null activity”
to indicate that it constitutesa mix of behaiors related
only by being outside the set of pre-identi ed actwities.
Importantly the null activity may constitute a relatively
large percentagef time and containactiity thatis similar
to the identi ed actuities. It is thereforevery dif cult to
model the null classor to detectits presencamplicitly as
low con dence classi cations for the identi ed actvities.
Performancemeasuredor our approachin both caseqi.e.,
when the null activity is includedand whenit is ignored)
aregivenin gure 4.

As discussedin SectionIV-D, there are two common
approachefor combiningbinary classi ersinto a multiclass
discrimination framework. Figure 4 displays the perfor

Fig. 5. Error division diagramscomparingthreemulticlassmethodsboth
with and without the null class.The bold line separate$serious errors”
from boundaryand thresholdingerrors.

mance using each of the methods. The performanceis

fairly stableacrosghedifferentmethodsthoughtheinferior

accuray achiezed usingthe msummethodvalidatestheidea
that while the magin doesindicate classmembershipjts

value is not generallycommensuratacrossdifferent clas-

si ers. Interestingly althoughthe recognition performance
is comparable,the average OVO training time was less
than half that of the OVA methods(11.9 vs. 29.9 minutes
without a null model and 23.9 vs. 47.3 minutesincluding

the null actiity). Thus,selectingan OVO methodcaneither
signi cantly reducetraining time or allow the useof more
sophisticatedveaklearnersor additionalroundsof boosting
without increasingthe run time for modellearning.

We can visualize and comparethe trade-ofs between
various event level errors and frame level errors using
Error Division Diagrams(EDDs). EDDs allow us to view
the nuancesof the systems performancenot completely
describedby the standardaccurag metric involving substi-
tution, deletions,and insertions.For example,EDDs allow
comparisonsof errors causedby boundarydiscrepancies.
Thesediscrepanciegnclude both under lling (falling short
of theboundary)andover owing (surpassinghe boundary).
EDDs also simultaniously comparethe fragmentationof
an event into multiple smaller events and the meiging of
multiple eventsinto a singleevent. The differenterrortypes
and a more detailedexplanationof EDDs can be found in
Minnenetal. [13]. Figure5 shavs EDDsfor threedifferent
multiclass methods.The EDDs shawv that the majority of
the errorsare substitutionor insertionerrors.

Finally, Figure 6 shawvs a colorcodedactivity timeline



Fig. 6.

Activity timeline shaving the resultsof four systemvariationson one of the parking deck sequencesThe top row (GT) shavs the manually

speci ed groundtruth labels.SystemA wastrainedwithout ary knowledgeof the null class,while SystemC learnedan explicit modelof the null actiity.
SystemsB andD aretemporallysmoothedversionsof SystemsA andC, respectiely. In the smoothedsystemsthereis less uctuation in the classlabels.
Also notethat SystemsA andB never detectthe null actiity, andso their performancevould be quite low if the null classwasincludedin the evaluation.

SystemsC and D, however, performwell over the entire sequence.

thatprovidesa high-level overview of theresultsof four sys-
temvariations.Eachrow, labeledA-D, representshe results
of a differentsystem.Theseresultscanbe comparedo the
top row, which shawvs the manually speci ed groundtruth
actvities. The diagram depictsthe effects of two system
choices:explicit modeling of the null activity (SystemsC
and D) andtemporalsmoothing(SystemsB and D).

As expected,SystemsA and B perform well over the
identi ed actiities but erroneouslylabel all null actiity
as a known class.Many of the mistales seemreasonable
and potentially indicative of ground truth labeling incon-
sistenciesFor example, walking beforeraising a weapon,
crawling beforeandafterlying, andopeninga doorbetween
driving andwalking are all quite plausible.SystemsC and
D, however, provide much better overall performanceby
explicitty modelingand labeling null activity. In particular
SystemD, which also includes temporal smoothing,per
forms very well and x es several mistalesin SystemC by
removing shortinsertionand deletionerrors.

VI. CONCLUSION

The actiity recognitioncomponenbf the Soldier Assist
System can accurately detect and recognize mary low-
level actwities consideredmportantby soldiersand other
subject matter experts. By computing aggregate features
over a window of sensorreadings,we can transform a
dif cult temporalrecognitionprobleminto a simplerspatial
modelingtask. Using a boostingframeavork over 1D clas-
si ers providesan ef cient androbust methodfor selecting
discriminatingfeatures.This is very importantfor an on-
body; distributedsensometwork in which somesensorsnay
be uninformative or even distractingfor detectingcertain
actiities. Finally, we shav that performanceis relatively
unafectedby the choiceof multiclassaggreation method,
thoughone-vs-onanethoddeadto a considerableeduction
in training time.
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