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Abstract. Eﬀective encoding of information is one of the keys to qualitative problem solving. Our aim is to explore Knowledge representation
techniques that capture meaningful word associations occurring in documents. We have developed iReMedI, a TCBR based problem solving
system as a prototype to demonstrate our idea. For representation we
have used a combination of NLP and graph based techniques which we
call as Shallow Syntactic Triples, Dependency Parses and Semantic Word
Chains. To test their eﬀectiveness we have developed retrieval techniques
based on PageRank, Shortest Distance and Spreading Activation methods. The various algorithms discussed in the paper and the comparative
analysis of their results provides us with useful insight for creating an
eﬀective problem solving and reasoning system.

1

Introduction

The knowledge explosion has continued to outpace technological innovation in
search engines and knowledge management systems. It is increasingly diﬃcult to
ﬁnd relevant information, not just on the World Wide Web but even in domain
speciﬁc medium-sized knowledge bases. Despite advances in search and database
technology, the average user still spends inordinate amounts of time looking for
speciﬁc information needed for a given task.
The problem we are addressing in this paper diﬀers from traditional search
paradigms in several ways. Unlike traditional web search, the problem requires
precise search over medium-sized knowledge bases; it is not acceptable to return
hundreds of results matching a few keywords even if one or two of the top ten are
relevant. Unlike traditional information retrieval, the problem requires synthesis
of information; it is not acceptable to return a laundry list of results for the user
to wade through individually but instead the system must analyze the results
collectively and create a solution for the user to consider. And unlike traditional
database search, the users are both experts who know how to ask the appropriate questions and non-experts who have more diﬃculty in knowing the exact
question to ask or the exact database query to pose. For this reason, existing
approaches, such as feature vector based retrieval methods are not suﬃcient.
K.-D. Althoﬀ et al. (Eds.): ECCBR 2008, LNAI 5239, pp. 487–502, 2008.
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Knowledge Representation (KR) has long been considered one of the principal elements of Artiﬁcial Intelligence, and a critical part of all problem solving.
Many powerful meta models of semantic networks have been developed such
as Existential Graphs [1] of Charles S Peirce, Conceptual Graphs [2] of John
F Sowa and the Resource Description Framework [3] by the World Wide Web
Consortium. This work aims to give an insight into the development of a TCBR
system which involves investigating graph based KR formalism as the semantic
network model to be used as an indexing mechanism for the system. Diﬀerent
retrieval algorithms are implemented on top of this representation in order to
eﬀectively exploit the structure of the representation. As mentioned in [4] commentary paper on TCBR, “some of the decisions to be made as part of the design
and development of CBR systems are how to identify problem solving experiences
to populate the case base, what representation for cases to adopt, how to deﬁne
the indexing vocabulary, which retrieval methods to adopt, and how to extract
and represent reusable components.” We have addressed the above problem and
explored several design questions in coming up with an eﬀective TCBR system.
We argue that there is no universal solution to this design question and the
decisions to be made depend on the features of the problem being addressed in
such a situation. One of the goals in this paper has been to give the user the
option to choose the design he prefers and customize the solutions in his chosen
design decision according to his user experience.
The speciﬁc problem addressed here is that of domain- speciﬁc small corpus
precise search for relevant information: helping the user ﬁnd speciﬁc information
pertinent to the search problem addressed as a short natural language query. This
research falls at the intersection of standard web search systems and question
answering systems by trying to bridge the gap between the two systems and
providing pertinent results that address the search in a much direct way and
learn according to user’s preference. We have looked at biomedical articles to
research and address this problem.
A typical use case in such context would be trying to ﬁnd information such
as ‘symptoms and treatment of prolonged fever during pregnancy’ This kind of
medical search seeks much targeted information is personal to the user and demands reliability and authenticity of the obtained results Therefore a user cannot
rely on typical web search and has to look up information in speciﬁc databases.
The problem actually lies on the continuum between web search and relational
database search. More formally, the problem has the following characteristics:
Diverse users: The user may be an expert user like a doctor searching for speciﬁc
technical information, a patient searching for disease speciﬁc symptoms and
treatment options, any layman user with a biomedical information need (such
as pain management).
Specialized knowledge bases that are medium-sized, focused, unstructured and
reliable: Knowledge bases are not as large or as diverse as the entire World-Wide
Web, yet they are unstructured, may contain free text documents, and may not
share semantics or ontologies between them.
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Precise search: Search queries may be longer than the one or two word queries
typical for web search, but they are unlikely to contain all the right keywords.
Yet it is not acceptable to return dozens or hundreds of irrelevant results, even
if the right answer is amongst them. The aim is to retrieve successive solutions
that try to address the search problem precisely.
Knowledge synthesis: The user expects the system to provide an “answer” and
not simply a list of documents to read in which the answer may be buried. The
system needs to integrate and correlate information from multiple documents,
from multiple data sources, and/or from multiple reasoning strategies so as to
develop a speciﬁc recommendation for the user. The system may need to provide an explanation for the recommendation in terms of supporting cases or
documents that were retrieved from the knowledge bases.

2

Related Work

Textual Case Based Reasoning (TCBR) systems are ﬁnding applications in areas
like Question Answering (Burke et. al), Knowledge Management [5], and Information Retrieval [6]. Traditional approach to indexing and retrieval are based
on the Vector Space model where each textual case is represented as a feature
vector (bag of words notation). The similarity measure is based on the cosine
distance between the feature vectors. This approach, however suﬀers from problems like synonymy (diﬀerent words have same meaning) and polysemy (same
word has diﬀerent meanings in diﬀerent contexts).
Consequently, researchers have explored techniques to overcome the problems
of the traditional bag words approach. These involve combining NLP techniques
and statistical techniques with ontology to generate a more rich representation
for the textual cases. [7] proved that syntax analysis on text can improve the
retrieval. [8] used domain speciﬁc hand-coded thesaurus to improve the performance of retrieval. The work of [9] proved that inclusion of semantic information
from sources like the WordNet [10] can considerably improve the performance of
the bag of words technique. [6] describes a hybrid CBR-IR system in which CBR
is used to drive IR. Their system uses a standard frame-based representation of
a problem and matches it against frame-based representations of cases using
a previously developed CBR system called HYPO. Documents stored in those
cases are then used to construct keyword queries, which are run against a large
document repository using the INQUERY search engine. This approach relies on
frame-based symbolic AI representations. Their approach returns a potentially
large set of documents for the user to interpret.
With these developments it is suﬃciently clear that a knowledge rich representation of text can improve the retrieval eﬃciency considerably. An extreme
case of such a knowledge representation technique, we can foresee is, to represent the text in such rich semantic representation format that the original text
is subsumed in the representation itself. Though research is being carried out
in this ﬁeld, there has been little or almost no breakthrough in this regard, We
feel that such representations are prohibitively expensive as it would need deep
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semantic analysis of text and require domain speciﬁc ontologies, which would
require huge knowledge engineering eﬀort. Also such a system would be well
suited for problems involving rule-based inference. For a TCBR system aimed
at eﬃcient IR, such representations are not only expensive, but also unnecessary
as well.
Recently, researchers have used graph-based technique for such knowledge
rich representations. [11] proposes the use of Semantic Graph Model (SGM),
while [12] develops a semantic graph based on extraction of triples using deep
semantic analysis of text. The advantage of such graph base approach is that
we can employ graph based algorithms on them and do interesting things. [13]
proposes the use of Spreading Activation for IR, [11] proposes the use of graph
structural matching for similarity calculation, while [14] uses Google PageRank
[15] based approach for document summarization.

3

System Overview

Our current work attempts to come up with representations that capture pertinent
knowledge of the corpus and return documents for queries based on that knowledge
and previous query-response episodes containing user’s result preferences.
We are particularly interested in a generic TCBR system capable of meaningful link based search for diverse users using the knowledge synthesis approach.
We strive to improve the quality of retrieval with the use of NLP techniques
combined with knowledge from generic ontologies. We see the problem of case
representation as a way of having an eﬀective representation scheme that acts as
an index into the knowledgebase. Knowledge representation has been dealt with
in number of ways by AI researchers that include methods like Frames, Predicate
Calculus/Predicate Logic, Production Systems, and Scripts. A technique that is
becoming increasingly popular is that of Semantic Networks, where knowledge
is represented as a graph, vertices are concepts and edges are the associations
between the concepts. Besides, such graph based formalism lends itself naturally
to use graph based algorithms and do meaningful statistical and graph based
analysis. In this paper, we have explored various techniques for generating such
knowledge rich Semantic Networks and evaluated them for their eﬀectiveness
in a TCBR system. We have developed a TCBR based IR system that can do
precise IR. For our base data, we use a corpus of medical journal abstracts extracted from the Pubmed repository in Nuclear Cardiology domain. Our system
retrieves a ranked list of documents from the corpus for a user query. We compare the retrieval for diﬀerent techniques with Pubmed results as a benchmark
for evaluation. We use the graph based representation techniques like the one
inspired by [14] and compare it with a traditional vector space model. We use
spreading activation for similarity calculation, which is similar to the method
proposed by Francis et. al. We are using PageRank score and shortest path
metrics between graph nodes for ranking documents as opposed to ﬁnding important nodes for document summarization (as done by [14]). We create semantic
graph using triples, similar to what [12] have done, but we use shallow syntactic
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analysis and ontology based methods to generate triples as opposed to a deep
semantic parse, which we feel is infeasible for our system as it requires domain
speciﬁc tree banks. In this paper we propose and evaluate the following techniques to generate triples: Syntactic Dependency based representation - Using
dependency parser (using the Stanford Parser) to extract dependency triples.
Shallow Linguistic Triples based Representation - Using shallow syntactic parse
and generating triples based on the Subject Verb Object (SVO) relations. Semantic Triples Representation (UMLS based) - Using existing domain speciﬁc
ontology to generate triples Semantic chain of closed class words.

4

TCBR System Description

In this section, we explain the various representation techniques and retrieval
algorithms implemented to evaluate and compare the outcome of the system. In
all our methods, we create link based graph structures where nodes in the graph
are fragments of text either associated through relationship links or reiﬁed links.
Each of the term nodes in the graph has information such as the document ids
of the particular abstract, the TFIDF value of the term nodes in each of the
abstracts it appears in and the initial activation value stored in it. Our TCBR
system makes use of this representation to perform retrieval and adaptation of
problem solutions. The case base stores the query and the solution. The knowledge representation acts as an indexing structure where the nodes map on to the
documents where the corresponding word appears. A possible enhancement is
to enrich the representation suﬃciently, such that the document repository can
be discarded.
Figure 1 describes the system architecture for iReMedI. Figure 2 shows the
link structure for our knowledge representation.

Fig. 1. System Architecture
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Fig. 2. Knowledge Graph

The Case in the Case Base: A case is a query response episode and stores : Set of nodes retrieved from graph - Final ranked retrieved document list
Our current system uses two algorithms for implementing the retrieve stage:
1. Spreading activation
2. PageRank and Shortest distance
Spreading activation is a method for searching associative networks, neural
networks or semantic networks. The search process is initiated from a set of
source nodes (e.g. concepts in a semantic network) with weights or “activation”
and then iteratively propagating or “spreading” that activation out to other
nodes linked to the source nodes. Most often these “weights” are real values
that decay as activation propagates through the network. In our retrieval mechanism, we have implemented intelligent propagation through the network, i.e,
implementing the concepts of rewards and punishments which in simpler terms
would be positive and negative propagation depending on the learning that the
system undergoes, as explained in the later sections.
PageRank is a link analysis algorithm that assigns a numerical weighting to
each element of a hyperlinked set of documents, such as the World Wide Web, with
the purpose of “measuring” its relative importance within the set. This is analogous to the relative importance of a node in the semantic network with respect
to the input the system gets, thus enabling retrieval of nodes of similar meaning
and importance. The next step in a CBR system is the revise step (the adaptation
phase). This is the stage where the knowledge representation is modiﬁed in terms
of assigned weights to nodes to understand the user preference. Given a query,
the system either builds a new case from the graph (on return of no similar results
from the case base) or adapts an existing case and learns from it by retaining it.
4.1

Situation Assessment

Eﬀective problem-solving necessitates a situation assessment phase. In this phase
the system needs to maximize its understanding of the problem. The query is
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converted from the language of communication to the system-understandable
language of representation, depending on the choice of representation structure
selected by the user. The query can be any unstructured text in English, for
eg., the user may give an abstract to ﬁnd related abstracts or may just give
some keywords to ﬁnd the relevant abstracts containing them. In the context
of textual CBR, the system can improve its understanding of the problem in
two ways - 1) by knowing more about diﬀerent concepts related to the language
of communication 2) by knowing more about the concepts related to the query
terms in the language of representation. Linguistically,knowing more about the
query-related terms helps the system to understand the diﬀerent ways in which
the query terms may be represented in the representation language. This representation is done by applying simple transformations (if any) from the language
of communication to that of representation. In our case, the language of communication is English and the representation language is the set of extracted triples.
The WordNet ontology is used to ﬁnd synonyms of the query terms. Thus by
using the original query terms and their synonyms which together comprise the
expanded query, we can get a better matching when we transform from the
problem space to the knowledge representation (concept graph). A more holistic
understanding of the problem can be achieved by identifying the concepts that
are related to the concepts identiﬁed as relevant by the “expanded query and
graph” concept matching algorithm. To ﬁnd such relevant concepts we use a
path based approach. Let A and B be two concepts that have been found in the
graph after the initial matching. For all such A and B in the expanded query
we ﬁnd the shortest path between them and identify the concepts that we encounter along this path. Given the expanded query, the newly identiﬁed concepts
which occur most frequently along the shortest paths that we have explored are
the most relevant related concepts. This idea is based on the assumption that
the shortest path between two concepts will contain the most relevant concepts
connecting them. This completes our situation assessment phase. Thus, given
a user query in natural language as input to the situation assessment phase,
the output is the set of concepts matched with the user query and the concepts
related to the query both linguistically and semantically. Retrieval is performed
on the documents associated with these concepts.
4.2

Knowledge Representation

In this sub-section we describe in detail the diﬀerent representation techniques
we have tested in our system. All the sample graphs showing the representation
have been derived from the sentences : “Pancreatitis may be caused by excessive
intake of alcohol. Pancreatitis is the inﬂammation of the pancreas.”
Shallow Syntactic Triples. This representation formalism uses a Part of
Speech Tagger (openNLP) to extract the concepts and relations in the form
of Subject Verb Object Triples. Stemming and stop word removal is performed
to create a rich representation of root terms and relationship links. Common
nodes in the triples are merged to create a large forest of connected components
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Fig. 3. Shallow syntactic triples representation

that is exploited in the retrieval process. This is a very fast statistical technique
and is amenable to web scale data indexing and processing. Figure 3 shows an
example graph for shallow syntactic triples.
Typed Dependency Triples. Typed dependencies and phrase structures are
other ways of representing the structure of sentences. While a phrase structure parse represents nesting of multi-word constituents, a dependency parse
represents governor-dependent dependencies between individual words. A typed
dependency parse additionally labels dependencies with grammatical relations,
such as subject or indirect object. This is a very rich syntactic representation formalism that captures sentences in the documents as dependency trees. The entire
document structure is represented as a graph, hence this method is knowledgerich and processor intensive but can potentially do away with the need to retain
the original document. Figure 4 shows an example graph for typed dependency
triples.

Fig. 4. Typed Dependency triples representation
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Fig. 5. Semantic Word Chains

Semantic Word Chains. This Knowledge Representation formalism builds a
contextual map of related biomedical concepts for the corpus. This representation is constructed using the MedPostSKR Tagger, a POS Tagger trained on
biomedical corpus and bundled with NLM’s MMTx Mapping System. In this
representation, nouns phrases, adjective phrases, verb phrases and preposition
phrases are connected as reiﬁed chains of terms. The NounPhrases are UMLS
concepts in this representation. This method of representation is more akin to
knowledge navigation and summarization kind of tasks. We are not extracting
triple based relationships, as these semantic relationships are hard to correctly
extract and limit the system’s retrieval performance. Figure 5 shows an example
graph Semantic Word Chains.
4.3

Retrieval Techniques

In this paper, we have focused our eﬀorts on the Knowledge Representation and
Retrieval aspect of the TCBR cycle.
Spreading Activation Method. Recall that the graph representation that
we have is a weighted graph with edges and nodes having weights (For e.g. In
some representation edges hold the frequency of occurrence of that particular
relationship. On the other hand the nodes hold the IDF value of that particular
concept). Spreading activation in our system intiates the propogation by activating the query nodes, which is then iteratively propagated through the network
of nodes . Spreading activation is an iterative process (Pulse-by-pulse process)
in which each pulse involves the following operations in each node:
–
–
–
–

Gather incoming activation, if any
Retain activation
Spread the activation to neighbors
Termination check
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The process continues until the termination condition is met. At this stage,
the activations of individual nodes are collected and the information to be returned to the user is decided based on the activation levels of diﬀerent nodes of
the system. Our implementation of the spreading activation technique is brieﬂy
described in the following algorithm: Given a query:
1. Do initial processing to the query including tokenizing and stop-word removal.
2. Activate the nodes corresponding to the query, to the activation value =
(Maximum weight of all the edges in the graph)
3. Activate rest of the nodes in the graph to zero
4. While termination condition is not met, do the following (This loop corresponds to a pulse) For each node that has received some activation in this
pulse and if it has not propagated activation in past pulses, do the following:
i. Let total edge weight = sum of weights of edges coming out of this node.
ii. For each neighbor of this node, propagate an activation of value = (weight
on edge reaching this neighbor / total edge weight) * Activation of this node
5. Collect activations of each of the individual documents as sum of activations
of all its constituent nodes.
6. Return the ranked set of documents based on ﬁnal activations to the user.
A termination condition is said to be met if either of the following is true:
1. There are no new nodes that have gathered activation in some pulse.
2. The Net activation gained by the entire network reaches a particular threshold. (Net of the network is the sum of activations of the individual nodes in
the network)
At the end of the algorithm, the net activations for each of the individual
documents is computed as the sum of activation of its associated nodes. A sorted
list of documents on the normalized activation levels is returned to the user as
the relevant set of documents with relevancy ranking.
PageRank and Shortest Distance Based Method. With this technique,
we compute the sum of products of strengths of nodes in the graph along the
query node paths to compute the overall strengths of documents. Since our graph
nodes capture the associated document information, it is easy to invert the node
map to the corresponding document strength maps. The process of retrieval is
based on exploration and exploitation of both the structure and the semantics
encoded in the knowledge representation. Intuitively the choice of algorithm was
guided by the fact that we were dealing with a “link” structure of concepts.
Page and Brin’s PageRank Algorithm is a link analysis algorithm that assigns
a numerical weights, called PageRank values, to each concept of the knowledge
link structure, with the purpose of measuring its relative importance within the
graph. Applying the idea of PageRank to our context, a concept node which
relates to many concepts is considered important. Similarly if many important
concepts are relate to a concept node it is considered important. Thus PageRank values give the relevance of each node in the link structure. PageRank gives
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a structural relevance measure of a concept since it operates on the linkage of
the rich knowledge. It also gives a semantic relevance measure since it gives
a better rank to the concepts nodes connected to important concepts and a
lower rank to the concept nodes connected to less important ones. Once we have
identiﬁed the most relevant concepts as per the PageRank algorithm, we use
TFIDF based measure to rank the documents connected to the nodes. Further,
this scheme is also based on the mutual information in all the documents connected to the same concept. This is illustrated mathematically with the formula
below:


Scoredoc,query = [
(P ageRanknodei ∗
strengthij )] ∗ U serRating
nodei

docij

Here i is the Vertex String Node on the graph and j is the associated documents on nodes i, strengthij is the TFIDF value of Node i in document j. In our
implemented scheme, the query nodes are expanded to contain the additional
nodes along the shortest paths between pair of recurring nodes in the query.
The expanded query is matched with the concept graph to identify the relevant
concept nodes. The PageRank values associated with these nodes is taken into
account. Then for each document that is connected to a relevant concept node,
its TFIDF value for that concept string is calculated. The aggregate sum of the
TFIDFs for all documents is calculated. The product of the PageRank and this
aggregate gives the score. This is further multiplied by the user rating to boost
the documents which are more important from the user’s perspective. This user
rating is the positive or negative feedback given to the document being shown
at the current ranking. Thus we get an overall ranking for the documents based
on structure of the knowledge representation, the mutual information of the related concepts, semantics stored in the knowledge representation and the user
preference.
4.4

Adaptation

In the adaptation phase, the system modiﬁes the existing solutions to solve a
novel but very similar problem. In our case the problem is a query and the
solution is the ranked list of documents for that query. The adaptation phase
obtains a set of similar cases from the retrieve phase of the CBR, which essentially uses a similarity metric to ﬁnd the nearest neighbors to the new query.
From these retreived cases, a list of associated weighted documents is retrieved.
Once we obtain a list of documents, we re-rank these documents for the new
query. The re-ranking is simply sorting the set and presenting the top n to the
user. The adaptation phase is multi-pass, where the user can rank the “goodness” of each retrieved document using the UI we provide. We use the user
rating to modify the weight of that document and re-sort the documents and
present to the user. The adaptation phase ends when the user is satisﬁed with
the solution.
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Fig. 6. Adaptation of Results

5
5.1

Experiments and Results
Gold Standard

We used a collection of 50 abstracts taken from Pubmed for testing. 50% of these
were related to the topic of diabetes and the rest consisted of abstracts on random
topics. We manually created ﬁve prototypical queries on diabetes and ranked all
the 50 abstracts based on how well they answered the given queries. The following
queries were used in our experiments: Q1: What are the medications for type
2 diabetes? Q2: What are the risks of diabetes in adolescents? Q3: Studies on
gestational diabetes mellitus. Q4: What are the eﬀects of diet and eating habits
on diabetes? Q5: What are the side eﬀects of Thiazolidinediones?
The above queries cover a suﬃcient range to test our methods as they are the
kind of questions a disparate section of people would like to ask. For instance,
a medical expert interested in knowing the latest available treatments for type
2 Diabetes would ask such a question as in query 1. The results should suggest
speciﬁc medication and its eﬀects for the type of disease given. A worried mother
asking a question to get a broad overview on risks of diabetes for her adolescent
son would ask query 2. The results should give a broad perspective of the risks
especially for adolescents. A researcher wanting to know more about a certain
topic like gestational diabetes mellitus would ask query 3. The results should
be studies conducted on gestational diabetes. A dietician updating her current
knowledge would like query 4 answered. The results should give relationships
between the eating habits and risk of diabetes. An informed patient analyzing
the eﬀects of a particular drug would typically have a query like the query 5.
The results should give side eﬀects of the drug mentioned. The manually ranked
list of documents was used as the gold standard.
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Baseline

We used the vector space model as the baseline. The abstracts and the queries
were represented as vectors based on TFIDF value. Lucene system was used to
calculate the cosine distance of each document from a given query and rank the
results with respect to the queries. The ranks thus obtained were used as the
baseline.
5.3

Evaluation Metrics

Our information retrieval mechanisms output documents in a ranked order. We
have used the following metrics to evaluate the performance of the various representation and retrieval methods:
1. Precision and Recall: We used the standard IR evaluation to calculate the
precision, recall and the f-score for each method.
– N: The number of relevant documents in the corpus. (We used N as 25 in
our experiments).
– Ret: The number of documents that were retrieved by our system.
– RR: The number of documents that were relevant and retrieved by our
system.
– Recall (R) R = RR
N
RR
– Precision (P) P = Ret
2P R
– F-Score (F) F = P +R
2. Goodness Score: Since we are dealing with ranking the documents for a
given query, it made sense to do a more ﬁne grained analysis on the results
rather than a basic precision and recall. We bracketed the ranked results into 4
regions: Highly Relevant (HR): the documents placed among the top 5, Moderately Relevant (MR): the documents placed from 6 to 15, Somewhat Relevant
(SR): the documents ranked between 16 and 25, and Irrelevant (I) are the ones
below 25. Using the gold standard ranking and the rankings produced by the
algorithm, we formed a Table for each query as shown in Figure 9.
The diagonal elements (shaded black) correspond to the perfect classiﬁcation;
we give a score of +4 for each element falling in this region. The entries on
either side of the diagonal (cross striped) correspond to a 1 level of discrepancy
in the ranking; we give a score of +2 for all such elements. The (checked entries)

Fig. 7. Fine-grained Goodness Measurement
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correspond to a 2 levels of discrepancy in the ranking and we give a penalty of
-2 for each entry in this region. While the two extreme regions (vertical stripes)
correspond to opposite classiﬁcation and we give a penalty of -4 for such cases.
So the score for each algorithm for a given query is the sum of number in each
entry of the table each multiplied by the score. We normalize the ﬁnal score to
get the goodness measure.
5.4

Results

Figure 8 shows the Precision (P), Recall (R) and F-Score values of the comparison for diﬀerent knowledge representation methods using PageRank and Spreading Activation based retrieval techniques. We see that the state of the art Lucene
based VSM method outperforms our other techniques. The typed dependency
triples performs almost at par with the VSM method.
Figure 9 shows the overall goodness score of various techniques.
Here are some observations from our experiments:
– We haven’t been able to capture the rich triple relations due to the complexity of the research articles and long sentences.
– The queries we have used are short that do not fully exploit the link based
rich representations.
– We haven’t implemented anaphora and abbreviations resolution that would
enhance the results of our system.

Fig. 8. Precision, Recall and F-Measure of Techniques

Fig. 9. Goodness Scores
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– The syntactic shallow triples method is very fast and scalable. The other
richer representation techniques are viable for a small to medium sized corpus.
– The baseline still performs the best as Lucene system is highly optimized and
we have developed an initial prototype system that can be further enhanced
in many ways.

6

Conclusion

This paper reports our initial eﬀorts towards the development of a knowledgerich TCBR infrastructure. We have experimented with diﬀerent graph based
linguistic representation methods and developed some techniques for link based
information retrieval. Shallow triples oﬀer fast and eﬀective solution for large
scale applications whereas dependency structures provide rich indexed information for advanced reasoning capabilities. The medical ontology based semantic
representation requires much enhancements as the semantic word chains are incomplete and hard to exploit eﬀectively. Our ultimate goal is to develop a truly
learning adaptive problem solving system that uses planning (Situation Assessment) and TCBR techniques for performing various tasks. We have promising
results for our system.
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